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Abstract
In this article we propose contextual deontic logic. Contextual obligations are written as O(jn ),
and are to be read as ‘ should be the case if  is the case, unless  is the case’. The unless clause
is analogous to the justification in Reiter’s default rules. We show how contextual obligations can
be used to solve certain aspects of contrary-to-duty paradoxes of dyadic deontic logic.

Keywords: knowledge representation, deontic logic, preference-based logic, formalization of context

1 Contrary-to-duty reasoning
In recent years several researchers have argued that deontic logic is a useful tool to model reasoning in
(legal) knowledge-based systems [JS92, RL92, Smi94, Roy96]. The problem, however, is that deontic
logic is hampered by the so-called deontic paradoxes. The contrary-to-duty paradoxes like the notorious Chisholm paradox are the classic benchmark problems of deontic logics, which have initiated
developments of monadic deontic logics [Chi63, For84], dyadic deontic logics [Tom81] and temporal deontic logics [vE82]. In this article we analyze certain aspects of the paradoxes in dyadic deontic
logics, in which an obligation O (j ) is read as ‘ should be the case if  is the case.’ An obligation
O( j  ) is a contrary-to-duty obligation of the primary obligation O(1 j 1 ) if and only if  ^ 1 is
inconsistent, as represented in Figure 1.

O(1 j1 )
K
inconsistent A

U
A

O ( j  )

Figure 1:

O(j ) is a contrary-to-duty obligation of O(1 j1 )

The following example illustrates that the derivation of the obligation O (1 j:2 ) from the obligation O (1 ^ 2 j>) is a fundamental problem underlying several contrary-to-duty paradoxes. Hence,
the underlying problem of the contrary-to-duty paradoxes is that a contrary-to-duty obligation can be
derived from its primary obligation.

Example 1 (contrary-to-duty paradoxes) Assume a dyadic deontic logic that validates at least substitution of logical equivalents and the following (intuitively valid) inference patterns Restricted Strengthening of the Antecedent (RSA), Weakening of the Consequent (WC), Conjunction (AND) and a version
$

of Deontic Detachment (DD0 ), in which is a modal operator (that will be explained later) and
true for all consistent propositional formulas .

O(j1 ) ( ^ 1 ^ 2 )
O(j1 ^ 2 )

 is

O(1 j )
O ( 1 _  2 j  )

$

RSA :

$

WC :

O(1 j ) O(2 j )
O(j ) O( j )
DD :
O(1 ^ 2 j )
O( ^  j )
Furthermore, consider the sets S = fO (:k j>) O (g ^ k j k )g, S = fO (a j>) O (t j a) O (:t j:a)g,
and S = fO (:a j >) O (a _ p j >) O (:p j a)g, where > stands for any tautology. S formalizes
the Forrester paradox [For84] when k is read as ‘killing someone’ and g ^ k as ‘killing someone
gently,’ S formalizes the Chisholm paradox [Chi63] when a is read as ‘a certain man going to the
assistance of his neighbors’ and t as ‘the man telling his neighbors that he will come,’ and finally, S
formalizes the apples-and-pears example [TvdT96] when a is read as ‘buying apples’ and p as ‘buying
0

AND :

0

00

0

00

pears.’ The last obligation of each premise set is a contrary-to-duty obligation of the first obligation
of the set, because its antecedent is contradictory with the consequent of the latter. The paradoxical
consequences of the sets of obligations are represented in Figure 2. The underlying problem of the
counterintuitive derivations is the derivation of the obligation O (1 j:2 ) from O (1 ^ 2 j>) by WC
and RSA: respectively the derivation of O (:(g ^ k ) j k ) from O (:k j>), O (t j:a) from O (a ^ t j>),
and O (pja) from O (:a ^ pj>).

O(:k j>)
WC
O(:(g ^ k)j>)
RSA
O(:(g ^ k)jk)
O(g ^ k jk)
O(:(g ^ k) ^ (g ^ k)jk)

AND

O(tja) O(aj>)
O(:aj>) O(a _ pj>)
AND
DD
O(a ^ tj>)
O(:a ^ pj>)
WC
WC
O(tj>)
O(pj>)
RSA
RSA
O(tj:a)
O(:tj:a)
O(pja)
O(:pja)
AND
O(t ^ :tj:a)
O(p ^ :pja)
0

AND

Figure 2: Three contrary-to-duty paradoxes
There are two types of dyadic deontic logics, dependent on how the antecedent is interpreted. The
first type, as advocated by Chellas [Che74, Alc93], defines a dyadic obligation in terms of a monadic
obligation by O ( j  ) =def  > O, where ‘>’ is a strict implication. These dyadic deontic logics have strengthening of the antecedent, but they cannot represent the contrary-to-duty paradoxes in
a consistent way. Dyadic deontic logics of the second type, as introduced by Hansson [Han71] and
further investigated by Lewis [Lew74], do not have strengthening of the antecedent and therefore they
can represent the paradoxes. Intuitively, the solution of these logics is that the antecedent of the dyadic
obligations is interpreted as a kind of ‘context’. For example, in the Forrester paradox the derivation
2

of the obligation O (:(g ^ k )jk ) from O (:k j>) is counterintuitive, because in the context where you
kill, it is not obligatory not to kill gently (whereas this is obligatory in the most general context). Because there are many different problems related to the Forrester and Chisholm paradoxes, we restrict
our analysis to the apples-and-pears example. In the contextual interpretation of the apples-and-pears
example, the derivation of the obligation O (p j a) from O (:a j >) and O (a _ p j >) is counterintuitive, because in the context where apples are bought, it is not obligatory to buy pears (whereas this is
obligatory in the most general context).
In this paper, we propose a solution for the paradoxes based on contextual obligations. A contextual
obligation, written as O (jn ), is an extension of a dyadic obligation O (j ) with an unless clause  .
The unless clause can be compared to the justification in a Reiter default ‘ is normally the case if 
is the case unless  is the case,’ written as  : := [Rei80]. For example, ‘birds fly unless they are
penguins’ can be represented by b : :p=f , and ‘penguins do not fly’ by (b ^ p) : >=:f . Hence,
the unless clause is analogous to the justification of a Reiter default, which means that it formalizes a
kind of consistency check. Contextual deontic logic has in contrast to Reiter’s default logic intuitive
preference-based semantics.
This paper is organized as follows. In Section 2 we give the solution of the apples-and-pears problem
in labeled deontic logic L DL. In Section 3 we introduce contextual obligations O ( j  n  ), and we
show how they solve the apples-and-pears problem. Finally, in Section 4 we mention some interesting
connections with logics of defeasible reasoning and qualitative decision theory.

2 Labeled obligations
In [vdTT95] we introduced labeled deontic logic L DL, a logic inspired by contextual logic [BT96].
Labeled obligations O (j )L can roughly be read as ‘ ought to be the case, if  is the case, because
of L.’

2.1 Implicit and explicit obligations
To illustrate the distinction between implicit and explicit obligations, we recall the well-known distinction between implicit and explicit knowledge. The latter distinction originates in the logical omniscience problem: in principle, an agent cannot know all logical consequences of his knowledge. The
benchmark example is that knowledge of the laws of mathematics does not imply knowledge of the
theorem of Fermat. That is, an agent does not explicitly know the theorem of Fermat, she only implicitly knows it. Analogously, explicit obligations are not deductively closed, in contrast to implicit
obligations.
Several researchers make a distinction between imperatives and obligations, although many researchers hold them as essentially the same. Explicit obligation can be used to formalize imperatives,
and implicit obligations can be used to formalize the ‘usual’ type of obligations. The idea behind labeled obligations is to represent the explicit obligation, of which the implicit obligation is derived, in
the label. The label is the reason for the obligation. If we make the distinction between imperatives
and obligations, then the label L of the obligation O (j )L represents the imperatives from which the
obligation is derived. This explains our reading of the label obligation O ( j  )L : ‘ ought to be the
case if  is the case, because of the imperatives L.’
We can use labeled deontic logic to solve the contrary-to-duty paradoxes, because we use the label
to check that a derived obligation is not a contrary-to-duty obligation of its premises. Remember that

3

we can test for CTD with a consistency check, see Figure 1. The label of an obligation represents the
consequents of the premises from which the obligation is derived. In labeled deontic logic we use a
consistency check of the label of the obligation with its antecedent. If the label and the antecedent are
consistent, then is the derived obligation not a contrary-to-duty of its premises.

2.2 Labeled obligations
In this section we introduce a deontic version of a labeled deductive system as it was introduced by
Gabbay in [Gab91]. The language of dyadic deontic logic is enriched by allowing labels in the dyadic
obligations. Roughly speaking, the label L is a record of the consequents of all the premises that are
used in the derivation of O (j ).
Definition 1 (language of L DL) The language of labeled deontic logic is a propositional base logic
L and labeled dyadic conditional obligations O( j  )L , with  and  sentences of L, and L a set of
sentences of L.
Each labeled obligation occuring as a premise has its own consequent in its label. This represents
that the premises are explicit obligations, because it is derived ‘from itself.’
Definition 2 (premises of L DL) A labeled obligation which has its own consequent as its label is
called a premise.
We assume that the antecedent and the label of an obligation are always consistent. The label of an
obligation derived by an inference rule is the union of the labels of the premises used in this inference
rule. Below are some labeled versions of inference schemes. We write
a set of formulas.

$

L for a consistency check of

O( j 1 )  (L  f1 ^ 2 g)
:
O( j 1 ^ 2 )
O(1 j  )
WC :
O(1 _ 2 j  )
$

RSA V

L

L

L

V

L

O(j ) 1  O( j ) 2  (L1  L2  f g)
O( ^  j  ) 1 2
$

0

RDD V :

L

L

L L

O(1 j  ) 1  O(2 j  ) 2  (L1  L2  f g)
O(1 ^ 2 j  ) 1 2
$

RAND V :

L

L

L L

Informally, the premises used in the derivation tree are not violated by the antecedent of the derived obligation, or, alternatively, the derived obligation is not a contrary-to-duty obligation of these
premises. We say that the labels formalize the assumptions on which an obligation is derived, and the
$

consistency check checks whether the assumptions are violated. The following example illustrates
that the labeled deductive system gives the intuitive reading of the Apples-and-Pears example.
Example 2 (Apples-and-Pears, continued) Assume a labeled deductive system that validates at least
the inference patterns RSAV , RANDV and WCV . Consider the premise set of labeled obligations S =
fO(a _ p j>)a_p  O(:a j>):a g as premise, where a can be read as ‘buying apples’ and p as ‘buying
pears’. In Figure 3 below it is shown how the derivation in Figure 2 is blocked.
4

O(a _ pj>)
O(:aj>)
O(:a ^ pj>)
fa_pg

f:ag

O(a _ pj>)
O(:aj>)
O(:a ^ pj>)
WC
O(pj>)
fa_pg

AND

fa_p:ag

;;;;;;;;;
O(:a ^ pja)
O(pja)

fa_p:ag

f:ag

AND

fa_p:ag

( SA / RSA )

fa_p:ag

;;;;;;;
O(pja)

WC

fa_p:ag

( SA / RSA )

fa_p:ag

Figure 3: The apples-and-pears example
The apples-and-pears example in labeled deontic logic showed an important property of dyadic
deontic logics with a contextual interpretation of the antecedent, namely that the context is restricted
to non-violations of premises. If the antecedent is a violation, i.e. if the derived obligation would be a
contrary-to-duty obligation, then the derivation is blocked. Obviously, as a logic the labeled deductive
system is quite limited, if only because it lacks a semantics. In the following section, we consider
contextual deontic logic, which has an intuitive preference-based semantics.

3 Contextual obligations
Contextual obligations are formalized in Boutilier’s modal preference logic CT4O, a bimodal propositional logic of inaccessible worlds. For the details and completeness proof of this logic see [Bou94a].
In the logic we abstract from actions, time and individuals.
Definition 3 (CT4O) The logic CT4O is a propositional bimodal system with the two normal modal


connectives  and  . Dual ‘possibility’ connectives and are defined as usual and two additional

modal connectives  and
$






=def
=def

$

are defined as follows.

::
:  :



$

$



=def
=def

 ^  
_ 




CT4O is axiomatized by the following axioms and inference rules.
K
K0
T
4
H

( !  ) ! ( !  )
 ( !  ) ! (  !  )
 ! 
 ! 
(^   ) ! ( _  )




$





Nes
MP

From  infer  
$

From  !  and  infer 

$

Kripke models M = hW  V i for CT4O consist of W , a set of worlds, , a binary transitive and
reflexive accessibility relation, and V , a valuation of the propositional atoms in the worlds. The partial
pre-ordering expresses preferences: w1 w2 iff w1 is as preferable as w2 . The modal connective

 refers to accessible worlds and the modal connective  to inaccessible worlds.

M w j=  iff 8w 2 W if w w, then M w j= 
M w j=   iff 8w 2 W if w 6 w, then M w j= 


0

0

0

0

0

0
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Contextual obligations are defined in CT4O as follows. In this paper, we do not discuss the properties of >s but we focus on the properties of the contextual obligations.1
Definition 4 (C DL) The logic C DL is the logic CT4O extended with the following definitions of contextual obligations. The contextual obligation ‘ should be the case if  is the case unless  is the
case’, written as O (j n  ), is defined as a strong preference of  ^  ^ : over : ^  .

1 > 2
O(j n  )

=def

s

=def
=

O (j n  )
O ( j  n  )
c

=def

cc

=def

 (1 ! :2 )
( ^  ^ : ) > (: ^  )
 (( ^  ^ : ) ! ( ! ))
( ^  ^ : ) > (: ^  )^
( ^  ^ : )
( ^  ^ : ) > (: ^  )^
( ^  ^ : )^
$

s

$

$

s

$

s

$

(

: ^  )

From the definitions follows immediately the following satisfiability conditions for the modal con-

nectives : M w j=  iff 8w0 2 W M w0 j=  and : M w j=  iff 9w0 2 W M w0 j= . As
a consequence, the truth value of a contextual obligation does not depend on the world in which the
obligation is evaluated. For a model M = hW  V i we have M j= O ( j  n  ) (i.e. for all worlds
w 2 W we have M w j= O(j n  )) iff there is a world w 2 W such that M w j= O(j n  ).
The following proposition shows the truth conditions of contextual obligations.
$

$

$

$

Proposition 1 (contextual obligation) LetM = hW  V i be a CT4O model and let jj be the set of
worlds that satisfy . For a world w 2 W , we have M w j= O (j n  ) iff for all w1 2j ^  ^ : j
and all w2 2j: ^  j we have w2 6 w1 .
Proof Follows directly from the definition of >s .
The following proposition shows several properties of contextual obligations.
Proposition 2 (theorems of C DL) The logic CT4O validates the following theorems.
SA:
WC:
WT:
AND:
RSA:
RAND:

O(j1 n  ) ! O(j1 ^ 2 n  )
O(1 ^ 2 j n  ) ! O(1 j n  _ :2 )
O(j n 1 ) ! O(j n 1 _ 2 )
(O (1 j n  ) ^ O (2 j n  )) ! O (1 ^ 2 j n  )
(O (j1 n  )^
( ^ 1 ^ 2 ^ : )) ! O (j1 ^ 2 n  )
(O (1 j n  ) ^ O (2 j n  )^
(1 ^ 2 ^  ^ : )) ! O (1 ^ 2 j n  )
c

c

$

c

c

$

c

Proof The theorems can easily be proven in the preferential semantics. Consider WC. Assume M j=
O(1 ^ 2 jn ). Let W1 =j1 ^ 2 ^  ^: j and W2 =j:(1 ^ 2) ^  j, and w2 6 w1 for w1 2 W1
and w2 2 W2 . Moreover, let W10 =j 1 ^  ^ :( _ :2 ) j and W20 =j:1 ^  j. We have w2 6 w1
for w1 2 W10 and w2 2 W20 , because W1 = W10 and W20  W2 . Thus, M j= O (1 j  n  _ :2 ).
Verification of the other theorems is left to the reader.2
The preference relation >s is quite weak. For example, it is not anti-symmetric (we cannot derive :(2 >s 1 ) from
1 >s 2 and it is not transitive (we cannot derive 1 >s 3 from 1 >s 2 and 2 >s 3 ). The lack of these properties is
1

the result of the fact that we do not have connected orderings. Moreover, this a-connectedness is crucial for our preferencebased deontic logics, see [TvdT96].
2
This proposition also shows an important advantage of the axiomatisation of the deontic logic in a underlying preference
logic: the properties of our dyadic obligations can simply be proven by proving (un)derivability in CT4O.

6

To illustrate the properties of C DL, we compare it with Bengt Hansson’s minimizing dyadic deontic
logic. First we recall some well-known definitions and properties of this logic. In Bengt Hansson’s
classical preference semantics [Han71], as studied by Lewis [Lew74], a dyadic obligation, which we
denote by OH L (j ), is true in a model iff ‘the minimal (or preferred)  worlds satisfy ’. A weaker
w
( j  ) is true in a model iff
version of this definition, which allows for moral dilemmas, is that OH
L
there is an equivalence class of minimal (or preferred)  worlds that satisfy .
Definition 5 (Minimizing obligation) Let M = hW  V i be a Kripke model and j  j be the set of
all worlds of W that satisfy . The weak Hansson-Lewis obligation ‘ should be the case if  is the
w
(j ), is defined as follows.
case’, written as OH
L

O

w
HL

j )

(

=def

$

 ^ ( ! ))

(

The model M satisfies the weak Hansson-Lewis obligation ‘ should be the case if  is the case’,
w
( j  ), iff there is a world w1 2j  ^  j such that for all w2 2j : ^  j
written as M j= OH
L
w
we have w2 6 w1 . The following proposition shows that the expression OH
( j  ) corresponds
L
to a weak Hansson-Lewis minimizing obligation. For simplicity, we assume that there are no infinite
descending chains.
Proposition 3 Let M = hW  V i be a CT4O model, such that there are no infinite descending
w2 and not w2 w1 , and w1  w2 for w1 w2
chains. As usual, we write w1 < w2 for w1
and w2
w1 . A world w is a minimal  -world, written as M w j=  , iff M w j=  and for all
w0 < w holds M w0 6j=  . A set of worlds is an equivalence class of minimal  -worlds, written as
E , iff there is a w such that M w j=  and E = fw0 j M w0 j=  and w  w0 g. We have
M j= OHw L (j ) iff there is an E such that E jj.
Proof ( Follows directly from the definitions. Assume there is a w such that M w j=  and E =
fw0 j M w0 j=  and w  w0 g and E jj. For all w2 2j: ^  j we have w2 6 w.
) Assume that there is a world w1 2j ^  j such that for all w2 2j: ^  j we have w2 6 w1 . Let
w be a minimal  -world such that M w j=  and w w1 (that exists because there are no infinite
descending chains), and let E = fw0 j M w0 j=  and w  w0 g.
Now we are ready to compare our contextual deontic logic with Bengt Hansson’s dyadic deontic logic. The following proposition shows that under a certain condition, the contextual obligation
O(j n  ) is true in a model if and only if a set of the weak Hansson-Lewis minimizing obligations
OHw L (j 0 ) is true in the model.
Proposition 4 Let M = hW  V i be a CT4O model, that has no worlds that satisfy the same propositional sentences. Hence, we identify the set of worlds with a set of propositional interpretations, such
that there are no duplicate worlds. We have M j= O cc ( j  n  ) iff there are  ^  ^ : and : ^ 
$
$
worlds, and for all propositional  0 such that M j= ( 0 !  ) and M 6j= ( 0 !  ), we have
M j= OHw L (j 0 ).
Proof ) Follows directly from the semantic definitions. ( Every world is characterized by a unique
propositional sentence. Let w denote the sentence that uniquely characterizes world w. Proof by contraposition. If M 6j= O cc ( j  n  ), then there are w1  w2 such that M w1 j=  ^  ^ : and
M w2 j= : ^  and w2 w1 . Choose  0 = w1 _ w2 . The world w2 is an element of the preferred
7



0

worlds, because there are no duplicate worlds. (If duplicate worlds are allowed, then there could
be a  0 world w3 which is a duplicate of w1 , and which is strictly preferred to w1 and w2 .) We have
M w2 6j=  and therefore M 6j= OHw L (j 0 ),
The following example illustrates that contextual deontic logic solves the contrary-to-duty paradoxes.
Example 3 (Apples-and-Pears, continued) Consider the premise set of contextual obligations S =
fO (a _ pj>n?) O (:aj>n?)g. The crucial observation is that we do not have O (pjan ) for any
 , and a typical countermodel is the model in Figure 4. This figure should be read as follows. Each
c

c

'$
'$
&%
'$
&% &%

cc

circle represents an equivalence class of worlds, that satisfy the propositions written in the circle. The
arrows represent strict preferences for all worlds in the circle.
sub-ideal situations

ideal situation






YH
H
H
HH

:a p

a

:a :p

Figure 4: Semantic solution in contextual deontic logic
We have S j= O c (pj>n a), as is shown in Figure 5, which expresses that pears should be bought,
unless apples are bought. From the contextual obligation O c (pj>na) we cannot derive O (pjana) due
to the unless clause.

O (a _ pj>n?) O (:aj>n?)
O (:a ^ pj>n?)
WC
O (pj>n a)
c

c

c

AND

c

; ; ; ; ; ; NO (RSA )
O (pja n a)
c

Figure 5: Proof-theoretic solution in contextual deontic logic
It is easily verified that the contextual obligations also solve the other contrary-to-duty paradoxes
in Example 1.

4 Conclusions
Recently, several researchers have noticed a remarkable resemblance between logics of qualitative decision theory, logics of desires and deontic logic, see e.g. [Bou94b, Lan96]. In future research, we
will investigate whether contextual deontic logic proposed here can be applied to model qualitative
decision theory, and which extensions are needed (see [TvdT96] for possible extensions).
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In the introduction, we already observed that we can also define contextual defaults ‘ is usually
the case if  is the case unless  is the case,’ written as  : :=. A distinction between Reiter’s default
logic and contextual obligations is that the latter has commitment to justifications. Moreover, observe
that contextual obligations give rise to a kind of defeasibility, in the sense that the obligations lack
unrestricted strengthening of the antecedent (the typical property of defeasible conditionals [Alc93]).
However, it is important to notice that this defeasibility related to contextual reasoning is in fundamentally different from the defeasibility related to exceptional circumstances or abnormality, see [vdTT95].
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Abstract
In this paper, a multilevel semantic network is proposed to be used to represent knowledge
within several levels of contexts. The zero level of representation is semantic network that
includes knowledge about basic domain objects and their relations. The first level of
presentation uses semantic network to represent contexts and their relationships. The second
level presents relationships of metacontexts, and next level describes metametacontext and so
on at the higher levels. The top level includes knowledge which is considered to be “truth” in
all the contexts. Thus semantic metanetwork is the set of semantic networks above each other
so that relations of each previous level are nodes of the next level. The goals of deriving such
representation are: to derive knowledge interpreted using all known levels of its context; to
derive unknown knowledge when interpretation of it in some context and the context itself are
known; to derive unknown knowledge about a context when it is known how the knowledge
is interpreted in this context. Possible transformations with contexts are described using
special algebra. Equations of the algebra are discussed and used to reason with this multilevel
context structure.

1. Introduction
It is generally accepted that knowledge has a contextual component. Acquisition, representation, and
exploitation of knowledge in context would have a major contribution in knowledge representation,
knowledge acquisition, and explanation, as Brezillon and Abu-Hakima supposed in [3]. Brezillon and
Cases noticed in [4] that knowledge-based systems do not use correctly their knowledge. Knowledge
being acquired from human experts does not usually include its context.
Contextual component of knowledge is closely connected with eliciting expertise from one or more
experts in order to construct a single knowledge base (or, for example as in [2], for cooperative
building of explanations). Could the overlapping knowledge, obtained from multiple sources, be
described in such a way that it becomes context or even process independent? In [19], Taylor at al.
gives the negative answer. Certainly there have been inference engines produced that were
subsequently applied to related domains, but in general the sets of rules have been different. If more
than one expert are available, one must either select the opinion of the best expert or pool the experts’
judgements. It is assumed that when experts’ judgements are pooled, collectively they offer sufficient
cues leading to the building of a comprehensive theory.
Very important questions have been raised in [3]. Does context simplify or complicate the
construction of a knowledge base? Is context an object of the domain? Can we move from one context
to the next one [11]? What are the possible formalisms that seem to allow explicit representation of
context?
McCarthy [11] illustrates how a reasoning system can utilize contexts to incorporate information
from a general common-sense knowledge base into other specialized knowledge bases. The basic
relation used is ist (c,p), which asserts that the proposition p is true in the context c. He introduces
contexts as abstract mathematical entities with properties and relations. One remark is that it would be
useful to have a formal theory of the natural phenomenon of context using logic for representation.
Buvac at al. investigated the simple logical in [5, 6] and semantic (in [7]) properties of contexts. This
formal theory of context enables presentation of relations between contexts, operations on contexts,
and state lifting rules of facts in different contexts.
Our goal is to make view to a world of contexts, their properties, relationships and rules as to a
new domain which also needs a context for interpretation. Context of contexts (metacontext) can be

considered recursively and has several levels of context worlds, one above another, limited in the top
by a universal context world. This last world supposed to be such that knowledge aboit it always
remains the same in every known context. Representation of such multilevel world needs special
multilevel semantic structure. With such representation we use term semantic metanetwork.
The idea of a semantic metanetwork is generally acknowledged in [12] and further developed in [1,
20]. In [12] objects of a higher level representation were treated as “birth” and “death” rules for
relations between objects of the lower level. Thus the semantic metanetwork together with the
description of the basic domain contains the rules of its change in time. Sometimes it is also necessary
to change the rules. This is done by metarules of the next level of a semantic metanetwork. The more
complex the dynamics of the described domain is, the more metalevels a semantic metanetwork
contains.
This paper discusses another use of a semantic metanetwork. The zero level of representation is a
semantic network that includes knowledge about basic domain objects and their relations in various
contexts. The first level of representation uses a semantic network to present knowledge about
contexts and their relationships. Relationships among contexts are considered in some other contexts metacontexts. The second level of representation defines relationships between metacontexts, and the
same for each next level. The topmost level includes knowledge which is considered to be “truth” in
every context.
What are the main uses of semantic metanetworks? The need of metaknowledge is broadly
acknowledged in knowledge engineering and its main use is to help inference (metareasoning has
been dealt for example in [16]). Shastri presents in his article [17] two important kinds of inference:
inheritance and recognition. Woods [21] discusses very deeply the classification of a concept with
respect to a given taxonomic structure. Shapiro [18] discussed also inference as reduction inference
and path-based inference. A context can be considered as a mechanism for reasoning, too. One
advantage of making context explicit in a representation is the capability to inference within and across
contexts, and thus explicitly make the changes in reasoning across contexts [11].
Our goal is to classify and describe problems of reasoning using knowledge in its context
represented by semantic metanetworks. These problems are: how to derive knowledge about any
relation which is interpreted in the highest level of context; how to derive the initial knowledge about
any relation if it is known the context in which this relation has been interpreted and the result of
interpretation; how to derive knowledge about any unknown context by analyzing its effect to the
initial knowledge.

2. A Semantic Metanetwork
In this chapter we give formal definition of a semantic metanetwork and show one example.
Semantic metanetwork is a formal representation of knowledge with contexts.
Knowledge of basic domain is represented by a semantic network with nodes (domain objects) and
links (relations between domain objects). There are two types of relations: relations connecting two
domain objects (arrow between nodes) and relations of domain objects with themselves (arrow from a
node to itself). The second type of relation presents a property of an object.
We also consider a context as a domain object. Sometimes it is necessary to describe knowledge
about contexts, too. Knowledge about properties and relations of contexts compose a new semantic
network which is considered to describe the next level of knowledge representation. Levels of such
representation have relationship with each other because of correspondence: relation of each previous
level - the context (metacontext) of the next level in which this relation occurs.
Formally metanetwork is a quadruple <A,L,S,D>, where A is a set of objects Ai(d ), i = 1,..., nd ,
and d = 1, ... - is the level where the object appears; L is a set of unique names of relations
L(kd ), k = 1,..., md and d is the level where the relation appears; S is the set of relations
Sr(d ) = P ( Ai(d ), L(kd ) , A(j d ) ), r = 1,..., ld composed in each level so that: S(d ) =

Sr( d ) , and

r
d
d
d
(
d
)
(
)
(
)
(
)
P ( Ai , Lk , A j ) exists when there is the relation Lk
L between the objects
Ai(d )and A(j d ),( Ai(d ), A (j d ) A ) at the level d ; and D is the set of incidence functions
D(d )( A(d +1) S( d ) ) mapping objects of the level d+1 to the relations of the level d.

Let us consider an example of a semantic metanetwork presented in Figure 1.
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Fig. 1. An example of a semantic metanetwork
The metanetwork in Figure 1 can be described by the following expressions:

{
} l
q {
} {
}
, A' = {L1' , L'2 , L3' }, A'' = {L1'' , L''2 };
L = {L0 , L' , L'' }, A 0 = l L1 , L2 , L3 , L4 q
S0 = lS1, S2 , S3 , S4 q
, S' = {S1' , S2' , S3' }, S'' = {S1'' , S2'' }
S = {S0 , S' , S'' },
A = A0 , A' , A'' , A0 = A1 , A2 , A3 , A' = A1' , A2' , A3' , A'' = A1'' , A2'' , A3'' ;

S1 = P( A1, L1 , A2 ), S2 = P ( A2 , L2 , A3 ), S3 = P( A1 , L3 , A3 ), S4 = P ( A3 , L4 , A3 );
S1' = P( A1' , L1' , A2' ), S2' = P ( A2' , L'2 , A3' ), S3' = P ( A2' , L'3 , A4' ) ; S1'' = P( A1'' , L1'' , A2'' ), S2'' = P ( A2'' , L''2 , A3'' ) ;

{

D0 = D1: A1'

S1, D2 : A2'

S2 , D3: A3'

S3 , D4 : A3'

{

S4 , D5 : A4'

}

S4 ;

}

D' = D1' : A1''
S1' , D2' : A2''
S2' , D3' : A3'' S3' .
In Figure 1 and in the formal description of the example, the objects A1, A2, A3 - are the basic
domain objects or objects of the basic level of the semantic metanetwork. The basic domain relations
are: S1 between objects A1 and A2 named by L1; S2 between objects A2 and A3 named by L2; S3
between objects A1 and A3 named by L3; S4 between objects A3 and itself named by L3, or another
words L3 is the name of property of the object A3. The relation S1 exists in the context named A1' ,
and also relations S2 - S3 exist in the contexts named A'2

A3' respectively. The relation S4 exists if

the two contexts A'3, A4' are taking place together. The contexts A1' A4' are the first level contexts and
they belong to the first level of the semantic metanetwork. In the example, contexts also have their
relationships S1' S3' named by L'1 L'3 respectively. The relation S1' exists in the metacontext named
A1'' , and also relations S2' , S3' exist in the metacontexts named A''2 , A3'' respectively. The metacontexts
A1'' A3'' are the second level contexts and they belong to the second level of the semantic
metanetwork. Metacontexts also have their relationships S1'' , S2'' named by L''1 , L''2 respectively. In the
example, there is not any context (metametacontext) to interpret relations S1'' , S2'' . This means that

these relations are considered to be valid in any known context. Thus the example describes the
semantic metanetwork which is obtained by combination of three semantic networks.

3. An Algebra Within One Level of a Semantic Metanetwork
We will consider an Algebra defined on the set L of names of semantic relations. In this chapter we
focus on operation and equations within one level of a semantic metanetwork. There are four basic
operations upon L-set (semantic operations).
3.1. Semantic operations and constant
Semantic inversion (Figure 2).

Ai

Aj

Lk

~
Lk

Ai
=>

Aj

Fig. 2. Semantic inversion
%
Formally: P ( Ai , Lk , Aj ) P ( A j , L%
k , Ai ) , where Lk is the new inverse relation. It will be named
with unique symbol Lm and added to the set L.
Semantic negation. P ( Ai , Lk , A j ) P ( Ai , Lk , A j ), where Lk is the new relation. It can be named
with unique symbol Lm and added to the set L.
Semantic multiplication (Figure 3).
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A

L

A
L

k

i

n

A

j

A

L

L

k

i

L

k

n

A

j

* Ln

Fig. 3. Semantic multiplication
Formally: P ( Ai , Lk , As ) P ( As , Ln , Aj ) P ( Ai , Lk * Ln , A j ), i , j , s(i
, and Lm is the new relation that is added to the set L.
Semantic addition (Figure 4).

j

s ) , where Lk*Ln=Lm

Lk
Ai

Aj

Lk+ Ln

Ai

Aj

Ln
Fig. 4. Semantic addition
Formally: P ( Ai , Lk , Aj ) P( Ai , Ln , A j ) P ( Ai , Lk + Ln , Aj ) , where Lk+Ln=Lm , and Lm is the
new relation that belongs to the set L.
Semantic constant. In the Algebra, we define named relation SAME as a semantic constant which
belongs to the set L and has the following properties:
1) Lk * Lk Lk * Lk SAME ;
SAME * Lk Lk * SAME Lk ;
4) SAME + Lk Lk + SAME

2)
Lk ;

Lk + Lk

Lk + Lk

SAME ;

3)

5) SAME = %
( SAME ) = SAME .

3.2. Semantic equations
An equation of the Algebra is the following general expression: F1 ( L1 ) = F2 ( L2 ) , where F1 , F2 are
1 2
functions, which use operations of the Algebra and they are defined on subsets L , L of the set L.
There exists at least, one unknown relation Lx, that is variable relation, defined on whole set L.

The solution of such equation is the relation, which, being substituted in an equation instead of the
relation Lx will transform it to an identity. Notice, that following equations:
1
% 2
F%
1 ( L ) = F2 ( L ) ,

F1 ( L1 ) = F2 ( L2 ) ,

Li + F1( L1 ) = Li + F2 ( L2 ),

Li * F1 ( L1 ) = Li * F2 ( L2 ) ,

F1 ( L1 )* Li = F2 ( L2 )* Li
are isomorphic, relatively to a solution, to an equation in the general form.
Using the above properties and definitions, we present methods of the decision of following five
types of equations of the Algebra.
L%
x = Li

% %
L%
x = Li

Lx = L%
i;

Lx = Li

Lx = Li ;

Lx = Li

Lx + Li = L j

Lx + Li + Li = L j + Li

Lx + SAME = L j + Li

Lx = L j + Li ;

Lx * Li = Lj

Lx * Li * Li = Lj * Li

Lx * SAME = Lj * Li

L x = L j * Li ;

Li * Lx = Lj

Li * Li * Lx = Li * Lj

SAME * Lx = Li * L j

L x = Li * L j .

4. An Algebra with Contexts in a Semantic Metanetwork
In this chapter we will develop the Algebra, described in the previous chapter, by adding a new
semantic operation which allows to reason with multilevel structure of contexts in a semantic
metanetwork.
4.1. Operation of semantic interpretation
Semantic interpretation operation makes it possible to take into account the context when one defines
knowledge of a relationship between a pair of objects. If we have knowledge Lk about the name of
relation between the objects Ai and Aj, and knowledge L'n about the name of property of the context
A'l of this relation (as shown in Figure 5), then we can obtain a new knowledge about this relation
which is an interpretation of the first knowledge in the context of the second one.

L' n
Ai

Aj

Ai

Aj

L' n

Lk

Lk
A'l
Fig. 5. Semantic interpretation

Formally: P ( Ai , Lk , Aj )

P ( Al' , L'n , A'l ) (( Al'

P ( Ai , Lk , Aj ))

D0 )

L'

P ( Ai , Lk n , Aj ), w h e r e

'

'
n
'
LL
k denotes the interpretation of the knowledge Lk using the knowledge L n about the context Al .
This can be named and included to the set L. We use a property of a context in the description of our
basic operation which connects different levels of a semantic metanetwork assuming that different
contexts with the same properties make the same effect to the interpretation of knowledge.
The relation SAME, defined in the previous chapter, behaves with the new operation by the
following way:

LSAME
k

SAME Lk

Lk ;

k
LL
k

LkLk

SAME .

4.2. Transformations with contexts in the Algebra
In this paragraph, we describe the rules of transformation of the Algebra expressions which include
contexts.

Inversion in the context. The inverse result of interpretation a relation in a context is equal to the
result of interpretation the inverse relation in the same context. Formally:
Ln
L%
k .

L

%
( Lk n )

Negation in the context. The negative result of interpretation a relation in a context is equal to the
result of interpretation the negative relation in the same context, and also it equals to the result of
interpretation of this relation in a negative context. Formally:
n
LL
k

LkLn

n
LL
k .

Addition in the context. The result of interpretation of the sum of two not-conflicting relations in a
context is equal to the semantic sum of these two relations interpreted separately in the same context.
Formally:
L
( Lk + Lm ) n

L

L

L
( Lk * Lm ) n

L

L

Lkn + Lmn , when Lk Lm .
Multiplication in the context. The result of interpretation of the semantic multiplication of two notconflicting relations in a context is equal to the semantic multiplication of these two relations
interpreted separately in the same context. Formally:
Lkn * Lmn , when Lk Lm .
Interpretation in the sum of contexts. The result of interpretation of a relation in a semantic sum of
two not-conflicting contexts is equal to the semantic sum of this relation interpreted separately in these
two contexts. Formally:
m + Ln
LL
k

Ln
m
LL
k + Lk , when Lm Ln .
Addition of interpreted relations. The result of a semantic sum of two not-conflicting relations
interpreted separately in two not-conflicting contexts is equal to the semantic sum of these relations
interpreted in the semantic sum of these contexts:
Ln
m
LL
( Lk + Lr )Lm + Ln , when Lk Lr , Lm Ln .
k + Lr
Multiplication of interpreted relations. The result of a semantic multiplication of two not-conflicting
relations interpreted separately in two not-conflicting contexts is equal to the semantic multiplication
of these relations interpreted in the semantic sum of these contexts:
Ln
m
LL
( Lk * Lr ) Lm + Ln , when Lk Lr , Lm Ln .
k * Lr
Multilevel interpretation. The result of a relation interpretation in several levels of contexts does not
depend on the order of interpretation:
Ln

(L )
Lk m , when Lm

m Ln
( LL
k )

Lk , Lm

Ln .

4.3. Equations with contexts in the Algebra
To consider equations with the operation of semantic interpretation, it is necessary to note that
1

2

equations F1 ( L1 )Li = F2 ( L2 ) Li , Li F1( L ) = Li F2 ( L ) are isomorphic, relatively to a solution, to an
equation in the general form presented in the previous chapter.
Using the above properties and definitions, we present methods of the decision of following two
types of equations of the Algebra.
LLxi = L j

( LLxi )Li = LLj i

Li
L(xLi ) = LLj i

LSAME
= LLj i
x

L
(L x )
L
L
L
Li i = Li j
( LiLi ) Lx = Li j
SAME Lx = Li j
Using above samples, one can solve more complex equations, for example:
x
LL
i = Lj

L%
( L%
* L%
* L4 + L5 ) 6 * L + L = L
3
x
L%
*
L
1 2
7
8
9

Lx = LLj i ;
L
Lx = Li j .

L%
( L%
* L%
* L4 + L5 ) 6 * L = L + L
3
x
L%
*
L
1 2
7
9
8

% %

L2( L3 * Lx * L4 + L5 )

L%
6

% %

* L7 = L%
1 * ( L9 + L8 )

L2 ( L3* Lx * L4 + L5 )

%

% %

L6
L2( L3 * Lx * L4 + L5 ) = ( L%
1 *( L9 + L8 )* L7 )
L%
( L%*( L + L )* L ) 6 + L
%
L%
3 * Lx * L4 = L2 1 9 8 7
5

L%
6

= L%
1 * ( L9 + L8 )* L7

L%
( L%
*( L9 + L8 )*L7 ) 6
%
1
L%
*
L
*
L
+
L
=
L
3
x
4
5
2
L%
( L%*( L + L )*L ) 6 + L )
%
L%
x * L4 = L3 * ( L2 1 9 8 7
5

L%
( L%
*(L9 + L8 )*L7 ) 6 + L )* L
%
1
L%
=
L
*
(
L
x
3
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5
4

L%
( L%
*( L9 + L8 )* L7 ) 6 + L )* L ) .
1
Lx = %
( L%
*
(
L
3
2
5
4

5. Reasoning with a Semantic Metanetwork
Using semantic metanetworks and equations of the Algebra, one can solve the three reasoning
problems with contexts described in the following subsections.
Deriving an interpreted knowledge (deriving of interpreted knowledge means here deriving the
formula for knowledge interpreted using all known levels of its context). This problem is solved
using operations of the Algebra.
We define the knowledge of a relation LAi Aj between any pairs of objects ( Aj , Ak ) from the
same level of a semantic metanetwork as a semantic sum over all possible paths between these objects
( Aj , Ak ) that exist at this level of the metanetwork.
We define the knowledge LAi of an object Ai of a semantic metanetwork in one level as a
semantic sum over all knowledge of the relations that connect this object with all objects of the same
level, including the object itself:
LAi = LAi Aj .
j

The interpreted knowledge of any relation, considering all contexts and metacontexts, can be
derived by the following schema:
<knowl . about metacontext of n th level >

...
< interpreted knowledge >=< knowledge >< knowl. about context>

.

As an example let us derive the interpreted knowledge of the relation between A1 and A3 in
Figure 1. We will start from the top level of the metanetwork and define knowledge about
metacontexts A1'' , A2'' , A3'' :
L '' = L '' '' + L '' '' + L '' '' = L''1 + L1'' * L''2 + SAME = L1'' * ( SAME + L''2 ) = L1'' * L''2 ;
A1
A1 A2
A1 A3
A1 A1
'' ''
L '' = L%
1 + L2 ;
A

'' * L
''
%
L '' = L%
2 1.
A

2

3

Now we can continue at the first level of the metanetwork and derive the interpreted knowledge of
the first level relations:
L ''

''

''

L *L
A
L ' ' = ( L'1 ) 1 = L1' 1 2 ;
A1 A2
L

L

'' ''
'' '' %
''
L'' * L''
L%
+L
A''
A''
L ' ' = ( L'1 ) 1 * ( L'2 ) 2 = L1' 1 2 * L'2 1 2 = ( L1' * L'2 ) L1* L2 + L1 ;
A1 A3
...

' )
L ' ' = ( L%
3
A4 A3

L ''
A
3

* ( L'2 )

L ''
A
2

'' %
''
%

''
%

''

'' %
'' ''
' L2 * L1 * L' L1 + L2 = ( L
'
' L%
%
2 * L1 + L2 .
= L%
3
2
3 * L2 )

The knowledge about contexts A1' , A2' , A3' of the first level is derived as follows:

''

''

''

''

''
%

''

''

'' %
''
%

'' %
''
%

''

''

''

'' %
''
%

L ' = ( L'1 * L2' ) L1* L2 + L1 + ( L'1 * L'3 ) L1* L2 + L2 * L1 = ( L'1 * ( L'2 + L'3 )) L1 * L2 + L2 * L1 ;
A
1

'' ''
%

'' %
''
%

''

' )L1 * L2 + ( L' )L1 + L2 + ( L' )L2 * L1 = ( L
' + L' + L' )L1 * L2 + L2 * L1 ;
%
L ' = ( L%
1
2
3
1
2
3
A
2

%
%
' * L%
' ) L1 * L2 + L%
' * L' )L2 + L%
' *( L%
' + L' ))L1 * L2 + L%
1 +( L
%
2 * L1 = ( L%
2 * L1 .
L ' = ( L%
2
1
2
3
2
1
3
A
''

''

''

''

''

''

''

''

''

''

3

Now it is possible to derive the interpreted knowledge about the relation between A1 and A3 taking
all contexts and metacontexts into account as:
LA1 A3 = ( L1 )

L '
A

1

*( L2 )

L '
A

2

+ ( L3 )

L '
A

3

=

'' '' %'' %''
'* L
%' + L%' * L' )( L1 *L2 + L2 * L1 )
( L'1* L'2 + L'1* L3' + L%
2 1
2
3

= ( L1 * L2 + L3 )

.

How to interpret formulas of the Algebra? The application area in such a problem defines the way
of representing context and metacontexts. If the internal structure of a context is known, one can, for
example, use the formalism of “semantic balance” between internal structure of a context and its
external relationships [9]. Some examples of interpretation technique in the domain of temporal
relations are given in [1]. The contexts of a relationship in [12, 20] are rules that define conditions of
appearing and disappearing of relations. The knowledge about knowledge sources can also be
considered as a context for knowledge base refinement as in [14, 15]. Farquhar et al. [8] have used
contexts to integrate databases, and Halpern and Moses [10] have used contexts to reason about
knowledge and belief of multiple agents. In [13], the knowledge about the relationship of an expert
with his colleagues is used as a context to interpret knowledge acquired from this expert.
In a general case, the problem of interpretation can be solved in certain application area if the set L
for this area is semantically closed, i.e. result of any semantic operation with any operands always
exists and belongs to the set L, and also knowledge base is semantically complete, i.e. result of any
semantic operation with any operands is available. In such case, the result of interpretation is a single
knowledge element of the set L.
Deriving unknown knowledge that is interpreted when the result of interpretation and the context
of interpretation are known. This problem occurs when some knowledge has been interpreted in some
context and we have all knowledge about this context and knowledge that is the result of
interpretation. For example, let us suppose that your colleague, whose context you know well, has
described you a situation. You use knowledge about context of this person to interpret the “real”
situation. Example is more complicated if several persons describe you the same situation. In this
case, the context of the situation is the semantic sum over all personal contexts.
This second reasoning problem can be solved using the following equation:
L<x knowledge about context> = < interpreted knowledge > ;
Deriving unknown context of interpretation when the knowledge and its interpretation in this
context are known. This problem occurs when we have knowledge that has been interpreted in some
unknown context and we also know what is the result of interpretation. For example let us supposed
that someone sends you a message describing the situation that you know well. You compare your
own knowledge with the knowledge you received. Usually you can derive your opinion about the
sender of this letter. Knowledge about the source of the message, you derived, can be considered as
certain context in which real situation has been interpreted and sometimes it can help you to recognize
a source or at least his motivation to change the reality.
This third reasoning problem can be solved using the following equation:
< knowledge > Lx = < interpreted knowledge > .
The formal tools, that are necessary to handle these three reasoning problems, are presented in
chapters 3 and 4 of this paper. The final solution requires semantically complete knowledge of a
domain area.

6. Conclusion
In our previous papers, we have described metaobjects in a metanetwork as rules, determining
behavior of relations. In this paper, we propose interpretation of metaobjects as contexts. This
enables ordering of contexts into multilevel representation, that can be used during reasoning process.
We have presented a general framework for solving three types of problems: how to derive
interpretation of knowledge in a context; how to derive knowledge that was interpreted; how to derive
knowledge about context of interpretation.
Further research is needed to make tools for interpreting expressions of the Algebra in various
applications where it is reasonable to consider several levels of context. It is also planned to include
temporal component to the multilevel knowledge representation by considering dynamically changed
contexts. Another important problem is how to use context if incomplete and inconsistent knowledge
about it is acquired from several knowledge sources. It is also necessary to consider cases when
inconsistent and incomplete knowledge of multiple experts is interpreted using inconsistent and
incomplete knowledge about a context.
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Structured Contexts with Fibred Semantics
Dov M. Gabbay and Rolf T. Nossum

Department of Computing
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We concur with the view expressed in McCarthy and
Abstract
Fibred Semantics is used as a formal basis for
contextual reasoning with arbitrary structure
in the terms that describe context. Formal
semantics is given for the informal reading of
ist(  ) as " is true in the context described
by ".
Fibred models are rst illustrated in a logic
without explicit context names. Then, a
stronger context logic with explicit context
names is presented, and a class of bred models called rectied models is introduced. Formal
semantics for these logics is given, and some of
their properties stated.
A metatheory of bred models of context is developed through self bring of predicate logics.
This covers both propositional and quanticational logics.
Some previously proposed logics of context occur naturally in this framework. We exemplify
this by obtaining, as a special case, a close variant of Buvac's quanticational logic of context.
The logical treatment of contexts in AI was rst suggested by John McCarthy in his Turing Award lecture
McCarthy, 1987], as a means to overcome the apparent
lack of generality in AI systems. The notion was developed further in a series of papers, see McCarthy and
Buvac, 1994 Buvac et al., 1995 Buvac, 1996] for some
recent developments.
The notation ist(c ), with the reading that  is
true in the context c, was introduced in Guha, 1991],
where the application is to localized contexts in the CYC
knowledge base. We augment this notation by allowing
formulas to appear in the rst argument of ist(  ),
and give formal semantics corresponding to the informal reading of ist(  ) as " is true in the context described by ".
Special thanks to Hans-Jurgen Ohlbach for useful and
enjoyable discussions.

Buvac, 1994] that no unique conclusion is forthcoming
about what context is, but that various notions are likely
to be found useful. Structured contexts with bred semantics are presented here in that spirit.

1 A logic of implicit context
To demonstrate the idea of bring in a simple environment, and as a point of departure, we initially dene
a logic of contextual reasoning without explicit context
names.

1.1 Formula language
We start with a nonempty set A of propositional atoms,
and dene the set of context formulas as
W =A

W W W ist(W W)

:



^



Further propositional connectives can be dened as
abbreviations in the usual way. We denote members of
A by lower-case a, and formulas in W by      etc.

1.2 Fibred models for implicit context
logic
We need to dene a regime for interpreting members of
W as true or false. We do this though a set of models, each model corresponding to a particular state of
aairs concerning the truth or falsity of each atom, as
well as concerning how to interpret formulas in a context
described by another formula.
Thus, a model m needs to have two components,
m = val fib where val evaluates propositional atoms,
and fib determines the contextualized evaluation of a
formula.
The bring idea is, in this logic, to let fib map each of
the two truth values corresponding to the evaluation of
a context formula to another model, and to let further
interpretation take place there.
h

i

The set of models is dened1 by
M = (A 2) (2
M)
where we have abbreviated the set of truth values
true false as 2.
The truth value in the argument of the fib function
of a model m will be the result of interpreting a context
formula in m, cfr. the last of the semantical clauses
below.
We see that the fib mapping connects separate models
of M, hence the term bring. In later sections, this idea
will recur in other guises.
;!
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1.3 Semantics of implicit context logic

We now turn to dening the notion of truth in a model
m = val fib M, by inductively assigning truth values to m = for each formula W .
m = a i val(a)
m = i not m =
m =  i m = and m = 
m = ist(  ) i fib(m = ) = 
The propositional fragment is interpreted classically.
Therefore, all substitution instances of propositional tautologies are universally valid, i.e. true in all models
m M.
Formulas of the form ist(  ) are interpreted in a
model m via the fib component. fib points out two
alternative models for the interpretation of , depending
on whether is true or false in m. Thus, determines
the context of interpretation for .
h
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1.4 Properties of the logic of implicit
context

Some properties of this logic are listed here, in the form
of shemas of universally valid formulas, and rules of inference that preserve validity. Not all are independent.
Issues of completeness will be dealt with in section 3 on
the general framework.
(taut) All substitution instances of propositional tautologies.


(MP)


(RN)
ist(  )
(dist ) ist(  )
ist(  )
`

`

!

`

`

`

:

:

! :

strictly speaking we should have given an inductive denition here, where the basis is the set A ;! 2, and the step
is Mn+1 = (A ;! 2)  (2 ;! Mn ). We have chosen to take
this slight liberty with notation to simplify the presentation,
since it causes no problems in our systems.
1

(dist ) ist(   ) (ist(  ) ist(  ))
(dist ) ist(   ) (ist(  ) ist(  ))

(RM)
ist( ) ist( )
ist( )
(K)
ist( ) ist( )

(RE)
ist( ) ist( )

(REc)
ist(  ) ist( )
We see that universally valid formulas are true in all
contexts (RN), and that ist is rigid on the propositional
connectives. Equally intuitive and desirable are (RM)
and (K), which are included here for illustrative purposes. It will be noted that they follow from (RN),
(dist ), and (MP).
The fact that (RE) is a property of this system shows
that it lacks some avours of context that would have
been nice to have as special cases. For example, this
system does not support an epistemic notion of context. It may well happen that in the context of somebody's knowledge, it is true that the king of Sweden is a
monarch , but false that Carl Gustav is a monarch, although those two propositions are equivalent in reality.
The rule (REc) is tantamount to saying that equivalent propositions describe the same context, which is
reasonable.
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2 A logic of explicit context

In the language of previous section there is no way to denote a context directly, only through propositions that
describe contexts. We now enrich the language with
names for contexts, and give a model structure and semantics which result in similar properties of the logic.
We also introduce a restriction on the models which will
yield some further properties.

2.1 Language of explicit context logic

The formula language has the same set A of atoms as
before, and in addition we introduce a nonempty set C
of context names. The language is extended to
W = A W W W ist(C W) ist(W W)
:



^





2.2 Models of explicit context

A model is a member of the set
M = (C
(A
2)) (C
M)
(cfr. an earlier footnote about welldenedness).
As before, each model has two components, but now
the valuation takes a context and an atom into account.
;!

;!
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In this way we get a dierent interpretation of each atom
in each dierent context. The ber maps each context
to a new model. Since we now have a handle on the
contexts through their names, it is natural to interpret
a formula ist(c ) by bering from the context named
by c. Interpreting more complex formulae will be by
structural induction as usual.

2.3 Rectied models

In this section we motivate and dene a property on
models, restricting the brings.
Recall the intuition that a ber points out a model in
which to interpret the second argument of an ist(  )
formula, given the interpretation of its rst argument.
With this in mind, we dene the condition that the bred model corresponding to a context name in a model
should validate all atoms that are interpreted true in
that context. In this way, we require the bred model to
map a context name to a model which agrees with that
context on all the atoms. Intuitively, the ber maps a
context to a model which characterizes it. The condition
we use is, for a model m = val fib :
h

i

val(c a) i fib(c) = a
j

We call the models that observe this condition rectied.
It is similar to the dovetailing technique of Gabbay, ].

2.4 Semantics of rectied explicit context
logic

As before, the semantics is dened by induction on the
formula structure. The truth value of a formula in a
model m is denoted m = , and dened as follows:
m = a i val(c a) for all c C
m = i not m =
m =  i m = and m = 
m = ist(c ) i fib(c) =
m = ist(  ) i whenever fib(c) = , fib(c) = 
Note that in the last clause, can be an atom a A or
an ist(  ) formula, but not a context name c C.
That case is dealt with in the penultimate clause.
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2.5 Some properties of rectied explicit
context logic

All the properties listed previously for the logic of implicit context are also properties of the logic of explicit
context.
In addition, it is readily veried that the rectied models turn ist(  ) into a partial order on formulas:
(re)
ist(  )
(trans) ist(  ) ist( ) ist(  )
^

!

(antisym) ist(  ) ist( ) ( )
We point out that the bring component of the model
admits multilayered contexts. In other words, it does not
force atness, i.e. the property that ist(  ist( )) is
necessarily the same as ist( ). That was a property
of some other systems in the literature, cfr. for example
Buvac, 1996]. For example, this system distinguishes
between a proposition about car-racing in the twenties
(ist(twenties ist(car racing )), say) and the same
proposition made in the general context of car-racing.
The partial order tells us something about how such
nested contexts are to be interpreted. The interpretation
of inner contexts is constrained by what is true in outer
contexts, something we feel is very intuitive.
^

!
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3 Context systems through self bring
of predicate logics

We now proceed to give a more general treatment of the
ist(  ) predicate. This section will show how various formal systems of context can be naturally presented
as self bring of predicate logics. The term self bring
refers to bers that connect models of the same logic.
The systems we have treated above are self bred.
There is a strong similarity of context formalism with
that of Labelled Deductive Systems (LDS) Gabbay,
1996]2 . In fact, the machinery of LDS can provide the
formal logical framework for theories of context.
An algebraic LDS is a triple  = ( L R) where  is
a set of formulas and L is an algebra of labels. These give
rise to so-called declarative units, which are pairs  : F
consisting of a label and a formula. R is a deductive
discipline for deriving declarative units.
In McCarthy and Buvac, 1994] and elsewhere, asserting ist(  ) in context c is denoted by
c : ist(  )
which is readily identied with a declarative unit in an
LDS with labels as a part of the formula language.
The notion of bred semantics was introduced in 1991
to give semantics for LDS and from it the notions of
bring logics and self bring emerged, grew and developed into Gabbay, ]. It gives a fuller account of bred
semantics than is possible here.

3.1 The system B of context

We begin by dening a certain self bred predicate logic
which will naturally specialise to the system of Buvac,
1996].
Let L1 be a copy of predicate logic and let ist(x y) be
a binary predicate of L1 . Let L0 be the language of the
predicate logic with the parameterised unary predicate
yist(x y).
2
Gabbay's LDS position paper was presented in Logic Colloquium 90 Gabbay, 1993]. A rst draft of the LDS book was
available in 1989 Gabbay, 1994].

Consider the self bred language L0 L1]. This means
we can repeatedly substitute bred formulas for the y
coordinate of ist(x y).
Consider a bred model for this language. As is shown
in Gabbay, ], we can take as models for this language
structures of the form n = (S D a F h g), satisfying
certain conditions.
In such models,
S is the set of labels naming classical models.
D is the domain which we assume for the purpose of
this section to be constant (the same) for all labels
(classical models)
a S is the actual label
F is the bring function associating with each X
D and t S a set of labels F(X t) S
h is the interpretation associating for each t S and
each m-place predicate P a subset h(t P ) Dm
g is a rigid assigment giving for each variable or
constant x of the language an element g(x) D.
Satisfaction is dened as in Gabbay, ] with the clause
for ist(x ) being:
t ist(x ) i for all s F(Xtx  t), we have s ,
whereXtx = y t ist(x y) .
Let Mtx = F(Xtx  t). We have
t ist(X ) i s , for all s Mtx.
2

2

2

2

2
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Remark 3.1 (The system B0) Let B0 be the system
semantically dened above. B0 can be axiomatised as
shown in Gabbay, ].
This gives us a straightforward basic system of context. The system of Buvac, 1996], which we shall call
Bu , is obtained by further simplifying assumptions on
the semantics. This we discuss below.

We now examine what kind of simplifying assumptions
we can have on F and on h(t ist).
Option 1

We can assume that Mtx is independent of t. This can
be achieved by assuming that Xtx does not depend
on t and further that F does not depend on t. The
rst assumption means that ist is a rigid predicate, i.e.
there exists a relation R
D2 such that for all t
h(t ist) = R . The second assumption means that
F(X t) is rigid, i.e. does not depend on t. To appreciate the implications of this option, consider now the
evaluationof t ist(x1 ist(x2  )). Expanding the denition we get i ( s Mtx1 )( r Msx2 )(r ), which
we can write compactly as ( r Mt(x1 x2 ) )(r ), where
r Mt(x1 x2 ) i (denition) there exists an s such that
(s Mtx1 r Msx2 ).
Since we assumed that Mtx does not depend on t at
all, we get
ist

ist

8

2

8

8

2

2

^

2

2

t ist(x1 ist(x2  )) i for all r M(x1 x2 )  r .
Let us take a closer look at M(x1x2 ) in case M does
not depend on h. r M(x1 x2 ) i s(s Mx1 r Mx2 ).
Assuming that Mx1 is not empty we get M(x1 x2) = Mx2 .
This immediately entails that ist(x1 ist(x2 )) =
ist(x2 ), which is the atness property found in e.g.
Buvac, 1996].
2

2
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Option 2

We note the expression t ist(x ). x ranges over D
and t ranges over S. We can opt to make ist a two sorted
predicate and let x range over S. This assumption does
not imply any loss of generality since there is no other
`serious' substitution in the x-coordinate of ist and the
second coordinate of ist is not aected. Choosing this
option brings us closer to the system of Buvac, 1996].
We can simplify further by letting S = D, and we
need not have a two sorted system. This can also be
done without loss of generality. The two choices give the
same system in essence.
If we adopt the above two options, and further assume
no function symbols, what we get is the self bring of
predicate logic into a family of unary predicates istt (y)
indexed by the labels t S, whose models have the form
(S D a F h g) wher both F and h(t ists ) are rigid.
Using results from Gabbay, ], we immediately get axiomatisability and dedicability, summarised in the denition and theorem below.
2

Denition 3.2 (The context system Bu) Let L1 be
the monadic language with a family of unary predicates
istt , t C and L2 be the classical predicate language.
Let L1 L2] be the self bred language obtained by allowing repeated substitution from L2 into L1, as dened in
Gabbay, ].
Let B be the Hilbert system for this language with the
2

following axioms and rules.
1. All axioms and rules of free predicate logic with nondenoting constants T. These include
All substitution instances of truth functional
tautologies
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x( (x) (x)) x (x) x(x)
x (x) x( (x) (x)) x(x)
(x)
where x is not free in
(x)(x)
xy
yx
u( x (x) (u)).
2. Modal rules K
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ist(t i) ist(t )
xist(t (x)) ist(t x (x)).

`
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3. Axiom for the rigidity of F.

$

x ist(t1  x)
ist(t ist(t2 x))]
ist(t1  ) ist(t ist(t2 ))].
4. Axiom for the rigidity of ist
ist(t x) ist(s ist(t x))
ist(t x) ist(s ist(t x))
Remark 3.3 Here we are applying the ready-made ma8

$

!

$

!



!



chinery of Gabbay, ] to the particular case of the context
langauge.

Theorem 3.4 (Completeness theorem for Bu )
Bu is complete for the class of bred models with F and
ist rigid.

Proof. see Gabbay, ].
Theorem 3.5 The tight fragment of monadic Bu is decidable.

Proof. see Gabbay, ].



Note that by monadic Bu, we mean we have only
monadic predicates in the classical language and by tight
fragment we mean that we substitute in ist(x y) in the
y position only ws with at most y free. Otherwise we
get undecidability!

3.2 Comparison with the literature

We compare with Buvac, 1996]. Our models for Bu are
practically identical but for equality, but that can be
added without any problem. Other minor dierences:
we use letters t for models instead of A, we write t
for evaluation, as compared with t s : , where the
s is redundant as can be seen from Buvac, 1996] by
inspection.
The following axioms are given in Buvac, 1996]:
1. Classical predicate calculus axioms and rules
2. Propositional properties of contexts:
(K) k : ist(k 
)
(ist(k  )
ist(k  ))
() k : ist(k1  ist(k2 )) ist(k1  ist(k2 ))
(Flat) k : ist(k1  ist(k2 )) ist(k2 )
s : ist(t )
(Enter)
t:
t:
:
(Exit)
s : ist(t )
The last two rules correspond to saying
t : is the same as ist(t )
t : (s : ) equals s :
3. Quanticational properties of contexts:
(BF) k : x(ist(k  ) ist(k  x )
0
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0
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0
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(ist =) k : t1 = t2 ist(k  t1 = t2 )
Let us compare this axiom system with our own system of Denition 3.2. Group axioms (1) of our system
yields all the classical axioms. The K group of rules yield
context axioms (K), () and (BF). The axiom (Flat) is
obtained from our rigidity axioms. The rules (Enter) and
(Exit) are obviously conservative additional axioms, and
we can add them if desired. The reader should bear in
mind that we did not invent our axioms for Bu as a specic system. We have a general self bring mechanism
that is axiomatised and it specialises to certain axioms
for the case of Bu . It will specialise to other axioms
should the reader choose a dierent context logic.

0

8

!

0

4 Conclusion

Let us list what we believe self bring methodology can
oer to context theories.
1. We provide a wide framework for general self bring. This is useful since in AI logics and applications there is a lot of use of substitutions of formulas
inside formulas.
2. More specically for the McCarthy{Buvac systems
with the ist(x y) predicate, we can use the methodology to allow the use of expressions of the form
ist(  ), where the context is given by ws of possibly another logic and language. We can describe
contexts in a logic (not only name them) and reason
logically about context. We can even allow statements on the context which may involve considerations of what happens in them, i.e. what kinds of
ws  hold in them (i.e. ist(  ) holds).
3. Given two known logics, one for L1 ws and one for
L2 ws, we can let the L1 -language serve as context
for the L2 -language, by using the ist(  ) predicate. In this way, we have a way to express under what conditions known properties of the components systems (e.g. decision procedure, proof theory) transfer to the combined context system with
ist(  ).
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Abstract
This paper discusses the various ways in which the generation of an utterance requires modeling of the linguistic context
of the utterance. To illustrate the role of context modeling in monologue generation, the so-called Dial-Your-Disc (DYD)
system is presented, which supports browsing through a large database of musical information and generates a spoken
monologue once a musical composition has been selected. The paper devotes special attention to the differences between
the 'practical' models of context used in language generation system, on the one hand, and a number of 'theoretical'
models of context that have been proposed in theoretical linguistics and (declarative) artificial intelligence, on the other.

I. Introduction
Probably, the area of linguistics in which the modeling of contextual information has been studied in
most depth is that of language interpretation. For instance, it has long been recognized that deictic
words such as this and now depend for their interpretation on the context in which they are uttered.
Likewise, the interpretation of personal pronouns has long been known to be dependent on the
linguistic environment in which they appear. Moreover, it has become clear that very similar kinds of
dependence on linguistic context apply to many other phenomena including, among other things, the
contextually restricted interpretation of a full Noun Phrase, the determination of the 'comparison set'
relevant for the interpretation of a semantically vague predicate, the determination of so-called 'implicit
arguments' of words like local and contemporary and, most recently, the phenomenon of
presupposition projection. (For references to the literature, see [van Deemter and Odijk, to appear].)
Inspired by this growing body of empirical work, dependence on linguistic context has become the
cornerstone of the so-called dynamic theories of meaning (e.g. [Kamp and Reyle 1994]). These theories
characterize the meaning of a sentence as its potential to change one 'information state' into another, and
it is this dynamic perspective on which current natural-language interpreting systems are beginning to
be based. Thus, contextual interpretation, far from being viewed as an exception, has taken centerstage
in the theatre of language interpretation.
The importance of context for language interpretation raises the question in how far context
modeling is relevant for natural-language generation (NLG). In this paper. we will show that context
modeling is of decisive importance for NLG. What has been said at a given point in the discourse, and
the way in which it has been said, help to determine both what can be said afterwards and what is the
best way to say it. For example, it seems reasonable to require that each sentence in a discourse
contributes novel information. This implies that the sentence contains information that is not already
present in the preceding sentences. Furthermore - and this is where the relevance of context for speech
comes in - those parts of a sentence that are responsible for novel information are likely to be accented
in speech. Thus, both content and form of any utterance are affected by linguistic context.
The first five sections of this paper will explain informally what aspects of linguistic context need
to be modeled in order to allow generation of contextually adequate utterances, using the so-called DialYour-Disc (DYD) system as an example. (See [van Deemter et al. 1994] for a more detailed description
of the DYD program and [van Deemter and Odijk, to appear] for more detail on context modeling in
DYD.) Then, in section 6, follows a comparison between the computationally motivated Context
Model of the DYD system, on the one hand, and a number of context models that have come up in
formal semantics and artificial intelligence, on the other.

I. A sketch of the DYD system
The DYD system produces spoken monologues derived from information stored in a database about
W.A.Mozart's instrumental compositions. The purpose of the monologue generator is to generate from
these data a large variety of coherent texts, including all information required for a correct
pronunciation. A generator like this could be part of an electronic shopping system, where users can
express their interest in a certain area without being completely specific, and where the system
provides information and 'sales talk'. The way in which users can indicate their areas of interest will not
be discussed in this paper, which focuses on language and speech generation. A database representation
of a recording could be:
KV 309
DATE 10/1777 - 11/1777
SORT piano sonata

NUMBER 7
PERFORMER Mitsuko Uchida
PLACE London

VOLUME 17
CD 2
TRACK 4

Our current system could, after a client has shown interest in the composition described by the above
database object, come up with the following:
You are now going to listen to a fragment of piano sonata number seven, K. 309, played by
Mitsuko Uchida. It was composed for Rosine, the daughter of the court musician and composer
Christian Cannabich in Mannheim. The composition was written from October 1777 to
November 1777. The recording of K. 309 was made in London. It starts at track four of the
second CD of volume 17.

I. System architecture
An important system requirement is that a large variety of texts can be produced from the same
database structures. Presentations are generated on the basis of database information by making use of
syntactic sentence templates: structured sentences with variables, i.e., open slots for which expressions
can be substituted. These syntactically structured templates indicate how the information provided by
a (part of a) database object can be expressed in natural language. The required variety is achieved by
having many different templates for the same information and by having a flexible mechanism for
combining the generated sentences into texts. In addition, information is available that does not fit in the
uniform database format. This is called gossip, and is represented by object-specific templates
expressing this information. In the example text in section 2, the mention of Rosine is 'gossip'. The
remainder of the presentation has been generated by general templates. A template can be used, in
principle, if there is enough information in the database to fill its slots. However, there are extra
conditions to guard the well-formedness and effectiveness of presentations. For example, certain points
in the discourse are more appropriate for the expression of a certain bit of information. Thus, it is
important for the system to maintain a record showing which information has been expressed and when
it has been expressed. This record, which is called the Knowledge State, will be part of DYD's Context
Model. (For an overview of the different components of DYD's Context Model, see section 6.1.)
Many variations of the above presentation are possible. The system can, for instance, start with
mentioning the date of composition, or information could be added that contrasts this composition with
a previous one. Also, there are various ways to refer to the composition being discussed, for instance
by name (K. 309), with a definite noun phrase (the composition), or with a pronoun (it). The
appropriateness of a referring expression depends, among others, on the existence and kinds of
references to the referred object in previous sentences. This means that it is important to maintain a
record of which objects have been introduced in the text, and how and when they have been referred to.

This record will be called the Discourse Model, which is also a part of the Context Model. As was
mentioned above, templates in our system are structured sentences with slots. A simplified example is
given in figure 1.

Figure 1: Template for a sentence like "K. 32 was
written by Mozart in March 1772". Composition, composer, date are the variables of the
template. Was / were indicates that a choice must be made, depending on the subject. The labels
vp, v0 and pp stand for verb phrase, verb and prepositional phrase, resp. A sentence (ip) is headed
by an abstract inflection node (i0), which can contain auxiliary verbs and shows the normal
projections in accordance with X-bar Theory.
The slots composition, composer, date are to be filled with structured expressions that contain
database information. This is done with other, smaller, templates. The architecture of our system is
shown in figure 2.

Figure 2: System Architecture: Generation generates syntax trees on the basis of the database
and a collection of templates, and it maintains the Context Model. Prosody operates on syntax
trees and the Context Model to produce a sequence of annotated words. Speech takes the output
of Prosody and outputs an acoustic realization.
It displays three modules: Generation, Prosody and Speech. Module Generation generates syntax trees
on the basis of the database, a collection of templates, and it maintains the Context Model. Module
Prosody transforms a syntax tree into a sequence of annotated words, the annotations specifying
accents and pauses. Module Speech transforms a sequence of annotated words into a speech signal. In
this paper, it is not discussed in detail.

I. Text Generation
It will be discussed here how texts can be generated, concentrating on three aspects: (1) the generation
of a text; (2) how to achieve its coherency, and (3) how to achieve the required variation. We will
assume that information about K. 32 is stored as follows:
KV 32
TITLE Galimathias Musicum

A.

DATE 3/1766
SORT quodlibet

Sentence generation

As explained in the previous section, sentences are generated by means of syntactically structured
templates. A template indicates how the meaning of a database record can be verbalized. Since there are
various ways to verbalize the content of a record, and many ways to group information from different
records into one verbalization, this will lead to a large number of possible sentences for conveying the
database information. In the examples below we will use the template introduced in figure 1 (repeated in
(a)) and a new one (b). For expository convenience, we will represent only the terminals of templates.
Variable parts (e.g., <composition>) will be represented between angled brackets.

(1)

a <composition> was/were written by <composer>
<date>
b We will now present information about <composition>.

A sentence can be constructed from a template by filling the variable parts. Example sentences derived
from the two templates could be:
(2)

a We will now present information about 'Galimathias Musicum'.
b K. 32 was written by Mozart in March 1766

The fact that templates are structured objects makes it possible to formulate various conditions on the
form of variable parts. In this way, it is possible to avoid the generation of incorrect sentences such as:
(3)

a *We will now present information about he.
b *It were written by him when Mozart was only ten years old

In the first example the pronoun he is selected to express the composition, but that is wrong in two
respects. First, he is not an appropriate pronoun for compositions (but only for persons), and second,
in the sentence given its form should be him, not he. In the second sentence, the choice for the finite
verb were is incompatible with the singular subject it, and the co-occurrence of him and Mozart suggests
that these expressions refer to two different persons, though they actually refer to one and the same
person.
Since templates are structured objects, conditions guaranteeing the appropriate choice of pronouns
can refer to information contained in these structures (e.g., that he refers to persons and that he is
governed by the preposition about). Similarly, it can be read off the syntactic structure that the
pronoun it is the singular subject of the second sentence and that therefore the finite verb should be
was. The infelicitous choice of him and Mozart is prevented by a more complex condition on the proper
sentence-internal distribution of pronouns, proper names and other expressions. This condition is a
version of the so-called Binding Theory (see [Chomsky 1981, Chomsky 1986]), which is crucially
formulated in terms of configurations in syntactic structure.

I. Discourse coherence
Now we are able to use a large variety of sentences to convey the relevant information, but it is as yet
unclear which sentences should be used in a given situation. This problem is solved in two steps. First
of all, it has to be determined what is going to be said. This is determined during the dialogue, where the
user can indicate a preference for less or more elaborate monologues, that is, monologues that express a
smaller or a larger set of attributes and relations from the database. This preference is stored in the
Dialogue State, a part of the Context Model in which all those properties of the dialogue history are
recorded that are relevant for monologue generation.
Secondly, a selection has to be made from all templates in such a way that the text generated
conveys all and only the required information. A minimal requirement is that those templates are
selected which are able to convey the relevant information. An additional requirement is that, under
normal circumstances, the same information is presented not more than once. Furthermore, the form in
which this information is presented should vary to avoid stylistic infelicities. These requirements have
been incorporated in the text generator, which also has as its task to present the sentences in such a
way that the text shows a certain coherence. Information should be grouped into convenient clusters

and presented in a natural order. Clustering is achieved by means of the so-called Topic State. For each
paragraph of the monologue, the Topic State, which is another part of the Context Model, keeps track
of the topic of the paragraph, which is defined as a set of attributes from the (music) database. For
example, a paragraph may have 'place and date of performance' as its topic and then only those
templates can be used that are associated with the attributes 'date' and 'place'.
We will not deal here with the exact mechanisms of the text generator, but the idea is the following.
Each template 'attempts' to get a sentence generated from it into the text. Whether this succeeds
depends on the information conveyed by the sentence, which information has been conveyed earlier,
and whether the sentence can find a place in a natural grouping of sentences in paragraphs. The method
is characterized by the fact that only local conditions on the Context Model and the properties of the
current template (in particular: which information does it convey) determine whether a sentence is
appropriate at a certain point in the text. As a consequence, no global properties of the text are
considered and no explicit planning is involved. For a more detailed description of this approach we
refer to [Odijk 1995].
A too extensive use of the same proper name in a longer text can be avoided by using other
anaphoric devices, i.e., expressions which refer to other entities in the context. Natural language
provides one with several different anaphoric devices. Well-known examples are various pronouns,
such as he, it, his, they, himself, etc. Other examples are definite descriptions, i.e. noun phrases
introduced by the definite article the (e.g., the composition, the quodlibet), 'demonstrative descriptions',
i.e. noun phrases introduced by the determiners this, that, etc. (e.g., this quodlibet), various 'relational
descriptions' (e.g., his sister). Here again, there are strict rules which determine when the use of such a
device is appropriate. If no such rules are incorporated in the text generator, it is possible to generate
deviant texts such as:
(4)

a We will now present information about it. K. 32 was written by him when the composer was
only ten years old.
b We will now present information about the quodlibet. 'Galimathias Musicum' was written by
Mozart when he was only ten years old

In the first text, the pronouns it and him are used without a proper antecedent, and in both sentences
the definite descriptions the composer and the quodlibet are also used incorrectly. Thus, it is necessary
to formulate rules which guarantee the proper usage of such anaphoric devices.
For each type of expression conditions must be formulated which determine their proper use in a
text. Apart from pronouns and definite descriptions as discussed above, indefinite expressions and
various quantified expressions must be dealt with as well. Plural noun phrases and negation introduce
yet other complexities which must be dealt with adequately. In addition, there are various conditions
on the 'distance' between an antecedent and an anaphoric device. The determination of the exact
formulation of 'distance' is a complex issue (a definition in terms of the number of preceding sentences
is in general too simplistic), but such conditions must be incorporated to achieve the appropriate
coherence in a text (see [Grosz et al. 1986], [Dorrepaal 1990]).
As we have seen in section 3, an important part of the Context Model (see figure 2) is a Discourse
Model. Starting with an empty Discourse Model, each candidate sentence adds discourse referents and
relevant associated information to this model. For example, the Discourse Model may record that a
certain description (e.g., this composition) has occurred as the xth and x+1st word of the yth sentence of
paragraph number z of the uth monologue that has occurred during a given user-system interaction.
Rules for anaphora establish the antecedents for anaphora, and afterwards it is checked whether the
resulting Discourse Model is well-formed (e.g., by checking whether each pronoun has an antecedent,
whether definite descriptions have been used appropriately, etc.). If the Discourse Model is found to

be well-formed, the candidate sentence can be used as an actual sentence. If not, a different candidate
sentence is subjected to examination, etc. We will see that very similar rules, which are also based on
the information in the Discourse Model, are used to determine whch words in the sentence are to be
accented.

I. Prosody and speech
Generating acceptable speech requires syntactic and semantic information that is hard to extract from
unannotated text. In the present setting, however, speech generation is helped by the availability of
syntactic and semantic information. When the generation module outputs a sentence, the generated
structure contains all the syntactic information that was present in the template from which it results.
Moreover, the Discourse Model, as we have seen, contains semantic information about the sentence. In
what follows, we will show how both kinds of information are used to solve one of most important
problems in the generation of intonationally adequate speech, namely the proper location of pitch
accents. The ('prosodic') question of accent location is discussed in section 6.1, while the ('phonetic')
question of how accents are realized is discussed in section 6.2.

A.

Prosody

What words in a text are to be accented? At least since Halliday's [Halliday 1967], students of
Germanic languages have known that one factor that must be taken into account to answer this question
is information status: in these languages, 'new' information must be stressed. This idea has later been
corroborated by experimental research (e.g. [Terken and Nooteboom 1987]). Existing speech synthesis
systems (e.g., Bell Labs' Newspeak program) have capitalized on this insight, by de-stressing all
content words that had occurred in the recent past. Yet, these systems are generally judged as still
stressing too many words [Hirschberg 1990]. Following [van Deemter 1994], we have made an attempt
to improve upon current approaches to accent placement by combining syntactic and semantic
information. In particular, we have redefined the contextual notions of givenness and newness in such a
way that these notions are properties not of individual words, but of entire phrases. These definitions
are then combined with a version of Focus-Accent theory to determine the exact word at which the
accent must land. We will first discuss the semantic part of the problem, which may be rephrased as the
question of which slot fillers are 'in focus', and then the syntactic part of the problem, which deals with
the question of what word in a focussed phrase must be accented.
Givenness and newness redefined. In most approaches, a word is considered given if it is either
identical to a word that has already occurred, or a slight morphological variation of such a word.
However, inspection of the relevant facts suggests strongly that words of very different forms may
cause a word to have 'given' status. For example, the word wrote can not only become 'given' due to an
occurrence of wrote, write, etc., but also due to an occurrence of the word compose. In addition,
givenness is not restricted to individual words. For example, an occurrence of K.32 or of this
composition may become 'given', and hence de-stressed (de-accented) due to an earlier reference to K.
32, as when 5a is followed by 5b.
(5)

a You have selected K.32
b You will now hear K.32 / this composition

Thus, semantic theories are natural suppliers of proper definitions of newness and givenness.
Moreover, de-stressing and pronominalization occur in roughly the same environments, namely those in
which an expression contains 'given' information. This suggests that both may be viewed as reduction
phenomena caused by semantic redundancy. For these and similar reasons it has recently been

proposed that theories of anaphora should be used in accent prediction algorithms. The Discourse
Model presents itself as a natural candidate to implement this idea, since it contains all the relevant
information. In particular, it says, for each referentially used Noun Phrase, whether and where in the
discourse the object that it refers to was described earlier. If such an 'antecedent' for an expression is
found earlier in the same paragraph, the expression is considered 'given' information (i.e., it is not 'in
focus'). If not, it is considered 'new' (i.e., it is 'in focus').
A version of Focus-Accent theory Focus-Accent theory was first conceived by Ladd and others
[Ladd 1980], and later refined by various authors. Our own implementation of Focus-Accent theory
adds semantic considerations to Dirksen's syntactic implementation. Interested readers are referred to
[Dirksen 1992] and [van Deemter 1994] for specifics. The basic insight of Focus-Accent is the idea that
the syntactic structure of a sentence co-determines its 'metrical' structure. Metrical structure is most
conveniently represented by binary trees, in which one daughter of each node is marked as strong and
the other as weak. Metrical structure determines which leaves of the tree are most suitable to carry an
accent on syntactic grounds. Roughly, these are the leaves that can be reached through a path that starts
from an expression that is 'in focus', and that does not contain weak nodes. More exactly, if a given
major phrase is 'in focus', it is also marked as accented, and so is each strong node that is the daughter of
a node that is marked as accented. Accent is realized on those leaves that are marked as accented.
However, there may be several obstacles that prevent this from happening. Leaves may end up
unaccented in several circumstances. For example,
(a) A major phrase is marked —A if it is not in focus.
(b)
A leaf x is marked —A if there is a recent occurrence of an expression y which is semantically
subsumed by x.
(c) A leaf is marked —A if it is lexically marked as unfit to carry an accent that is due to informational
status. (Examples: the, a, some prepositions.)
Only the first of these cases will be discussed below. The result of an —A marking is that the so-called
Default Accent rule is triggered, which transforms one metrical tree into another:
Default Accent rule: If a strong node n1 is marked —A, while its weak sister n2 is not, then the
strong/weak labeling of the sisters is reversed: n1 is now marked weak, and n2 is marked strong.
Figure 3: Example of a metrical tree
Consider the little piece of discourse in example (5). In English, it is usually, but not always, the right
daughter of a mother node that is strong. Thus, the metrical tree looks as in figure 3. Assume that the
Verb Phrase is 'in focus' and therefore labeled as accented. If semantic factors would not intervene, K.
32 would carry an accent. But since K. 32 is also referred to in the previous sentence of the discourse,
K. 32 represents 'given' information (i.e., it is not in focus), and is marked -A. As a result, the Default
Accent rule swaps the strong/weak (S/W) labeling between hear and K. 32 before the accented labels are
assigned. Consequently, the sentence accent trickles down along a path of strong nodes and ends up on
hear.

A.

Speech

The Prosody module of the system determines for every word in the monologue whether or not it
occurs accented (notation: '+' or no marking), and it determines for every word boundary whether it is
accompanied by a major prosodic boundary, a minor prosodic boundary, or by no boundary at all

(notation: 'p2' or 'p1' or no marking). For example, the prosodic module may output an enriched
sentence such as the following:
(1) This sonata for +violin and +piano p1 was written in +Salzburg p2 in +1735
This prosodically enriched sentence is then passed on to the speech module, whose job it is to
'realize' this abstract structure in sound. Ideally, the speech module consists of two independent parts,
one of which takes care of segmental information and the other realizes accenting and phrasing. For
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present purposes, let us assume that all the segmental information is in place and focus on the
suprasegmental information, and especially on accenting. Accents are realized in accordance with the
IPO model of Dutch intonation [‘t Hart et al. 1990]. This model has been applied to English [Willems
et al. 1988], and this work was used to extract rules for synthesis, which are applied in roughly the
following way.
First, the prosodically enriched sentence is transformed into a structure in which the abstract
information concerning accenting is 'interpreted' in terms of Rises and Falls. For instance, a sequence of
accents is typically represented by a series of so-called 'pointed hats', followed by one 'flat hat', where
the 'flat hat' represents the last two accents in the sequence. A 'pointed hat' designates an abrupt Rise in
F 0 pitch, immediately followed by an abrupt Fall, whereas a 'flat hat' has an intermediate phase in
which pitch remains equal.
Later modules transform this representation into one that is even closer to the physical level, by
taking into account that accents are superimposed on a background of pitch declination. Finally, a
particular 'speaker' has to be chosen, with its own characteristic pitch range, timbre, etc. It is only at
this stage that all the properties of the speech sound have been determined and that the generation of
the monologue is finished.

I. Context modeling
A.

Context modeling in DYD

The preceding sections have provided a highly informal overview of the way in which spoken
monologues are generated in the DYD system and of the various aspects of linguistic context that play
a role in the generation process. An overview of the different parts of DYD's Context Model, including
some that have not been mentioned so far, may be helpful. DYD has used a Context Model that has
four submodels: the Knowledge State, the Topic State, the Context State, and the Dialogue State. The
Knowledge State keeps track of what information has been conveyed, and when. The Topic State keeps
track of which topics have already been dealt with. The Context State (one part of the Context Model)
keeps track of (i) the objects introduced in the text and their location, and (ii) the linguistic means used
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in the preceding text. Finally, the Dialogue State keeps track of which recordings were selected before,
what the current recording is, and what kind of monologue should be generated (i.e., less or more
elaborate). For ease of reference we have put these submodels in table Table 1. The table makes an
effort to cluster elements of the Context Model that belong together, but a certain arbitrariness is
unavoidable.
Submodel
1

Contains

For the future, a segmental module is envisaged that makes use of diphones, i.e., recorded transitions between
phonemes. The current system, however, makes use of the DECTALK system, which is based on synthesized formants.
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The latter includes, for example, a record of the set of concepts used in the current + previous sentence, which is
needed for the deaccenting algorithm of section 5.1.

Knowledge State

What info has been presented where, and
how explicitly
Administration of current and previous
topics
Discourse Model, templates/words used,
recently used concepts, etc.
Recording (part) selected; history of
previous selections; required degree of
elaborateness

Topic State
Context State
Dialogue State

Table 1 Parts of the Context Model and the information they contain

A.

Context Modeling in AI

A linguistic context, viewed as the situation that obtains at a given point in a discourse (e.g., a
monologue), is a context like any other. Consequently, one might use the McCarthy/Guha/BuvaF ('Ist')
formalism to express truths about linguistic contexts (e.g. [McCarthy 1993]). Generally speaking, the
notation Ist(c, ) can be read as saying that is true with respect to c. Now let c be the context that
obtains after the sentence Mozart composed K.280 has been generated. Since, in the Ist-formalism,
contexts are first-class citizens, we can now say various things about c, and then use the Ist-formalism
to say that a second sentence (for instance, It is a sonata) is expressed in c. The notation DE(c) stands
for the set of 'discourse entities' (i.e., Reference Markers, in the terminology of DRT) associated with c:
Text(c) = Mozart composed K.280,
Speaker(c) = DYD,
DE (c) = {W.A.Mozart, K.280 },
Ist(c, It is a sonata), etc.

3

The 'DE' predicate plays the role of (a small part of) DYD's so-called Discourse Model, noting which
objects in the database have been referred to in the monologue. This information can be exploited when
the second utterance, It is a sonata, is interpreted 'in the context of’ c. This example suggests that
important parts, and perhaps even all, of DYD's Context Model may be mirrored in the Ist-formalism.
The 'lifting rules' inherent in this formalism could then be used to express truths of the following kind:
If c' is a continuation of c then DE (c)

DE(c')

and the like. But it is questionable whether anything would be gained by such a rewriting exercise. It
may be true that linguistics contexts are contexts 'like any other', but they do have certain peculiarities.
In particular, they change during processing: discourse entities are added, objects and expressions move
into and out of focus as more and more sentences are generated or interpreted. Although it is not
strictly impossible to represent context-change in an extension of the Ist-formalism (see the treatment
of question-answering contexts in [BuvaF 1996] for an example), this requires drastic extensions which
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tend to spoil the transparency of the original formalism. A more obvious move is to employ a
formalism that is specifically designed to reflect these peculiarities. Examples of such formalisms are
3

This might also be written as Ist(c0, Mozart composed K.280), where c0 is the context that obtains at the beginning of
the monologue.
4
Ultimately, one might envisage an extension of the Ist-formalism in which DRSs are contexts, and where DRTs
context-change mechanism is exactly mirrored in the Ist-formalism.

Grosz and Sidners's attentional/intentional structure [Grosz and Sidner 1986] and Kamp's Discourse
Representation Theory (DRT) [Kamp and Reyle 1994]. So this raises the question of whether we
might have used one of these formalisms as a backbone for DYD's Context Model. This question will
be answered in the negative in the next section, which focuses on DRT.

A.

Context Modeling in DRT

It might be thought that Discourse Representation Theory (DRT) could have provided us with the kind
of context models we need. It is true that DRT's so-called Discourse Representation Structures (DRSs)
were specifically designed to represent the contextual information that is relevant for the interpretation
or generation of anaphoric (e.g., pronominal) material in a discourse [Kamp and Reyle 1994]. In the
setting of DYD, DRT could take the form of a context model containing a series of sub-DRSs, the first
of which contains information extracted from the dialogue that has led up to the selection of the first
composition plus the monologue following it, and so on. Thus, the context model that has been built up
at the start of the n+1-st monologue could be represented as follows:
CONTEXT MODEL
DRS_OF_DIALOGUE1
DRS_OF_MONOLOGUE1

.....

DRS_OF_DIALOGUEn
DRS_OF_MONOLOGUEn

DRS_OF_DIALOGUEn+1

where DRS-OF-DIALOGUEi (DRS-OF-MONOLOGUEi) contains contextual information extracted
from the ith dialogue (monologue). However, setting up structures of this kind would have required a
tremendous amount of work since generation requires all kinds of information that are neither routinely
represented in existing versions of DRT, nor trivial to calculate on the basis of them. For example,
DRSs do not normally contain a representation of their subject matter (their 'topic') and it would not be
a trivial matter to deduce this information from the truth conditions of the DRS. (This point is argued in
[Demolombe and Jones 1995].) The same is true for the degree of explicitness with which information
in a DRS is presented. Furthermore, standard versions of DRT do not contain information about the
exact place of occurrence of expressions (as does DYDs discourse structure), nor do they contain
information about paragraph structure. Of course, information of all these kinds might be added. The
result would be a new, extended version of DRT, which would complicate drastically the formal basis
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of this theory. Moreover, conventional DRSs (e.g., [Kamp and Reyle 1994]) contain plenty of
semantic information that is not immediately relevant for current (i.e., generative) purposes. In other
words, DRSs contain both less and more than what is needed for language generation.
For these reasons, we have designed DYDs Context Model, which might be viewed a new and
modest, computationally feasible version of DRT. We are aware that this context model is not nearly as
elegant as some of the context models that were discussed in the present section. A certain formal
inelegance is hardly a specific property of the DYD system, however, as a brief comparison with other
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systems (see e.g. [Guenther et al. 1995]) will soon make clear. Thus, the main point of this paper may
be put succinctly by saying that it is difficult to see how the requirements of generation can be
reconciled with formal elegance.
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Abstract
During the last decade, increased activity around the semantics-pragmatics boundary
has re-emphasised the need to address the role of context in the interpretation process of
human language. This trend has been driven mainly by attempts to develop formal
approaches to deal with typically pragmatic phenomena. In particular for presupposition,
the pragmatic phenomenon par excellence, several accounts (e.g., Stalnaker, 1974;
Karttunen , 1974; Gazdar, 1979; Heim, 1983; Van der Sandt, 1988, 1992; Beaver, 1993)
have given firm evidence of the impact of context.
Invariably, traditional contextual models run into severe problems by the
consequences of Possible World based notions of propositionhood, which prevents the
formulation of partial, revisable information states.
Starting from a notion of proposition developed in Property Theory (Turner, 1987),
we develop a formal model of contexts as partial beliefs entertained by agents, who do
not necessarily hold compatible views. We show how this model can be exploited in the
treatment of the projection problem for conditionals. We demonstrate that a model along
these lines does not suffer from the usual disadvantages.

1. Introduction.
Semantic, context-independent theories of presuppositions are defeated by the two distinctive
properties of presuppositional behaviour: defeasibility, and the projection problem. Presuppositions
are often defeated in contexts where contrary beliefs are held without any sense of semantic or
pragmatic anomaly. The Projection Problem poses special problems because not all the
presuppositions of the component parts of a complex sentence are inherited.
On the other hand, several pragmatic accounts of presupposition have been developed (e.g.,
Stalnaker, 1974; Karttunen, 1973, 1974; Karttunen and Peters, 1979; Gazdar, 1979; Soames, 1982;
Heim, 1983; van der Sandt; 1988,1992; and Beaver, 1993). Though they take contextual factors into
account, most of these theories run into problems as they require that presuppositions be entailed by
the context, or that the presupposition be known to all participants prior to the utterance to avoid
infelicity, and as they represent propositions, and contexts, as sets of Possible Worlds.
Our account avoids these problems. Like Gazdar (1979), we attempt to explain presupposition
behaviour in context in function of consistency. On the other hand, we derive contexts from partial
beliefs of agents who do not necessarily hold compatible views. We cast context as a consistent
subset of agents' beliefs, namely, those propositions that are relevant to the situation. To achieve this,
we use a two-valued notion of proposition taken from Property Theory (Turner, 1987), whilst the
behaviour of the partial belief states is governed by Obeid's K-T three-valued logic (Obeid,
1990,1996)).
Our emphasis is not only on the behaviour of presuppositions in context, but also on the impact of
agents' beliefs on all aspects of presupposition behaviour. In particular, we contend that only the
beliefs of the agent can trigger the defeat, accommodation or failure of presuppositions.
Accommodation occurs when the utterance contains new information, satisfaction when it contains
old information, and failure/defeasibility when it contains information that is inconsistent with the
1
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agent's belief state. To deal with complex sentences, we give a recursive definition which solves the
projection problem.

2. Context Dependency _ Properties of Presuppositions.
2.1 Defeasibility
Presuppositions can be defeated in circumstances where contrary assumptions are made, or by virtue
of beliefs contrary with what is expressed by an utterance.
Consider, for example, the sentence below
(1) The King of France is not bald.
Its presupposition, There is a King of France, is defeasible, and can lead to a reading where The King
of France is not bald because there is no King of France.
Note that the possibility of defeating the presuppositions under these circumstances seems to depend
on whether or not the presuppositional sentence is negated. In a positive sentence the presuppositions
cannot be defeated since the resulting sentences are contradictory. Witness the distinction between the
following sentences:
(2) *The King of France is bald though there is no King of France.2
(3) The King of France is not bald: you must have been mistaken _ There is no King of France.

2.2 Projection Problem
It was originally antecipated by Langendoen and Savin (1971) that the presuppositions of a sentence
should be compositional, in the sense that the presuppositions of all constituents of a complex
sentence will be projected as presuppositions of the complex sentence. This is not the case, and the
particular behaviour of presuppositions in complex sentences turns out to be a really distinctive
characteristic of presuppositions.
For example, consider the sentences below.
(3) The King of France is (not) bald.
(4) There is a King of France.
(5) If there is a King of France, then the King of France is (not) bald.
(6) If John is right, then the King of France is (not) bald.
(4) is presupposed by (3) and (6) but not by (5). In this case the presupposition of the consequent
follows from the antecedent.
Now, consider the following sentence.
(7) If John came to the party, then the hostess must have been glad that there was a policeman
present.
Consider the following contextual assumption.
John is a policeman.
In this context the presupposition of (7), namely, There was a policeman present is not projected as a
presuppostion of (7) by virtue of the assumption held in the context of utterance.
As such, presuppositions raise questions not just about individual sentences and their truth or falsity
but also about the uses of sentences in context.

3. Partiality, Context and Agents' Beliefs
2

Following the convention I will write unacceptable sentences with a preceding asterisk

3.1 Property Theory x Possible Worlds
The notion of possible worlds serves semantic representation languages in order to account for
intensionality. In such approaches, a proposition is a set of possible worlds - a function from possible
worlds to truth values - which associates with each relevant world or circumstance a truth value: true
with the worlds in which the proposition is true, false with the worlds in which the proposition is
false. However, this notion of proposition is insufficiently intensional because propositions which are
truth-functionally equivalent become indistinguishable because they denote the same sets of possible
worlds. There are, for example, situations that even when an agent may know a certain proposition p,
and there may be some proposition q, denoting the same set of possible worlds we may not want to
conclude that the agent knows q. Under these circumstances, the possible worlds account of
knowledge and belief forces us to conclude that if the agent knows p (s)he has to know q.
Property Theory (Turner, 1987) provides a radical alternative to Possible Worlds, in modelling
propositionhood and allows a more fine-grained notion of proposition. Propositions, properties and
relations are basic, and are independent of truth conditions or sets. Two properties are distinct if they
have different names, and propositions are prevented from being equal just because they have the
same truth conditions.
Conceptually, Turner's Property Theory can be split into two components, or levels. The first is a
language of terms, which consists of the untyped -calculus, embellished with logical constants. A
restricted class of these terms will correspond to propositions. When combined appropriatelly using
the logical constants, other propositions result. Some of the propositions will, further, be true
propositions. When combining propositions with the logical constants, the truth of the resultant
proposition will depend upon the truth of the constituent propositions. There may be terms that form
propositions when applied to another term. These terms are the properties. The act of predication is
modelled by -application. The propositionhood and truth of terms is formalised in a meta language
of well formed formulae (wff). This is a first order logic with just two primitive predicates: P for "is a
proposition", and T, for "is a true proposition". Axioms concerning T are restricted so that only terms
that are propositions are considered. This is a highly intensional theory as the notion of equality is that
of the -calculus, which is weaker than the notion of logical equivalence: propositions are not to be
equated just because they are always true together. Similarly, properties are not to be equated just
because they happen to hold of the same terms (Fox, C.)
The theory has obvious advantages for semantic modelling contributed by its fine-grained
intensionality. For instance, Chierchia (1984), Ramsay (1990, 1992, 1994). However, when dealing
with pragmatic, or context-dependent phenomena, Property Theory has further advantages in that it
avoids the problems of "omniscience" arising from possible world based models. More specifically,
when using a possible world notion of proposition, the "meaning" of a sentence can only be
determined by examing its extension - which is a set of possible worlds. The intension is derived
subsequently. A proposition corresponding to "John walks" is a partition on the set of possible
worlds. The extent of this partition can only be explored if an agent knows, for each possible world,
whether it belongs to the set where the proposition is true, or to the set where it is false.
Consequently, it is impossible for an agent to entertain a proposition unless (s)he is omniscient. This
in turn causes severe difficulties when attempting to model partial information states. Property Theory
on the other hand, offers a notion of propositionhood where a proposition is a basic, model-theorectic
object. It's truth conditions are derived secundarily, by a Truth predicate. The requirement for
omniscience does not apply and, consequently, it is possible to model partial information states as
collections of propositions. (De Roeck et al., 1991).

3.2 The Model
When people communicate, they must know different things, or there would be no point in
communicating. This suggests that any intuitively appealing of communication must allow for
partiality in what agents know. Agents retain inferential capabilities, so we assume their beliefs are
consistent, and the model represents agents as partial, consistent sets of propositions. This constrains
the agent's reasoning capacity, which must now deal with partial information. Agents' beliefs may

now be subject to revision. An agent can only interpret an utterance with respect to what (s)he
knows. Consequently, we cast contexts as a consistent subset of an agent's beliefs, namely those
propositions which bear on the interpretation of the utterance on hand. Interpretation relies on
maintaining consistency in the context whilst adding the utterance's information. Failure to complete
the proof will point to those propositions which induce failure. Note that a context is entirely local to
an agent, and that agents may hold incompatible and inaccurate beliefs.
This model, and an accompanying implementation, was first developed to deal with modal and
hypothetical questions (De Roeck et al., 1991). It builds on the definition of proposition taken from
Property Theory (Turner, 1987), a weak first order theory with fine grained intensionality, which
allows a classical two-valued notion of proposition whilst maintaining partial information states
governed by Obeid's K-T three-valued logic (Obeid, 1990,1996).
K-T is a propositional, non-monotonic logic which employs Kleene's strong three-valued
connectives, and which is extended with two modal operators (the language can be propositional as
the knowledge base is sorted and closed). The semantics of the logic are expressed in terms of states
of partial information wich allow an agent to be uncertain about the truth or falsity of his knowledge,
and where possible, to make assumptions on the basis of what is not known to be false. Complete
information is hard to obtain, even in the most manageable situations: in most cases, a reasoner does
not know everything that is pertinent to the investigation at hand. There are propositions whose truth
status cannot be decided. Traditionally, the issue of revision and partiality is addressed at the level of
the proposition, where (non-monotonic) formalisms resort to adding intermediary truth values
between truth and falsity. This, in fact, is one of the basic and most important features which
distinguishes three-valued logics from the classical ones. Apart from the fact that this is intuitively
unappealing (in the sense that propositions seem to be things that are true or false - but which one
needs not know whether they are true or false), this traditional approach has a further disadvantage in
that it causes logical difficulties. In particular A A is not an axiom of such logics.
The model we propose - that of deploing partial collections of classical two-valued propositions in
belief states governed by a three-valued logic has none of these disadvantages.
We use the framework to model the effects of context on presupposition behaviour in the
interpretation process.

4. Pragmatic Presupposition for Simple Sentences
How do presuppositions arise? The model we are presenting assumes there are candidate
presuppositions, called elementary presuppositions, which are tied to particular words or syntactic
constructs occurring in the sentence (van der Sandt(1988)). Whether a particular elementary
presupposition survives as a presupposition of the sentence depends on a number of conditions. The
model is embodied in a series of recursive definitions (Definition 1 to 6). Here, we start out
exploring the base case for simple sentences. In the following section, we introduce the recursive
rules for the presuppositions of complex sentences. In this paper we illustrate the projection problem
for conditionals only. For a treatment of conjunction and disjunction, see Manara & De Roeck
(1996b).
Definition 1 _ Elementary Presuppositions (
-presuppose )
A sentence S with propositional content
-presupposes iff (i) S contains lexical items or syntactic
constructs (called presuppositions triggers) that trigger and (ii) { } { } is consistent.
Elementary presuppositions are candidate presuppositions which may or may not survive as
presuppositions of the utterance. They propositions which can be derived entirely on the basis of
syntactic information in the sentence, without any reference to context. Candidate presuppositions
must, furthermore, be consistent with the propositional content of the sentence from which they
derive. For example, Charles has borrowed Philip's tie has as elementary presuppositions the
following propositions: Charles exists, Philip exists, Philip's tie exists. In contrast, The King of
France does not exist has as an elementary proposition France exists, but not There is a King of
France.

The following three definitions expand on the relationship a candidate presupposition may entertain
with a context - i.e. a consistent subset of an agent's belief cast as a collection of propositions. We
distinguish three cases: accommodation, satisfaction and failure. Elementary presuppositions which
do not meet the criteria laid out here will not survive as they are undefined.
Definition 2 _ Accommodation ( -presuppose)
An utterance U(S,C, )3 -presupposes in a context C iff (i) S -presupposes ; (ii) C
consistent and, (iii) C ÿ .

{ } is

We define accommodation as the situation where an elementary presupposition contributes new
information to the agent's belief state. Note that in the logic K-T, this will happen in all cases where
the agent holds no prior beliefs which explicitly confirm or contradict the elementary presupposition
in question. For example, if an agent has no knowledge about Andrews' family circumstances, then
the elementary presupposition Andrew's sister exists will be accommodated for the sentence
Andrews’ sister has bought a car.
Definition 3 _ Presupposition Satisfaction ( -presuppose)
A presupposition of an utterance U(S,C, ) is satisfied by the context of utterance C iff
(i) S -presupposes and (ii) C = .
Satisfaction occurs when an agent already holds beliefs which confirm the information contained in an
elementary presupposition. For instance, if an agent is fully aware of the British political system, the
presupposition The Queen of England exists will be satisfied for the sentence Sarah loves the Queen
of England.
Definition 4 _ Presupposition Failure
U(S,C, ) fails iff (i) S -presupposes and (ii) C =

.

Presupposition failure is the result of an elementary presupposition contradicting beliefs the agent
already holds.
Because we are working with partial belief states containing propositions which are not grounded
possible worlds, contradiction in a context is not irrecoverable. Indeed, it is possible to identify
exactly which propositions give rise to the contradiction and devise a strategy for restoring
consistency.
Elementary presuppositions deriving from negative sentences are defeasible. This is exactly the effect
Russel tried to achieve by introducing scope ambiguity in negation.
Definition 5 _ Defeasibility
if _ -presupposes then defeasible ( ), where _ is a negative sentence.
If the elementary presupposition causing the contradiction is defeasible, consistency in the context can
be restored by defeating it.
If on the other hand, it is not defeasible, the agent can restore consistency by either rejecting the
utterance, or revising previously held beliefs. The decision as to which course of action to take rests
with the agent and is beyond the scope of this work.
We equate pragmatic presupposition with accommodation.
Pragmatic Presupposition ( -presuppose)
U(S,C, ) -presupposes iff U(S,C, ) -presupposes .
3

U(S,C, ) is the utterance of sentence S with propositional content

in context C.

Examples:
1. S = The King of France is bald, S -presupposes (a.o.) = There is a King of France. (i) If in C
nothing is known about the government system of France, will be accommodated. (ii) If in C it is
known that France has a king, then will be satisfied. (iii) If in C it is known that France has no
king, then will fail. Note however that is not defeasible, and stalemate is reached.
2. S = The king of France is not bald. S -presupposes (a.o.) = There is a King of France. If in C it
is known that France has no king, fails. Note however that is defeasible (S is negative) and the
agent may defeat (leading to a reading the King of France is not bald, because there is no King of
France).

5. Complex Presuppositional Effects
Langendoen and Savin (1971) contended that presuppositions of a complex sentence should be
derivable compositionally. Yet, in particular, conditionals have given rise to formulations of the
projection problem where presuppositions of lower clauses are sometimes not inherited by the role of
the complex sentence. Conditionals are the typical example where contextual effects interfere with
presuppositional behaviour, and we will focus on them for this reason. Similar effects, however, are
visible in conjunctions and disjunctions and we have developed accounts for those, which can be
found in Manara and De Roeck (1996). For conditionals, the advantages of our model of context are
immediately visible. Truth conditional, entailment based accounts - such as (Karttunen, 1974; and
Heim, 1983) - tend to experience problems as the requirement that presuppositions are entailed by the
context of utterance leads to incorrect predictions4. Most of these problems can be traced to the
commitment such theories have to the notion of truth (built in possible world foundations) rather than
the simple requirement of consistency. Instead, our model of context, allows us to exploit the power
of consistency in partial information states, regardless of the truth or falsity of the proposition
involved.
Starting from the basic formulations given above, we propose a treatment which predicts correctly
which presuppositions survive in conditionals.
Definition 6
Cond 1
An utterance U(if S1 then S2, C,
), where S1 -presupposes i and S2 -presupposes 1...n, presupposes ( -presupposes, fails) i iff (i) { } { 1 ,..., n } { i} is consistent or
i is
defeasible, and (ii) U(S1,C, ) -presupposes ( -presupposes, fails) i .
Cond 2
An utterance U(if S1 then S2, C,
), where S1 -presupposes 1...n, and S2 -presupposes i, presupposes ( -presupposes, fails) i iff (i) { } { 1 ,..., n } { i} is consistent or i is
defeasible, and (ii) U(S2,C’, ) -presupposes ( -presupposes, fails) i , where C’ = C { }
{ 1 ,..., n }. 5
Examples:
3. S = If there is a King of France, then the Queen of France is bald. S1 -presupposes 1 = France
exists. S2 -presupposes 1 = France exists, 2 = There is a Queen of France. If C contains France
) exists, then U(S, C,
) -presupposes 1 and 1, and -presupposes 2. U(S,C,
presupposes 2.
4

For instance, for Heim (1983) the sentence If John makes coffee, his wife will be happy presupposes If John makes
coffee, he has a wife.
5
C' = C { } is the consistent update of C with by revising C.

4. S = If the King of France has a son, then the King of France's son is bald. S1 -presupposes 1 =
France exists, 2 = There is a King of France. S2 -presupposes 1 = France exists, 2 = There is a
King of France, 3 = The King of France has a son. If C contains France exists and There is a King
) carries no pragmatic
of France, then U(S, C,
) -presupposes 1, 2, 1, 2, 3. U(S, C,
presuppositions. If C contains There is no King of France, then 2 will fail as 2 is not defeasible.
5. S = *If there is no King of France, then the King of France is bald. S1 -presupposes 1 = France
exists. S2 -presupposes 1 = France exists, 2 = There is a King of France. Regardless of the content
of C, S is unacceptable as 2 is not defeasible.
6. S = If the King of France does not exist, then the King of France is not bald. S1 -presupposes 1
= France exists. S2 -presupposes 1 = France exists, 2 = There is a King of France. If in C, it is not
known that France exists, nor that France has a king, then U(S, C,
) -presupposes 1, ) pragmatically presupposes 1.6
presupposes 1 and 2 is cancelled as it is defeasible. U(S, C,

6. Comparison with other work
Using our model, we can successfully treat cases which are problematic for other approaches.
(a) John does not realize that Zorn's Lemma is inconsistent with the Axiom of Choice. (Gazdar,
1979) 7
Gazdar (1979) can never presuppose Zorn's Lemma is inconsistent with the Axiom of Choice
because there are no worlds in which this is true. Our model predicts (a) -presupposes Zorn's
Lemma is inconsistent with the Axiom of Choice in an empty context.
(b) If France has an intelligent king, then the King of France is the only intelligent monarch in
Europe. (Soames, 1982)
Gazdar (1979) predicts (b) presupposes There is a King of France. In our model There is a King of
France is satisfied, but not -presupposed.
(c) If John has children, then Mary will not like his twins. (Heim, 1983)
Gazdar predicts (c) presupposes nothing. Our model predicts (c) -presupposes John has twins in
contexts where nothing is known about John's children.
(d) If John has twins, then Mary will not like his children. (Heim, 1983)
Gazdar predicts (d) presupposes John has children. Our model predicts this is not a pragmatic
presupposition.
(e) The King of France didn't come. van der Sandt (1992) and Beaver (1993) predict inconsistency in
contexts where there is no King of France. Our model specifies that the elementary presupposition
There is a King of France is defeasible.
(f) If John made coffee, then his wife will be happy. (van der Sandt, 1992).
Heim predicts (f) presupposes If John made coffee, he has a wife in contexts where it is not known
whether John has a wife or not. In possible worlds accounts, like Heim's, presuppositions must be
satisfied by the context of utterance (i.e., entailed by the context) in order for an utterance of S to be
felicitous. Our model predicts (f) -presupposes John has a wife.
(g) If the problem was difficult, then Morton isn't the one who solved it. (Soames, 1982).
Karttunen and Peters (1979) filtering conditions predict wrongly (g) presupposes If the problem was
difficult, then someone has solved it and not, as in our model Someone has solved the problem.
Beaver(1993) also predicts the same conditional presupposition as Karttunen and Peters. In his
account presupposition is represented as a test of the context which is represented by sets of possible
worlds: a presuppositional sentence is a valid utterance in a given context if its presupposition has no
effect on that context, i.e., the presupposition must be entailed by the context of utterance.

7. Conclusion
6

Note that 1 is also defeasible.
For each case, the author who mentioned it is given in brackets.

7

In this paper, we have formulated a treatment of satisfaction, failure and defeasibility of
presuppositions with respect to a context drawn from an agent's beliefs.
The hallmark of our approach is the combination of a classical two-valued notion of propositionhood
with partial belief states in our model. This allows us to exploit the notion of consistency, whilst
circumventing the problems caused by entailment in traditional, possible world based solutions.
Consequently, we are able to equate presupposition with accommodation, which occurs when
elementary presupposition contributes new information, and to account for defeasibility independently
of the issue of (local) accommodation. We present a notion of unacceptability of utterances based on
the violation of presuppositional constraints.

8. References
BEAVER, D. I. (1993), What Comes First in Dynamic Semantics, Institute for Logic, Language and
Computation, Amsterdam.
CHIERCHIA, G. (1984), Topics in the Syntax and Semantics of Infinitives and Gerunds, PhD
dissertation, University of Massachusetts.
De ROECK, A., R. BALL, K. BROWN, C. FOX, M. GROEFSEMA, M. OBEID & TURNER
(1991), "Helpful Answers to Modal and Hypothetical Questions", Procceedings of the 1991 ACL,
European Chapter, Berlin.
De ROECK, A., C. J. FOX, B. G. T. LOWDEN, R. TURNER & B. R. WALLS (1991a), "A
Natural Language System Based on Formal Semantics", Proceedings - International Conference on
Current Issues in Computational Linguistics, Penang, Malasya, 1991.
FOX, C., “Existence Presuppositions and Category Mistakes.” To appear. Acta Linguistica
Hungarica.
GAZDAR, G. (1979), Pragmatics: Implicature, Presupposition, and Logical Form, Academic Press
London.
HEIM, I. (1983), "On the Projection Problem for Presuppositions", Proceedings of the West Coast
Conference on Formal Linguistics, 2:114-125, Stanford.
KARTTUNEN, L. (1973), "Presuppositions and Compound Sentences", Linguistic Inquiry 4:16993.
KARTTUNEN, L. (1974), "Presupposition and Linguistic Context", Theoretical Linguistics 1:18194
KARTTUNEN, L., & S. PETERS (1979), Conventional Implicature, Syntax and Semantics, vol.
11: Presupposition, Academic Press London.
LANGENDOEN, D. T., & H. B. SAVIN (1971), The Projection Problem for Presuppositions, In
C. J. Fillmore and D. T. Langendoen, eds., Studies in Linguistic Semantics, Holt, Rinehart and
Wiston, New York.
MANARA, L. H. B., & A. DE ROECK (1996a) "Pragmatic Presupposition and Agent's Beliefs", in
Mineur, A. (ed) - Eighth European Summer School in Logic, Language and Information, Prague,
Czech Republic, Agosto/1996.
MANARA, L. H. B., & A. DE ROECK (1996b), "Pragmatic Presupposition and Agent's Beliefs",
Proceedings of Logical Aspects of Computational Linguistics, LACL'96, pp. 57-60, Nancy, France.
OBEID, N. (1990), "Partial Models Basis for Non-Monotonic Reasoning", Research Note CSM140, Department of Computer Science, University of Essex, U.K.
OBEID, N. (1996), "Three Valued Logic and Non-monotonic Reasoning", to appear in Journal of
Computers and Artificial Intelligence, vol. 15, no. 6, 1996.
RAMSAY, A. M. (1990), The Logical Structure of English: Computing Semantic Content, Pitman
London.
RAMSAY, A. M. (1992), "Presuppositions and WH-Clauses", Journal of Semantics, 9:251-286.
RAMSAY, A. M. (1994), Meanings as Constraints on Information States, in Constraints,
Language and Computation eds. C.J. Rupp, M. A. Rosner, R. L. Johnson, Academic Press.
SOAMES, S. (1979), "A Projection Problem for Speaker Presuppositions", Linguistic Inquiry,
10(4):623-666, Fall 1979.
SOAMES, S. (1982), "How Presuppositions are inherited: A Solution to the Projection Problem",

Linguistic Inquiry, 13(3):483-545, Summer 1982.
SOAMES, S. (1989), "Presuppositon", in Gabbay D. and Guenthner F., editors, Handbook of
Philosophical Logic - Topics in the Philosophy of Language, pp 553-617, D. Reidel Publishing
Company.
STALNAKER, R. C. (1973), "Presuppositions", Journal of Philosophical Logic, 2:447-457
STALNAKER, R. C.(1974), "Pragmatic Presuppositions", In M.K. Munitz and P.K. Unger, eds.,
Semantics and Philosophy, New University Press New York, pp. 197-213.
STRAWSON, P.F. (1950), "On Refering", In Mind 59.
TURNER, R. (1987), "A Theory of Properties", Journal of Symbolic Logic, vol. 52 No2.,455-472.
van der SANDT, R. A. (1988), Context and Presupposition, Croom Helm, London.
van der SANDT, R.A. (1992), "Presupposition Projection as Anaphora Resolution", Journal of
Semantics, 9:333-377.

&RQWH[W0RGHOLQJIRU/DQJXDJHDQG6SHHFK*HQHUDWLRQ
Kees van Deemter and Jan Odijk
Institute for Perception Research (IPO)
email: {deemter,odijkje}@natlab.research.philips.com
$EVWUDFW

7KLVSDSHUGLVFXVVHVWKHYDULRXVZD\VLQZKLFKWKHJHQHUDWLRQRIDQXWWHUDQFHUHTXLUHVPRGHOLQJRIWKHOLQJXLVWLFFRQWH[WRI
WKH XWWHUDQFH 7R LOOXVWUDWH WKH UROH RI FRQWH[W PRGHOLQJ LQ PRQRORJXH JHQHUDWLRQ WKH VRFDOOHG 'LDO<RXU'LVF '<'
V\VWHP LV SUHVHQWHG ZKLFK VXSSRUWV EURZVLQJ WKURXJK D ODUJH GDWDEDVH RI PXVLFDO LQIRUPDWLRQ DQG JHQHUDWHV D VSRNHQ
PRQRORJXHRQFHDPXVLFDOFRPSRVLWLRQKDVEHHQVHOHFWHG7KHSDSHUGHYRWHVVSHFLDODWWHQWLRQWRWKHGLIIHUHQFHVEHWZHHQ
WKH SUDFWLFDO PRGHOVRIFRQWH[WXVHGLQODQJXDJHJHQHUDWLRQV\VWHPRQWKHRQHKDQGDQGDQXPEHURI WKHRUHWLFDO PRGHOV
RIFRQWH[WWKDWKDYHEHHQSURSRVHGLQWKHRUHWLFDOOLQJXLVWLFVDQG GHFODUDWLYH DUWLILFLDOLQWHOOLJHQFHRQWKHRWKHU

 ,QWURGXFWLRQ
Probably, the area of linguistics in which the modeling of contextual information has been studied in
most depth is that of language LQWHUSUHWDWLRQ. For instance, it has long been recognized that deictic
words such as WKLV and QRZ depend for their interpretation on the context in which they are uttered.
Likewise, the interpretation of personal pronouns has long been known to be dependent on the
linguistic environment in which they appear. Moreover, it has become clear that very similar kinds of
dependence on linguistic context apply to many other phenomena including, among other things, the
contextually restricted interpretation of a full Noun Phrase, the determination of the 'comparison set'
relevant for the interpretation of a semantically vague predicate, the determination of so-called 'implicit
arguments' of words like ORFDO and FRQWHPSRUDU\ and, most recently, the phenomenon of presupposition
projection. (For references to the literature, see [van Deemter and Odijk, to appear].) Inspired by this
growing body of empirical work, dependence on linguistic context has become the cornerstone of the
so-called dynamic theories of meaning (e.g. [Kamp and Reyle 1994]). These theories characterize the
meaning of a sentence as its potential to change one 'information state' into another, and it is this
dynamic perspective on which current natural-language interpreting systems are beginning to be based.
Thus, contextual interpretation, far from being viewed as an exception, has taken centerstage in the
theatre of language interpretation.
The importance of context for language interpretation raises the question in how far context
modeling is relevant for natural-language generation (NLG). In this paper. we will show that context
modeling is of decisive importance for NLG. What has been said at a given point in the discourse, and
the way in which it has been said, help to determine both what can be said afterwards and what is the
best way to say it. For example, it seems reasonable to require that each sentence in a discourse
contributes novel information. This implies that the sentence contains information that is not already
present in the preceding sentences. Furthermore - and this is where the relevance of context for VSHHFK
comes in - those parts of a sentence that are responsible for novel information are likely to be accented
in speech. Thus, both content and form of DQ\ utterance are affected by linguistic context.
The first five sections of this paper will explain informally what aspects of linguistic context need
to be modeled in order to allow generation of contextually adequate utterances, using the so-called
Dial-Your-Disc (DYD) system as an example. (See [van Deemter et al. 1994] for a more detailed
description of the DYD program and [van Deemter and Odijk, to appear] for more detail on context
modeling in DYD.) Then, in section 6, follows a comparison between the computationally motivated

Context Model of the DYD system, on the one hand, and a number of context models that have come
up in formal semantics and artificial intelligence, on the other.

 $VNHWFKRIWKH'<'V\VWHP
The DYD system produces spoken monologues derived from information stored in a database about
W.A.Mozart's instrumental compositions. The purpose of the monologue generator is to generate from
these data a large variety of coherent texts, including all information required for a correct
pronunciation. A generator like this could be part of an electronic shopping system, where users can
express their interest in a certain area without being completely specific, and where the system provides
information and 'sales talk'. The way in which users can indicate their areas of interest will not be
discussed in this paper, which focuses on language and speech generation. A database representation of
a recording could be:
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Our current system could, after a client has shown interest in the composition described by the above
database object, come up with the following:
<RX DUH QRZ JRLQJ WR OLVWHQ WR D IUDJPHQW RI SLDQR VRQDWD QXPEHU VHYHQ .  SOD\HG E\
0LWVXNR8FKLGD,WZDVFRPSRVHGIRU5RVLQHWKHGDXJKWHURIWKHFRXUWPXVLFLDQDQGFRPSRVHU
&KULVWLDQ &DQQDELFK LQ 0DQQKHLP 7KH FRPSRVLWLRQ ZDV ZULWWHQ IURP 2FWREHU  WR
1RYHPEHU  7KH UHFRUGLQJ RI .  ZDV PDGH LQ /RQGRQ ,W VWDUWV DW WUDFN IRXU RI WKH
VHFRQG&'RIYROXPH

 6\VWHPDUFKLWHFWXUH
An important system requirement is that a large variety of texts can be produced from the same
database structures. Presentations are generated on the basis of database information by making use of
V\QWDFWLFVHQWHQFHWHPSODWHV: structured sentences with variables, i.e., open slots for which expressions
can be substituted. These syntactically structured templates indicate how the information provided by a
(part of a) database object can be expressed in natural language. The required variety is achieved by
having many different templates for the same information and by having a flexible mechanism for
combining the generated sentences into texts. In addition, information is available that does not fit in
the uniform database format. This is called JRVVLS, and is represented by object-specific templates
expressing this information. In the example text in section 2, the mention of Rosine is 'gossip'. The
remainder of the presentation has been generated by general templates. A template can be used, in
principle, if there is enough information in the database to fill its slots. However, there are extra
conditions to guard the well-formedness and effectiveness of presentations. For example, certain points
in the discourse are more appropriate for the expression of a certain bit of information. Thus, it is
important for the system to maintain a record showing which information has been expressed and when
it has been expressed. This record, which is called the .QRZOHGJH6WDWH, will be part of DYD's &RQWH[W
0RGHO. (For an overview of the different components of DYD's Context Model, see section 6.1.)
Many variations of the above presentation are possible. The system can, for instance, start with
mentioning the date of composition, or information could be added that contrasts this composition with
a previous one. Also, there are various ways to refer to the composition being discussed, for instance by

name (. ), with a definite noun phrase (WKH FRPSRVLWLRQ), or with a pronoun (LW). The
appropriateness of a referring expression depends, among others, on the existence and kinds of
references to the referred object in previous sentences. This means that it is important to maintain a
record of which objects have been introduced in the text, and how and when they have been referred to.
This record will be called the 'LVFRXUVH 0RGHO, which is also a part of the Context Model. As was
mentioned above, templates in our system are structured sentences with slots. A simplified example is
given in figure 1.

ip
<composition>

ib

i0

vp

was/were
vp
v0

<date>
pp

written by

<composer>

)LJXUH  7HPSODWH IRU D VHQWHQFH OLNH .  ZDV
ZULWWHQ E\ 0R]DUW LQ 0DUFK  &RPSRVLWLRQ
FRPSRVHUGDWHDUHWKHYDULDEOHVRIWKHWHPSODWH:DV
ZHUHLQGLFDWHVWKDWDFKRLFHPXVWEHPDGHGHSHQGLQJ
RQWKHVXEMHFW7KHODEHOVYSYDQGSSVWDQGIRUYHUE
SKUDVHYHUEDQGSUHSRVLWLRQDOSKUDVHUHVS$VHQWHQFH
LS LVKHDGHGE\DQDEVWUDFWLQIOHFWLRQQRGH L ZKLFK
FDQ FRQWDLQ DX[LOLDU\ YHUEV DQG VKRZV WKH QRUPDO
SURMHFWLRQVLQDFFRUGDQFHZLWK;EDU7KHRU\
The slots FRPSRVLWLRQFRPSRVHUGDWH are to be filled
with structured expressions that contain database
information. This is done with other, smaller, templates.
The architecture of our system is shown in figure 2.

database
Generation
templates

Prosody

Speech

Context Model

)LJXUH6\VWHP$UFKLWHFWXUH*HQHUDWLRQJHQHUDWHVV\QWD[WUHHVRQWKHEDVLVRIWKHGDWDEDVHDQG
DFROOHFWLRQ RI WHPSODWHV DQG LW PDLQWDLQV WKH &RQWH[W 0RGHO 3URVRG\ RSHUDWHV RQ V\QWD[ WUHHV
DQG WKH &RQWH[W 0RGHO WR SURGXFH D VHTXHQFH RI DQQRWDWHG ZRUGV 6SHHFK WDNHV WKH RXWSXW RI
3URVRG\DQGRXWSXWVDQDFRXVWLFUHDOL]DWLRQ
It displays three modules: *HQHUDWLRQ, 3URVRG\ and 6SHHFK. Module *HQHUDWLRQ generates syntax trees
on the basis of the database, a collection of templates, and it maintains the Context Model. Module
3URVRG\ transforms a syntax tree into a sequence of annotated words, the annotations specifying accents
and pauses. Module 6SHHFK transforms a sequence of annotated words into a speech signal. In this
paper, it is not discussed in detail.

 7H[W*HQHUDWLRQ
It will be discussed here how texts can be generated, concentrating on three aspects: (1) the generation
of a text; (2) how to achieve its coherency, and (3) how to achieve the required variation. We will
assume that information about K. 32 is stored as follows:

.932
7,7/(Galimathias Musicum

'$7(3/1766
6257quodlibet

 6HQWHQFHJHQHUDWLRQ
As explained in the previous section, sentences are generated by means of syntactically structured
templates. A template indicates how the meaning of a database record can be verbalized. Since there are
various ways to verbalize the content of a record, and many ways to group information from different
records into one verbalization, this will lead to a large number of possible sentences for conveying the
database information. In the examples below we will use the template introduced in figure 1 (repeated
in (a)) and a new one (b). For expository convenience, we will represent only the terminals of
templates. Variable parts (e.g., <composition>) will be represented between angled brackets.
(1)

a <composition> was/were written by <composer> <date>
b We will now present information about <composition>.

A sentence can be constructed from a template by filling the variable parts. Example sentences derived
from the two templates could be:
(2)

a We will now present information about 'Galimathias
Musicum'.
b K. 32 was written by Mozart in March 1766

The fact that templates are structured objects makes it possible to formulate various conditions on the
form of variable parts. In this way, it is possible to avoid the generation of incorrect sentences such as:
(3)

a *We will now present information about he.
b *It were written by him when Mozart was only ten years old

In the first example the pronoun KH is selected to express the composition, but that is wrong in two
respects. First, KH is not an appropriate pronoun for compositions (but only for persons), and second, in
the sentence given its form should be KLP, not KH. In the second sentence, the choice for the finite verb
ZHUH is incompatible with the singular subject LW, and the co-occurrence of KLP and 0R]DUW suggests that
these expressions refer to two different persons, though they actually refer to one and the same person.
Since templates are structured objects, conditions guaranteeing the appropriate choice of pronouns
can refer to information contained in these structures (e.g., that KH refers to persons and that KH is
governed by the preposition DERXW). Similarly, it can be read off the syntactic structure that the pronoun
LW is the singular subject of the second sentence and that therefore the finite verb should be ZDV. The
infelicitous choice of KLP and 0R]DUW is prevented by a more complex condition on the proper
sentence-internal distribution of pronouns, proper names and other expressions. This condition is a
version of the so-called %LQGLQJ 7KHRU\ (see [Chomsky 1981, Chomsky 1986]), which is crucially
formulated in terms of configurations in syntactic structure.

 'LVFRXUVHFRKHUHQFH
Now we are able to use a large variety of sentences to convey the relevant information, but it is as yet
unclear which sentences should be used in a given situation. This problem is solved in two steps. First

of all, it has to be determined what is going to be said. This is determined during the dialogue, where
the user can indicate a preference for less or more elaborate monologues, that is, monologues that
express a smaller or a larger set of attributes and relations from the database. This preference is stored
in the 'LDORJXH6WDWH, a part of the Context Model in which all those properties of the dialogue history
are recorded that are relevant for monologue generation.
Secondly, a selection has to be made from all templates in such a way that the text generated
conveys all and only the required information. A minimal requirement is that those templates are
selected which are able to convey the relevant information. An additional requirement is that, under
normal circumstances, the same information is presented not more than once. Furthermore, the form in
which this information is presented should vary to avoid stylistic infelicities. These requirements have
been incorporated in the text generator, which also has as its task to present the sentences in such a way
that the text shows a certain coherence. Information should be grouped into convenient clusters and
presented in a natural order. Clustering is achieved by means of the so-called 7RSLF 6WDWH. For each
paragraph of the monologue, the Topic State, which is another part of the Context Model, keeps track
of the topic of the paragraph, which is defined as a set of attributes from the (music) database. For
example, a paragraph may have 'place and date of performance' as its topic and then only those
templates can be used that are associated with the attributes 'date' and 'place'.
We will not deal here with the exact mechanisms of the text generator, but the idea is the following.
Each template 'attempts' to get a sentence generated from it into the text. Whether this succeeds
depends on the information conveyed by the sentence, which information has been conveyed earlier,
and whether the sentence can find a place in a natural grouping of sentences in paragraphs. The method
is characterized by the fact that only local conditions on the Context Model and the properties of the
current template (in particular: which information does it convey) determine whether a sentence is
appropriate at a certain point in the text. As a consequence, no global properties of the text are
considered and no explicit planning is involved. For a more detailed description of this approach we
refer to [Odijk 1995].
A too extensive use of the same proper name in a longer text can be avoided by using other
anaphoric devices, i.e., expressions which refer to other entities in the context. Natural language
provides one with several different anaphoric devices. Well-known examples are various pronouns,
such as KH LW KLV WKH\ KLPVHOI, etc. Other examples are definite descriptions, i.e. noun phrases
introduced by the definite article WKH (e.g., WKHFRPSRVLWLRQWKHTXRGOLEHW), 'demonstrative descriptions',
i.e. noun phrases introduced by the determiners WKLVWKDWHWF (e.g., WKLVTXRGOLEHW), various 'relational
descriptions' (e.g., KLVVLVWHU). Here again, there are strict rules which determine when the use of such a
device is appropriate. If no such rules are incorporated in the text generator, it is possible to generate
deviant texts such as:
(4)

a We will now present information about it. K. 32 was written by him when the composer was
only ten years old.
b We will now present information about the quodlibet. 'Galimathias Musicum' was written by
Mozart when he was only ten years old

In the first text, the pronouns LW and KLP are used without a proper antecedent, and in both sentences the
definite descriptions WKHFRPSRVHU and WKHTXRGOLEHW are also used incorrectly. Thus, it is necessary to
formulate rules which guarantee the proper usage of such anaphoric devices.
For each type of expression conditions must be formulated which determine their proper use in a
text. Apart from pronouns and definite descriptions as discussed above, indefinite expressions and
various quantified expressions must be dealt with as well. Plural noun phrases and negation introduce

yet other complexities which must be dealt with adequately. In addition, there are various conditions
on the 'distance' between an antecedent and an anaphoric device. The determination of the exact
formulation of 'distance' is a complex issue (a definition in terms of the number of preceding sentences
is in general too simplistic), but such conditions must be incorporated to achieve the appropriate
coherence in a text (see [Grosz et al. 1986], [Dorrepaal 1990]).
As we have seen in section 3, an important part of the Context Model (see figure 2) is a 'LVFRXUVH
0RGHO. Starting with an empty Discourse Model, each candidate sentence adds discourse referents and
relevant associated information to this model. For example, the Discourse Model may record that a
certain description (e.g., WKLVFRPSRVLWLRQ) has occurred as the [th and [st word of the \th sentence of
paragraph number ] of the Xth monologue that has occurred during a given user-system interaction.
Rules for anaphora establish the antecedents for anaphora, and afterwards it is checked whether the
resulting Discourse Model is well-formed (e.g., by checking whether each pronoun has an antecedent,
whether definite descriptions have been used appropriately, etc.). If the Discourse Model is found to be
well-formed, the candidate sentence can be used as an actual sentence. If not, a different candidate
sentence is subjected to examination, etc. We will see that very similar rules, which are also based on
the information in the Discourse Model, are used to determine whch words in the sentence are to be
accented.

 3URVRG\DQGVSHHFK
Generating acceptable speech requires syntactic and semantic information that is hard to extract from
unannotated text. In the present setting, however, speech generation is helped by the availability of
syntactic and semantic information. When the generation module outputs a sentence, the generated
structure contains all the V\QWDFWLF information that was present in the template from which it results.
Moreover, the Discourse Model, as we have seen, contains VHPDQWLFinformation about the sentence. In
what follows, we will show how both kinds of information are used to solve one of most important
problems in the generation of intonationally adequate speech, namely the proper location of pitch
accents. The ('prosodic') question of accent location is discussed in section 6.1, while the ('phonetic')
question of how accents are realized is discussed in section 6.2.

 3URVRG\
What words in a text are to be accented? At least since Halliday's [Halliday 1967], students of
Germanic languages have known that one factor that must be taken into account to answer this question
is LQIRUPDWLRQVWDWXV: in these languages, 'new' information must be stressed. This idea has later been
corroborated by experimental research (e.g. [Terken and Nooteboom 1987]). Existing speech synthesis
systems (e.g., Bell Labs' Newspeak program) have capitalized on this insight, by de-stressing all content
words that had occurred in the recent past. Yet, these systems are generally judged as still stressing too
many words [Hirschberg 1990]. Following [van Deemter 1994], we have made an attempt to improve
upon current approaches to accent placement by combining syntactic and semantic information. In
particular, we have redefined the contextual notions of givenness and newness in such a way that these
notions are properties not of individual words, but of entire phrases. These definitions are then
combined with a version of Focus-Accent theory to determine the exact word at which the accent must
land. We will first discuss the semantic part of the problem, which may be rephrased as the question of
which slot fillers are 'in focus', and then the syntactic part of the problem, which deals with the question
of what word in a focussed phrase must be accented.
*LYHQQHVVDQGQHZQHVVUHGHILQHG In most approaches, a word is considered given if it is either
identical to a word that has already occurred, or a slight morphological variation of such a word.
However, inspection of the relevant facts suggests strongly that words of very different forms may

cause a word to have 'given' status. For example, the word ZURWH can not only become 'given' due to an
occurrence of ZURWH, ZULWH, etc., but also due to an occurrence of the word FRPSRVH. In addition,
givenness is not restricted to individual words. For example, an occurrence of . or of WKLV
FRPSRVLWLRQ may become 'given', and hence de-stressed (de-accented) due to an earlier reference to K.
32, as when 5a is followed by 5b.
(5)

a You have selected K.32
b You will now hear K.32 / this composition

Thus, semantic theories are natural suppliers of proper definitions of newness and givenness. Moreover,
de-stressing and pronominalization occur in roughly the same environments, namely those in which an
expression contains 'given' information. This suggests that both may be viewed as reduction phenomena
caused by semantic redundancy. For these and similar reasons it has recently been proposed that
theories of anaphora should be used in accent prediction algorithms. The Discourse Model presents
itself as a natural candidate to implement this idea, since it contains all the relevant information. In
particular, it says, for each referentially used Noun Phrase, whether and where in the discourse the
object that it refers to was described earlier. If such an 'antecedent' for an expression is found earlier in
the same paragraph, the expression is considered 'given' information (i.e., it is not 'in focus'). If not, it is
considered 'new' (i.e., it is 'in focus').
$ YHUVLRQ RI )RFXV$FFHQW WKHRU\ Focus-Accent theory was first conceived by Ladd and others
[Ladd 1980], and later refined by various authors. Our own implementation of Focus-Accent theory
adds semantic considerations to Dirksen's syntactic implementation. Interested readers are referred to
[Dirksen 1992] and [van Deemter 1994] for specifics. The basic insight of Focus-Accent is the idea that
the syntactic structure of a sentence co-determines its 'metrical' structure. Metrical structure is most
conveniently represented by binary trees, in which one daughter of each node is marked as VWURQJ and
the other as ZHDN. Metrical structure determines which leaves of the tree are most suitable to carry an
accent on syntactic grounds. Roughly, these are the leaves that can be reached through a path that starts
from an expression that is 'in focus', and that does not contain ZHDN nodes. More exactly, LI a given
major phrase is 'in focus', it is also marked as DFFHQWHG, and so is each strong node that is the daughter
of a node that is marked as DFFHQWHG. Accent is realized on those leaves that are marked as DFFHQWHG.
However, there may be several obstacles that prevent this from happening. Leaves may end up
unaccented in several circumstances. For example,
(a) A major phrase is marked –$ if it is not in focus.
(b) A leaf [ is marked –$ if there is a recent occurrence of an expression \ which is semantically
subsumed by [.
(c) A leaf is marked –$ if it is lexically marked as unfit to carry an accent that is due to informational
status. (Examples: WKH, D, some prepositions.)
Only the first of these cases will be discussed below. The result of an –$ marking is that the so-called
Default Accent rule is triggered, which transforms one metrical tree into another:
'HIDXOW$FFHQWUXOH: If a VWURQJ node Q is marked –$, while its ZHDN sister Q is not, then the
VWURQJZHDN labeling of the sisters is reversed: Q is now marked ZHDN, and Q is marked VWURQJ.

)LJXUH([DPSOHRIDPHWULFDOWUHH
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Consider the little piece of discourse in example
(5). In English, it is usually, but not always, the
right daughter of a mother node that is VWURQJ.
Thus, the metrical tree looks as in figure 3.
Assume that the Verb Phrase is 'in focus' and
therefore labeled as DFFHQWHG. If semantic factors
would not intervene, . would carry an accent.
But since . is also referred to in the previous
sentence of the discourse, .  represents 'given'
information (i.e., it is not in focus), and is marked 
$. As a result, the Default Accent rule swaps the
VWURQJ/ZHDN (S/W) labeling between KHDU and .
 before the DFFHQWHG labels are assigned.
Consequently, the sentence accent trickles down
along a path of VWURQJ nodes and ends up on KHDU.

 6SHHFK
The 3URVRG\ module of the system determines for every word in the monologue whether or not it
occurs accented (QRWDWLRQ '+' or no marking), and it determines for every word boundary whether it is
accompanied by a major prosodic boundary, a minor prosodic boundary, or by no boundary at all
(QRWDWLRQ 'S' or 'S' or no marking). For example, the prosodic module may output an enriched
sentence such as the following:
(1) This sonata for +violin and +piano S was written in +Salzburg S in +1735
This prosodically enriched sentence is then passed on to the speech module, whose job it is to
'realize' this abstract structure in sound. Ideally, the speech module consists of two independent parts,
one of which takes care of segmental information and the other realizes accenting and phrasing. For
present purposes, let us assume that all the segmental information is in place1 and focus on the
suprasegmental information, and especially on accenting. Accents are realized in accordance with the
IPO model of Dutch intonation [‘t Hart et al. 1990]. This model has been applied to English [Willems
et al. 1988], and this work was used to extract rules for synthesis, which are applied in roughly the
following way.
First, the prosodically enriched sentence is transformed into a structure in which the abstract
information concerning accenting is 'interpreted' in terms of Rises and Falls. For instance, a sequence of
accents is typically represented by a series of so-called 'pointed hats', followed by one 'flat hat', where
the 'flat hat' represents the last two accents in the sequence. A 'pointed hat' designates an abrupt Rise in
) pitch, immediately followed by an abrupt Fall, whereas a 'flat hat' has an intermediate phase in
which pitch remains equal.
Later modules transform this representation into one that is even closer to the physical level, by
taking into account that accents are superimposed on a background of pitch declination. Finally, a
particular 'speaker' has to be chosen, with its own characteristic pitch range, timbre, etc. It is only at this
1

For the future, a segmental module is envisaged that makes use of diphones, i.e., recorded transitions between
phonemes. The current system, however, makes use of the DECTALK system, which is based on synthesized formants.

stage that all the properties of the speech sound have been determined and that the generation of the
monologue is finished.

 &RQWH[WPRGHOLQJ
 &RQWH[WPRGHOLQJLQ'<'
The preceding sections have provided a highly informal overview of the way in which spoken
monologues are generated in the DYD system and of the various aspects of linguistic context that play a
role in the generation process. An overview of the different parts of DYD's Context Model, including
some that have not been mentioned so far, may be helpful. DYD has used a Context Model that has
four submodels: the Knowledge State, the Topic State, the Context State, and the Dialogue State. The
.QRZOHGJH State keeps track of what information has been conveyed, and when. The 7RSLF State keeps
track of which topics have already been dealt with. The &RQWH[W6WDWH (one part of the Context Model)
keeps track of (i) the objects introduced in the text and their location, and (ii) the linguistic means used
in the preceding text.2 Finally, the 'LDORJXH State keeps track of which recordings were selected before,
what the current recording is, and what kind of monologue should be generated (i.e., less or more
elaborate). For ease of reference we have put these submodels in table Table 1. The table makes an
effort to cluster elements of the Context Model that belong together, but a certain arbitrariness is
unavoidable.
6XEPRGHO
Knowledge State
Topic State
Context State
Dialogue State

&RQWDLQV
What info has been presented where, and
how explicitly
Administration of current and previous
topics
Discourse Model, templates/words used,
recently used concepts, etc.
Recording (part) selected; history of
previous selections; required degree of
elaborateness

7DEOH3DUWVRIWKH&RQWH[W0RGHODQGWKHLQIRUPDWLRQWKH\FRQWDLQ

 &RQWH[W0RGHOLQJLQ$,
A linguistic context, viewed as the situation that obtains at a given point in a discourse (e.g., a
monologue), is a context like any other. Consequently, one might use the McCarthy/Guha/Buva (',VW')
formalism to express truths about linguistic contexts (e.g. [McCarthy 1993]). Generally speaking, the
notation ,VW F can be read as saying that is true with respect to F. Now let F be the context that
obtains after the sentence 0R]DUW FRPSRVHG . has been generated. Since, in the Ist-formalism,
contexts are first-class citizens, we can now say various things about F, and then use the Ist-formalism
to say that a second sentence (for instance, ,WLVDVRQDWD) is expressed in F. The notation DE F stands
for the set of 'discourse entities' (i.e., Reference Markers, in the terminology of DRT) associated with F:

The latter includes, for example, a record of the set of concepts used in the current  previous sentence, which is
needed for the deaccenting algorithm of section 5.1.
2

Text F  0R]DUWFRPSRVHG., 3
Speaker F  DYD,
DE (c) = {W.A.Mozart, K.280 },
Ist(c, ,WLVDVRQDWD), etc.
The 'DE' predicate plays the role of (a small part of) DYD's so-called Discourse Model, noting which
objects in the database have been referred to in the monologue. This information can be exploited when
the second utterance, ,W LV D VRQDWD, is interpreted 'in the context of’ F. This example suggests that
important parts, and perhaps even all, of DYD's Context Model may be mirrored in the Ist-formalism.
The 'lifting rules' inherent in this formalism could then be used to express truths of the following kind:
If F is a continuation of F then DE (c)

DE F

and the like. But it is questionable whether anything would be gained by such a rewriting exercise. It
may be true that linguistics contexts are contexts 'like any other', but they do have certain peculiarities.
In particular, they change during processing: discourse entities are added, objects and expressions move
into and out of focus as more and more sentences are generated or interpreted. Although it is not strictly
impossible to represent context-change in an extension of the Ist-formalism (see the treatment of
question-answering contexts in [Buva 1996] for an example), this requires drastic extensions which
tend to spoil the transparency of the original formalism.4 A more obvious move is to employ a
formalism that is specifically designed to reflect these peculiarities. Examples of such formalisms are
Grosz and Sidners's attentional/intentional structure [Grosz and Sidner 1986] and Kamp's Discourse
Representation Theory (DRT) [Kamp and Reyle 1994]. So this raises the question of whether we might
have used one of these formalisms as a backbone for DYD's Context Model. This question will be
answered in the negative in the next section, which focuses on DRT.

 &RQWH[W0RGHOLQJLQ'57
It might be thought that Discourse Representation Theory (DRT) could have provided us with the kind
of context models we need. It is true that DRT's so-called Discourse Representation Structures (DRSs)
were specifically designed to represent the contextual information that is relevant for the interpretation
or generation of anaphoric (e.g., pronominal) material in a discourse [Kamp and Reyle 1994]. In the
setting of DYD, DRT could take the form of a context model containing a series of sub-DRSs, the first
of which contains information extracted from the dialogue that has led up to the selection of the first
composition plus the monologue following it, and so on. Thus, the context model that has been built up
at the start of the Q-st monologue could be represented as follows:
CONTEXT MODEL
DRS_OF_DIALOGUE1
DRS_OF_MONOLOGUE1

.....

DRS_OF_DIALOGUEn
DRS_OF_MONOLOGUEn

DRS_OF_DIALOGUEn+1

where DRS-OF-DIALOGUEL (DRS-OF-MONOLOGUEL) contains contextual information extracted
from the Lth dialogue (monologue). However, setting up structures of this kind would have required a
This might also be written as Ist F0R]DUWFRPSRVHG.), where F is the context that obtains at the beginning of
the monologue.
4
Ultimately, one might envisage an extension of the Ist-formalism in which DRSs are contexts, and where DRTs
context-change mechanism is exactly mirrored in the Ist-formalism.
3

tremendous amount of work since generation requires all kinds of information that are neither routinely
represented in existing versions of DRT, nor trivial to calculate on the basis of them. For example,
DRSs do not normally contain a representation of their subject matter (their 'topic') and it would not be
a trivial matter to deduce this information from the truth conditions of the DRS. (This point is argued in
[Demolombe and Jones 1995].) The same is true for the degree of explicitness with which information
in a DRS is presented. Furthermore, standard versions of DRT do not contain information about the
exact place of occurrence of expressions (as does DYDs discourse structure), nor do they contain
information about paragraph structure. Of course, information of all these kinds might be added. The
result would be a new, extended version of DRT, which would complicate drastically the formal basis
of this theory.5 Moreover, conventional DRSs (e.g., [Kamp and Reyle 1994]) contain plenty of semantic
information that is not immediately relevant for current (i.e., generative) purposes. In other words,
DRSs contain both less and more than what is needed for language generation.
For these reasons, we have designed DYDs Context Model, which might be viewed a new and
modest, computationally feasible version of DRT. We are aware that this context model is not nearly as
elegant as some of the context models that were discussed in the present section. A certain formal
inelegance is hardly a specific property of the DYD system, however, as a brief comparison with other
systems (see e.g. [Guenther et al. 1995]) will soon make clear.6 Thus, the main point of this paper may
be put succinctly by saying that it is difficult to see how the requirements of generation can be
reconciled with formal elegance.
REFERENCES
[Buva ] S.Buva , Resolving Lexical Ambiguity using a Formal Theory of Context. In K.van Deemter and S.Peters (Eds.)
Semantic Ambiguity and Underspecification. CSLI Publications, Stanford, Ca.
[Chomsky 1981] N. Chomsky, Lectures on Government and Binding. Foris, Dordrecht.
[Chomsky 1986] N. Chomsky, Knowledge of Language: Its Nature, Origin and Use. Praeger, New York.
[van Deemter 1994] K. van Deemter, What's new? A semantic perspective on sentence accent. Journal of Semantics 11,
pp.1-31.
[van Deemter et al. 1994] Kees van Deemter, Jan Landsbergen, René Leermakers, and Jan Odijk, Generation of Spoken
Monologues by Means of Templates. In Proc. of TWLT 8, p.87-96, Twente University.
[van Deemter and Odijk, to appear] Context Modeling and the Generation of Spoken Discourse. To appear in Speech
Communication.
[Demolombe and Jobes 1995] Reasoning about Topics: Towards a Formal Theory. In Working Notes of the Workshop on
Formalizing Context, AAAI-1995 Fall Symposium Series.
[Dirksen 1992] A. Dirksen, Accenting and deaccenting: a declarative approach. Proc. of Coling Conference 1992, Nantes,
France.
[Dorrepaal 1990] J. Dorrepaal, Discourse anaphora, Proceedings of COLING 90, vol II, p. 95-99.
[Grosz et al. 1986] B.J. Grosz, K.S. Jones and B.L. Webber, 'Readings in Natural Language Processing', Morgan Kaufman
Publishers, Los Altos, Cal.
[Grosz and Sidner 1986]B.J.Grosz and C.L.Sidner. Attentions, Intentions and the Structure of Discourse. Computational
Linguistics, 12, 175-204.
[Guenther et al. 1995] Carsten Guenther, Andrea Schopp, and Soenke Ziesche, Incremental computation of information
structure and its empirical foundation. In 3URFHHGLQJVRIWKH)LIWK(XURSHDQ:RUNVKRSRQ1DWXUDO/DQJXDJH
*HQHUDWLRQ0D\/HLGHQ7KH1HWKHUODQGV, pages 181--205, 1995.
[Halliday 1967]M.A.K. Halliday, Notes on transitivity and theme in English, in Journal of Linguistics 3: 199-244.
['t Hart et al 1990] J. 't Hart, R. Collier and A. Cohen, A Perceptual Study of Intonation. Cambridge University Press,
Cambridge.
5

In particular, these extensions would cause the meaning of DRSs to be something much more complex than a relation
between assignments.
6
1R system that is to generate varied discourse in a linguistically and prosodically adequate way can afford to generate
sentences 'out of the blue'. The only alternative is to allow less variation and to store larger parts of monologues - and then
the choice between these larger parts becomes dependent on context once more.

[Hirschberg 1990] J. Hirschberg, Accent and discourse context: assigning pitch accent in synthetic speech. Proc. of AAAI
1990, p.953.
[Kamp and Reyle 1994] H. Kamp and U. Reyle, From Discourse to Logic. Kluwer, Dordrecht.
[Ladd 1980] D.R. Ladd, The structure of intonational meaning: evidence from English. Indiana Univ. Press, Bloomington,
In.
[McCarthy 1993] J.McCarthy, Notes on Formalizing Context. In Proc. of 13WK IJCAI conf.
[Odijk 1994] J. Odijk, Generation of Coherent Monologues, in T. Andernach et al. (eds.), CLIN V: Proceedings of the Fifth
CLIN Meeting, pp. 123-131, University of Enschede, Enschede
[Terken and Nooteboom] J. Terken and S.Nooteboom, Opposite effects of accentuation and deaccentuation on verification
latencies for 'given' and 'new' information. Language and Cognitive Processes 2, 3/4, pp.145-63.
[Willems et al. 1988] N. Willems, R. Collier and J. 't Hart, A synthesis scheme for British English intonation. J.Acoust. Soc.
Am. 84 (4).

31/12/2015

CONTEXT-97

Authors: Reed C., Long D. and Fox M.
Title: Context and focusing in argumentative discourse planning
Abstract:
One of the key issue in natural language generation (NLG) is the question of how to ensure that text is
coherent. In this paper, the problem is viewed as one of setting up and dynamically updating an
appropriate context for each utterance, by maitaining a topic stack indicating the current focus of
conversation. The research centres around the problem of producing argumentative discourse, where
there are a number of close ties between discourse context, focusing and linguistic structure. The
proposed model employs several conceptual tiers in a hierarchical planner, the higher of which is
responsible for the structure (including focusing and coherency) of the argument, and which uses
purely intentional data structures to achieve this structure. The notion of saliency of a proposition to
the hearer plays a key role in the planning process and the resultant focusing constraints.
In: Proceedings of the International and Interdisciplinary Conference on Modeling and Using
Context (CONTEXT-97), Rio de Janeiro, Brazil, February 4-6, Federal University of Rio de Janeiro
Ed., pp. 88-99.
Back to CONTEXT-97 Program

file:///Users/patrickbrezillon/Documents/%20Patrick/%20html/html%20LIP6/Pages2/Publications/CONTEXT-97/09/abstract.html

1/1

31/12/2015

CONTEXT-97

Author: McGough M.P.
Title: Inside auction talk: A different turn taking system
Abstract:
This study presents a conversation analysis of auction talk. Turn-taking practices used in auction talk,
a form of institutional talk, are a modification of those used in everyday conversation. The sequential
patterning of the discourse suggests that one way to conceive context in terms of turn-type preallocation. The bidding sequence consists of three chained actions: the bid, bid register, and call for
new bids. The bid, a nonverbal turn construction unit, is a first pair part that initiates the sequence.
The sale, a terminal move, occurs when no more bids are offered from the floor. The sale is analyzed
as a conversational closing that is systematically delayed. It is hoped that this analysis will generate
discussion regarding the utility of conceiving turn-type pre-allocation as an application of the very
complex notion of context. Due to space constraints, the reader is assumed to be familiar with the
terminology and methods of CA. Typically, several examples are provided in support of each claim.
Again for reasons, of space, these are kept to a minimum. The complete transcript is availabel upon
request.
In: Proceedings of the International and Interdisciplinary Conference on Modeling and Using
Context (CONTEXT-97), Rio de Janeiro, Brazil, February 4-6, Federal University of Rio de Janeiro
Ed., pp. 100-106.
Back to CONTEXT-97 Program

file:///Users/patrickbrezillon/Documents/%20Patrick/%20html/html%20LIP6/Pages2/Publications/CONTEXT-97/10/abstract.html

1/1

Controlling thematic choices in discourse: towards a specification of
contextual constraints*
Julia Lavid
Universidad Complutense de Madrid
Abrego 19, 1D
28224 Pozuelo
Madrid
Spain
Phone/Fax: +34-1-518-5799
e-mail: fling01@sis.ucm.es
ABSTRACT
This paper investigates the relationship between two contextual factors which contribute to the characterization of text
types: the purpose and the subject matter of discourse, and the thematic structure of texts. This is done through the
empirical analysis of a corpus of sixty discourses varying in these two factors together. The results of the analysis yielded
statistically significant correlations between the identified factors and specific thematic choices, thus validating the
hypothesis that thematic selection in discourse is not random but contextually-controlled. The paper also addresses issues of
computational representation by outlining a semantic interface for Theme which mediates between high-level contextual
sources of control and lexicogrammatical choices which might be useful in the application context of text generation.

1 INTRODUCTION
The purpose of this paper is to validate the claim that the thematic structure of discourse is not random but is contextually
controlled by contextual factors from the communicative context. In order to do so, the paper presents the methodology and
results of the empirical analysis of a corpus of sixty discourses varying both in discourse purpose and subject matter where
statistically significant correlations have been found between these two identified contextual factors and specific thematic
selections. The results of this analysis are then used in the application context of text generation to specify high-level
sources of control of grammatical theme as specified in the computational grammar Nigel. This is done by outlining a
semantic system for Theme in English which abstracts from lexicogrammatical and realizes text building categories, and by
representing the contextual motivations for thematic choices as inquiries.
The paper is organized as follows. Section 2 illustrates the discourse function of theme as a signpost for the reader
of the selected organizational strategy to structure texts. Section 3 presents hypothetical correlations between contextual
factors and thematic choices which are empirically validated in Section 4 through empirical text and statistical analysis of a
corpus of sixty discourses varying in the two identified contextual factors. Finally, section 5 addresses issues of
computational representation by outlining a semantic interface for Theme which mediates between high-level contextual
sources of control and grammatical selection in the context of a multistratal text generation architecture.
2 THEME AND CHAINING STRATEGIES
The grammatical account of theme assumed here is described in (Matthiessen 1995: 531) as 'the resource for setting up the
local context for each clause in a text'. Its theoretical basis is Halliday's definition of theme as 'the point of departure of the
message' which is realized through initial position in the clause. However, as proposed in (Lavid 1994), theme also fulfills a
guiding role in discourse, acting as 'a signpost for the reader of a specific chaining strategy'. Chaining strategies are 'devices
used by the writer to steer his/her text along a specific line of development or frame with the purpose of achieving a
maximally profitable text organization, in view of the discourse purpose and the subject matter' (Lavid 1994). Example (1)
below illustrates the use of a temporal chaining strategy to steer the text:
EXAMPLE (1)
(01) Berne was founded in 1191 by Berchtold V. Duke of Zähringen, for strategic reasons
(02) and enlarged by stages (...).
(03) In 1353 Berne joined the Swiss Confederation.
*
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(04) After the fire of 1405, which almost completely destroyed the wooden-builttown, the houses were rebuilt of
sandstone.
(05) The medieval structure of the city originating from that time has remained unchanged up to the present day.
(06) From the 14th to the 16th century, Berne reached the zenith of its power by enlarging its territory and gaining
great political influence.
(07) In 1798 Napoleon' s troops invaded Berne and thus the collapse of the Ancien Régime was witnessed.
(08) In 1834 Berne became a university town
(09) and in 1848 the Federal Capital of Switzerland as well as the capital of the Canton of Berne (second largest Swiss
canton).
(10) Berne was declared a World Landmark by the United Nations and was given the title of "Europe's Most Beautiful
Floral City".
The temporal global chain consists of eight temporal scopes which make reference to different points along a temporal line
of development which reflects a chronological order of events. Some of these temporal scopes are explicitly signalled by
linguistic markers (bold type in the text), among which temporal themes predominate (bold and underlined in the text); other
temporal scopes, however, are implicit and have to be inferred from other linguistic signals in the text. Therefore, the
temporal chaining strategy is independent from its linguistic realization by temporal themes: sometimes it is implicit, or it
is realized by a temporal expression in rhematic position. The former happens in clause number 10 of the passage where a
new temporal scope is opened, since the events depicted (Berne's declaration as a World Landmark and award of a title) could
not happen in 1848 but at some unspecified time in the 20th century which the reader is left to infer by the reference to the
United Nations. The latter happens in the first clause of the passage where the temporal reference which signals the first
temporal scope in the passage (in 1191) appears in rhematic position. Table 1 below illustrates the correlations between the
global temporal chaining strategy, its linguistic encoding and the thematic selection options used by the writer to signal that
strategy.
Table 1: Chaining strategies and theme selection
Sentence #

Global Temporal Chain

Thematic

Selection

Correlation

TEMPORAL
SCOPES

LINGUISTIC
MARKING

SEMANTIC
TYPES

REALIZATION

1

1

in 1191

topical

Berne

non

2

-

-

-

-

-

3

2

In 1353

temporal

In 1353

gtc-t

4

3

after the fire

temporal

after the fire

gtc-t

5

-

-

-

-

-

6

4

from the 14th

temporal

from the 14th

gtc-t

7

5

In 1798

temporal

In 1798

gtc-t

8

6

In 1834

temporal

In 1834

gtc-t

9

7

In 1848

temporal

In 1848

gtc-t

10

8

United Nations

topical

Berne

non

gtc-t = correlation between global temporal chaining strategy and temporal thematic selection; non = no correlation between
temporal chaining strategy and temporal thematic selection.
Other chaining strategies found in the corpus (organizing texts both at a global and at a local level of analysis) include the
following:
1. Characterization strategy: line of development consisting of references to a concept or to characteristics of the generic
class to which the concept belongs (including attributes and parts).
2. Participant strategy: line of development consisting of references to different participants in the text.
3. Spatial strategy: spatial line of development consisting of different spatial scopes along an imaginary tour through which
the reader is guided to see a number of sights, or of different locations with respect to a central place of observation.
4. Sequential strategy: presentation of a sequence of steps in a procedure.
5. Though- or counter-argument strategy: series of arguments in favour or against the thesis defended by the writer.
3 CONTEXTUALIZING THEME: TOWARDS A SPECIFICATION OF CONSTRAINTS
Having outlined the guiding function of theme in discourse this section concentrates on its behaviour in specific contexts of
use. The question is: how does the context constrain the deployment of this resource? In other words, which contextual
factors determine thematic choice in discourse? In this paper we investigate the influence of two factors, namely, the

discourse purpose and the subject-matter on the thematic structure of discourse. The discourse purpose refers to the overall
communicative goal that the writer has in mind, while the subject matter is the abstract propositional context of the text.1
For illustration purposes, we present in tabular form the hypothetical correlations between contextual factors and
the selection of specific chaining strategies and thematic selection options .
Table 2 : Correlations between contextual factors and thematic choices
C ONTEXTUAL F ACTORS
P HENOMENA STUDIED
D.P/
Subject
Chaining
Theme
text type
Matter
Strategy
Selection
Expository
Generic concepts; CharacteriTopical
zation
Descriptive
Place rels.
Spatial
Location
Narrative
Events &
Temporal
Temporal
Participants
Participant
Topical
Instructive
Steps in a
Sequential
Temporal
procedure
Process
Argumentative
facts
through- and
Conjunctives
& ideas
counter argument
patterns

T EXTS
Samples
Encyclopedia
entries
travel guides
h. of cities,
biographies
recipes
i. manuals
editorials,
essays, etc.

These correlations can be explained as follows:
If the discourse purpose is expository and the subject-matter deals with whole classes of objects or generic
concepts, the hypothesis is that these two factors together control : a) the selection of a global characterization chaining
strategy, realized by the selection of topical themes as markers of that chaining strategy. If the discourse purpose is
descriptive and the subject-matter deals with place relations, the hypothesis is that these two factors will constrain: a) the
selection of a global spatial chaining strategy, signalled by the selection of locative themes. If the discourse purpose is
narrative and the subject-matter deals with events and participants, the hypothesis is that the most typical global strategy
selected by the writer will be a temporal one. At a more local level of analysis, it is frequent to find a participant strategy as
a minor chaining strategy. The temporal strategy is typically signalled by the selection of temporal themes, and the
participant strategy by topical ones. If the discourse purpose is instructive and the subject-matter deals with steps in a
procedure, the hypothesis is that these two factors will determine the selection of a sequential chaining strategy, signalled by
temporal and/or process themes, depending on the genre. If the discourse purpose is argumentative, and the subject-matter
deals with complex facts and ideas, the hypothesis is that these will determine the selection of two typical chaining
strategies: through-argument and counter-argument, both signalled by the selection of conjunctive themes as markers.
In order to test the specified hypotheses, empirical text analysis was carried out on a corpus of sixty texts varying
in both of these factors. The analysis methodology and the results obtained are explained in the next section.
4 ANALYSIS METHODOLOGY
Empirical text analysis was carried out on a corpus of sixty texts. The texts were distributed in sets of ten varying both in
discourse purpose and subject matter, except for those with an instructive discourse purpose where we selected twenty texts
to compare the different thematic selections depending on the genre. In order to test the influence of these two contextual
factors on the type of theme selected to signal a specific chaining strategy, we searched for characteristic scopes which define
the line of development of a given chaining strategy, and checked what type of theme was selected to signal that scope.
Due to space limitations we present in tabular form the individual analysis only of those texts which reflected a
narrative discourse purpose and whose subject matter concentrated on events and participants. For the rest of the texts, we
explain the analysis methodology and the results obtained.
4.1.1 NARRATIVE TEXTS
We selected ten historical passages including biographies and the history of two cities. All of them reflected a narrative
discourse purpose and concentrated on events and participants involved in those events. The hypothesis was that these two
contextual factors together would control the selection of temporal themes as markers of a global temporal chaining
strategy. In order to uncover this relationship, we searched for temporal scopes along a temporal line of development. Each
1
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time a new temporal scope was introduced in the text, we checked what type of theme was selected to signal that scope. The
results of the analysis are shown in table 3 below.
Table 3: Correlations between global temporal strategy and thematic selection
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Thematic
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0

0
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0
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0
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0

0
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0
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0
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0

0
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0
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0
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4
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0
0
top.=topical, locat.= locative, con.=conjuctive, pro.= process.
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The Pearson correlation coefficient (Butler 1985:143) showed a statistically significant correlation between the
number of temporal scopes (which define the global temporal strategy and characterize narrative texts) and the selection of
temporal themes (r=0.960; p<0.05), while no statistically significant correlation was found with any of the other theme
types. This confirms the hypothesis according to which given a narrative discourse purpose and a subject matter centering on
events, temporal themes will be selected to signal the global temporal strategy which typically organizes this type of texts.

4.1.2 EXPOSITORY TEXTS
Ten encyclopedia entries were selected where the discourse purpose was to define and/or explain whole classes of objects
and/or generic concepts. The hypothesis was that the texts would select topical themes as markers of a characterization
chaining strategy. In order to uncover this relationship, we searched for references to the concepts or to the characteristics of
the class of concept or object (including attributes and parts), and checked the type of theme selected to signal that reference.
The Pearson correlation coefficient showed a statistically significant correlation between the number of referential
scopes (which define the characterization strategy) and the selection of topical themes to mark that strategy (r=0.937;
p<0.05), while no statistically significant correlation was found with any of the other theme types. This validates the
hypothesis according to which given an expository discourse purpose and a subject matter centering on classes of objects
and/or generic concepts, topical themes will be selected to signal the global characterization strategy which typically
organizes this type of texts.
4.1.3 DESCRIPTIVE TEXTS
Ten texts describing place relations of some kind were selected. The texts presented spatial references to a central place of
observation, or relations between different location points with respect to each other. In order to uncover the relationship
between the spatial chaining strategy and the selection of locative themes to signal that strategy, we searched for spatial
scopes along a spatial line of development. Each time a new spatial scope was opened, we checked the type of theme
selected to signal that scope.
The Pearson correlation coefficient showed a statistically significant correlation between the number of spatial
scopes (which define the spatial chaining strategy) and the selection of locative themes to mark that strategy (r=0.989;
p<0.05), while no statistically significant correlation was found with any of the other theme types.This result validates our
hypothesis according to which given a descriptive discourse purpose and a subject matter centering on place relations,
locative themes will be selected to signal the global spatial strategy which typically organizes this type of texts.
4.1.4 INSTRUCTIVE TEXTS
Twenty texts which reflected an instructive discourse purpose and where a task of some kind had to be performed by the
reader were selected for analysis. The texts were method sections from recipes and procedural sections from instruction
manuals. This selection was done on the basis that not all the sections from instructional manuals or from recipes have an

instructive purpose, but can be descriptive or narrative. Both genres shared the same discourse purpose and the same subject
matter (steps in a procedure).Our claim was that these contextual factors together would determine the selection of process
themes as markers of a global sequential strategy. In order to uncover this relationship, we searched for steps in the
procedure to be performed by the reader. Each time a new step was introduced in the text, we checked the type of theme
selected to signal it.
The analysis of the ten extracts from instruction manuals showed a predominance of process themes and temporal
themes together (usually presented typographically by numbers) as markers of the sequential strategy. Preconditions and
goals were also selected as thematic options in some occasions. The ten recipes analysed thematized process themes only in
most of the cases. The Pearson correlation coefficient in the ten extracts from instruction manuals showed statistically
significant correlations between the number of steps and the selection of process themes to mark that strategy (r=0.943;
p<0.05), and also between the number of steps and the selection of temporal themes (r=1), while no statistically significant
correlation was found with any of the other theme types.
4.1.5 ARGUMENTATIVE TEXTS
Ten texts were selected (including editorials, essays, etc...) with an argumentative or persuasive purpose where the writer
presented facts and ideas to convince readers of the truth or the falsity of some fact. Our claim was that these two contextual
factors together would control the selection of conjunctive themes as markers of two typical global chaining strategies:
through-argument or counter-argument. In order to uncover this relationship, we counted the arguments in favour or against
the thesis presented by the author. Each time a new argument or a new step in an argument was introduced in the text, we
checked the type of theme selected to signal that argument.
The Pearson correlation coefficient showed a statistically significant correlation between the number of arguments
and the selection of conjunctive themes to mark that strategy (r=0.605; p<0.05), while no statistically significant correlation
was found with any of the other theme types.
5 REPRESENTATION
This section presents a preliminary computational specification of the empirical results investigated above in the
application context of text generation. Following a functional-stratificational approach to the language system, and its
application to issues of computational specification in text generation (see Bateman 1993; Ramm et al. 1995), the
investigated correlations could be represented as inter-stratal constraints in a multistratal text generation architecture. In this
type of architecture each stratum constitutes a separate module, thus requiring two interfaces to mediate between different
levels of description. This allows for a more diversified account of the complexity of linguistic information needed for the
production of pragmatically-motivated texts.
The account of grammatical Theme in the English clause we assume here is the one found in the very large
computational systemic-functional grammar of English described in (Matthiessen 1995). An example of the description of
English Theme within this framework is shown in Figure 1 below.
Figure 1: Generalized THEME systems for English
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This system network -which describes simple, experiential Theme only- says that there are two simultaneous systems:
THEME SELECTION (unmarked/marked theme) and THEME PREDICATION (predicated theme/ non-predicated theme). If

"marked theme" is selected, the system THEME MATTER ("theme matter/ "non-theme matter") is available; and so on.
This paradigmatic type of organization significantly simplifies the specification of an interface with higher level sources of
control. For example, if we proceed bottom-up (i.e., from grammar to text) we can design an interface which mediates
between this grammatical system and its discourse semantics by creating a semantic system for Theme in English which
recognizes the types of information which the discourse resources will preselect. Such a system will function as an
interlevel (cf. Halliday et al. 1964) between lexico-grammar and discourse semantics abstracting from lexicogrammatical
and realizing text building categories. Figure 2 below presents a preliminary semantic specification for Theme in English.2

Figure 2: English Theme semantics
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For each figure, to use Halliday and Matthiessen's semantic term for what in the congruent case corresponds to a clause
lexicogrammatically (cf. Halliday & Matthiessen, in press), there is an element of the message which serves as its point of
departure, which contextualises it. This point may be simple, i.e., embracing only one of Element-of-process, Text-builder,
Interaction-marker, Part-of-event, or it may be Multiple, i.e. embracing one of several-parts-of-event, other-multiplecontextualization. The grammatical realization in the first case is Simple Theme, in the second case Multiple Theme.
When the point of departure is simple, it can be further classified into the following options:
• Interaction-marker. The lexicogrammatical realization of this is Interpersonal Theme.
• Text builder. The lexicogrammatical realization of this would be a Textual Theme.
• Part of event. The realization would be an Experiential Theme.
If we move one step further in delicacy, the semantic choices under Part-of event include Exclusive Identity and
Phenomenon. When an Exclusive Identity is assigned to the point of departure, the grammatical realization is a Predicated
Theme. If the choice is Non-exclusive, then the realization is Non-predicated theme. When a Phenomenon is chosen as a
point of departure, the major options are Participant, Process and Circumstance. Under the semantic type Participant, the
options are 1st participant subject or Participant non-subject . In English, the grammatical realization of making the 1st
participant subject a theme is an Unmarked theme; the grammatical realization of making a non-subject participant the
theme of the clause is a Marked theme. When the phenomenon is a Process rather than a participant, in English the
grammatical realization is a Marked theme. When the phenomenon is a Circumstance of some kind (location, time, matter,
accompaniment, manner, role, etc..) in English the grammatical realization is a Marked theme too.

2

For a comparison with the specification provided for German see (Ramm et al. 1995).

As the network illustrates, the categories used here are functional-semantic ones, abstracted from various interrelated
areas of the grammar so that they can interface between grammatical categories and their (con)textual motivations.This
seems to be a necessary stratum in order to avoid the methodological gap between high-level sources of control and
lexicogrammatical choices. By contrast, the grammatical realizations of the choices made at this discourse-semantic level are
language-dependent. For example, selecting a Circumstance as the point of departure at the semantic level is realized in
English by a Marked Theme at the grammatical level, but by an Unmarked Theme in other languages (e.g., German,
Italian, Spanish, to mention just a few) where circumstances are not considered to be marked options in their respective
grammars. Therefore, the introduction of this semantic interface has important advantages for multilingual generation
architectures which recognize the complexity of the different types of information necessary to generate texts in different
languages.
5.1 CONTEXTUAL MOTIVATIONS AND THEME SEMANTICS
The semantics of Theme specified above provide the necessary intermediate stratum between lexicogrammatical and discourse
resources. The network above, however, just provides the linguistic resource without specifying the contextual conditions
which motivate specific choices. In other words, in order to exercise pragmatic control on Theme as a semantic resource, we
have to provide a computational specification of the investigated correlations between contextual factors and theme options
specified in the network above. A well-known representational mechanism used in Penman-style generators is the inquiry
framework, developed by Mann and others (Mann 1983) and explained elsewhere (Matthiessen & Bateman 1991). This
mechanism allows to represent the (con)textual motivations for particular options in a system network as inquiries . Thus,
as a preliminary illustration, we could formulate some inquiries with respect to the semantic network above as follows:
Choice:
Inquiry (-q):
Then:
Choice:
Inquiry (-q):
THEN:

SIMPLE vs. MULTIPLE points of departure
Is your message hung on more than one of element of the situation, interpersonal expression or textual
expression?
classify semantic THEME as MULTIPLE
under SIMPLE between INTERACTION-MARKER, TEXT-BUILDER, or PART-OF-EVENT
Is the discourse purpose argumentative and do you want to signal a global through- or -counter argument
chaining strategy?
classify semantic THEME as TEXTUAL THEME

Inquiry -(q): Do you want to express the interaction between speaker and hearer by
a) addressing some interlocutor by name, or
b) presenting your epistemic or deontic assessment of the proposition, or
c) asking a Wh- question, or
d) instructing the reader to perform an action?
THEN:
classify semantic THEME as INTERPERSONAL THEME
Inquiry -(q): Do you want to contextualize some element of the situation or part-of-event?
Then:
classify semantic THEME as PART-OF-EVENT
Moving one step further in delicacy we can formulate the following inquiries:
Choice:

under PHENOMENON between PARTICIPANT, PROCESS and
CIRCUMSTANCE
Inquiry -(q):Is your discourse purpose expository, and does your subject matter deal with whole classes of
objects, and have you selected a global characterization strategy?
THEN:
classify semantic THEME as PARTICIPANT SUBJECT (TOPICAL)
Inquiry -(q): Is your discourse purpose narrative, and does the subject-matter of the text deal with events
and have you selected a global temporal chaining strategy?
THEN:
classify semantic THEME as TEMPORAL CIRCUMSTANCE
Inquiry -(q): Is your discourse purpose descriptive, and does the subject-matter deal with place relations,
and have you selected a global spatial chaining strategy?
THEN:
classify semantic THEME as SPATIAL CIRCUMSTANCE
As we can see, inquiries of this type address (con)textual information which constrains the choices in the semantic Theme
network presented above. Factors such as the discourse purpose, the subject matter, and the selected global chaining strategy
selected to organize the text are specified as the conditions which functionally motivate thematic choices at the discoursesemantic level. These choices are then stratally related with the lexicogrammatical options presented in the generalized

Theme systems by means of realization. For example, the choice of a spatial circumstance as point of departure on the
semantic stratum is conditioned by the high-level contextual information captured in the answers to the last inquiry above
(descriptive discourse purpose, subject-matter dealing with place relations, and global spatial chaining strategy) and realized
by a marked theme in the lexicogrammatical stratum, as shown in the generalized grammatical systems for Theme in
English (see Figure 1).
This preliminary specification is only an illustration of how one could specify the investigated correlations between
contextual factors and lexicogrammatical options. The use of the system network and its translation into (typed) feature
structures and of the inquiry interface is well understood in computational systemic-functional accounts, being a common
representational means in PENMAN-style generators. This fact makes this type of specification consistent with the
theoretical framework adopted in this paper.
6 CONCLUSION
As the empirical analysis has shown, there exist statistically significant correlations between contextual factors from the
communicative situation and thematic selection options in discourse. These correlations validate the claim that thematic
choice is not random but is contextually controlled by, at least, the contextual factors identified in this paper. The results of
this empirical analysis have important implications in the application area of text generation where a fundamental task is to
produce pragmatically-motivated textual variants. This can be done by recognizing the complexity of linguistic resources
involved in text production as distinct strata in a multistratal generation architecture and by representing the correlations
between contextual parameters and grammatical phenomena as inter-stratal constraints. In this paper we have attempted to
specify these correlations by providing a preliminary illustration of the way in which these diverse resources can be
represented in such type of architecture. Clearly, more work has to be done, both empirically and computationally, to refine
and extend the results of this initial investigation. We hope, however, that these initial results will pave the way for further
developments in the future.
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Abstract
Interpretation of natural language is inherently context-sensitive. Most words in natural
language are ambiguous and their meanings are heavily dependent on the linguistic context in
which they are used. The study of lexical semantics can not be separated from the notion of
context. This paper takes a contextual approach to lexical semantics and studies the linguistic
context of lexical atoms, or “sticky” phrases such as “hot dog”. Since such lexical atoms may
occur frequently in unrestricted natural language text, recognizing them is crucial for
understanding naturally-occurring text. The paper proposes several heuristic approaches to
exploiting the linguistic context to identify lexical atoms from arbitrary natural language text.

1. Introduction
Human communication relies heavily on the mutual understanding of the context or
situation where the communication is performed. It is not a surprise that interpretation of
natural language is inherently context-sensitive. In different situations or contexts, the same
sentence may be interpreted differently; anaphors may be resolved differently; structural and
lexical ambiguity may be resolved in different ways. Thus, context, because of its importance
to natural language understanding, has been a very important topic studied by computational
linguists[Allen 95, Alshawi 87].
The importance of context for lexical semantics has been emphasized[Cruse 86, Rieger 91,
Slator 91, Schutze 92]. Most words in natural language are ambiguous, and may be interpreted
differently within different contexts. For example, “bank” can mean an institution that looks
after your money (the “money” sense) or the side of a river (the “river” sense). To decide
which sense “bank” takes in an actual situation we must look at the context of “bank”.
Sometimes a small amount of information (such as in the phrase “high interest bank”) is
sufficient for the disambiguation; while in other cases, a larger amount of information may be
needed, (E.g., in the sentence “He went to the bank yesterday”, the sentence itself is
insufficient for the disambiguation and a richer context is needed.) The context of a word can
usually provide good clues to decide which sense the word has in this context, or as Firth said,
“You shall know a word by the company it keeps” [Firth 57]. Thus, if “money”, “account”, or
“interest” occurs in the context, it is very likely “bank” has the “money” sense; while if “river”,
or “water” occurs in the context, it is more likely to take the “river” sense.
In this paper, we study the linguistic context of a special kind of lexical units called lexical
atoms. A lexical atom is a “sticky” phrase like “hot dog”, in which one or more constituent
words do not carry their regular meanings. Since lexical atoms are multi-word lexical units that
can not be processed compositionally, recognizing them is crucial for many natural language
processing tasks. We propose several statistical heuristics to exploit the context to identify
lexical atoms from unrestricted natural language text.

2. Lexical Acquisition and Lexical Atoms
The study of lexical semantics and lexicon acquisition have been given much attention
recently by computational linguists [Zampolli et al 95, Saint-Dizier 95, Zernik 91]. One reason
for this interest may be due to the fact that many modern grammar theories are now converging

on the acceptance of the increasingly important role of lexicon and a theory of lexicon is a very
important part of the grammar theory. Another reason may be due to the fact that the availability
of a large-scale lexicon is necessary for the scale-up of any practical natural language
processing system. There are two different approaches to developing a lexicon: manual
construction and automatic acquisition. Manual construction of lexicon is both time-consuming
and labor-intensive, automatically acquiring a lexicon is thus very attractive [Zernik 91].
One important aspect of acquiring a lexicon is the acquisition of lexical atoms. A lexical
atom is a multiple-word phrase that has a non-compositional meaning, that is, the meaning of
the phrase is not a direct composition of the literal meaning of the individual words that
comprise the phrase. A good example is “hot dog”, where the meaning of the whole phrase has
almost nothing to do with the literal meaning of “hot” or “dog”. Proper names and some
technical terms are also good examples (e.g., “Hong Kong”, “artificial intelligence”). New
phrases that people constantly invent are often typical lexical atoms (e.g., “TV dinner”).
Because the meaning of lexical atoms is non-compositional, naturally, they must be
recognized and treated as a single unit, rather than a composite structure. Lexicographists have
to identify lexical atoms and list them as independent lexicon entries[Hartmann 83]. In
information retrieval, it is desirable to recognize and use lexical atoms for indexing[Evans &
Zhai 96]. In machine translation, a lexical atom needs to be translated as a single unit, rather
than word by word [Meyer et al 90].
The general issue of the compositionality of meaning has been widely studied by linguists
and computational linguists[See e.g., Dowty et al 81, Pustejovsky et al 92, Pereira 89, Pereira
& Pollack 90, Dale 89 among others]. One difficulty with lexical atoms is that they are
inherently context-sensitive. For example, “White House” is a lexical atom in a government
news report, but may not be a lexical atom in a general news report (such as in “a big white
house”). Thus, it is natural to exploit context to identify lexical atoms.

3. Exploiting context to identify lexical atoms
The study of lexical semantics can take two major approaches -- the generative approach
[Pustekpvslu 95] or the contextual approach [Cruse 86, Evens 88]. In the generative approach,
a lexical item is defined based on certain more basic notions (such as conceptual primitives).
The intensional and extensional content of the lexical item is described; In the contextual
approach, a lexical item is related to other lexical items. The relation or dependency among
lexical items is described. For lexical acquisition, the generative approach often exploits online
dictionaries and extracts lexical information from the entry definition; while the contextual
approach often exploits the online text or large corpora to extract lexical collocations. Because
the meaning of a lexical atom has a non-compositional nature, it is inherently hard to identify
lexical atoms using the generative approach. However, if we take the contextual view, and
regard the meaning of any phrase as being “defined” by the context in which the phrase is
used, it is possible to exploit such context to decide if a phrase is likely to be a lexical atom.
As mentioned above, the most important characteristic of a lexical atom is its semantic
non-compositionality, that is, the meaning of a lexical atom is different from any simple
combination of the normal literal meanings of its component words. In other words, not every
individual words keeps its normal literal meaning. Thus, we may define a two-word lexical
atom roughly as follows. Such definition can be generalized to lexical atoms with more than
two words, but we are only concerned with two words in this paper.
Lexical Atom: A two word noun phrase [X Y] is a lexical atom, if and only if the meaning of
[X Y] is not a direct composition of the regular literal meanings of X and Y.
For instance, “natural gas” (as in the name of a gas company) can be judged as a lexical
atom, because the meaning of “natural gas” is not a direct combination of the meaning of
“natural” and the meaning of “gas”. Although “gas” seems to have its regular meaning here,
“natural” does not carry its regular meaning at all, and thus, “natural gas” is not “natural”. On
the other hand, “stock market” would not be judged as a lexical atom, because both “stock” and
“market” carry their regular meanings in contributing to the meaning of the whole phrase “stock
market”. Note that the definition above implies that the judgment of lexical atom is contextdependent, as the judgment is based on the phrase's meaning, which is context-dependent. For
example, whether “white house” is a lexical atom has to be judged based on the context in

which it occurs (see section 2). Even with the context given, whether the meaning of a phrase
is compositional can still be uncertain, since the notion of compositionality is not clear-cut. For
example, it is hard to say that the phrase “bottom line” has a compositional or noncompositional meaning. Thus, in order to judge and identify lexical atoms, it is necessary to
measure the composition uncertainty in a context-sensitive way.
The linguistic context of a lexical atom may be represented with different levels of details.
Theoretically, it is desirable to exploit as much contextual information as possible, but in
practice, it is extremely hard to obtain a deep and detailed representation of context in
unrestricted domains, because even to correctly parse an unrestricted text is very hard. For this
reason, an extremely simplified view of context, where a context is simply represented by the
words that occur in the context, has been common in corpus-based linguistics and statistical
natural language processing. This view is especially common in the work of word sense
disambiguation, where a fixed length of word window (or context) is used to characterize the
meaning of sense of the word in the center [Schutze 92, Gale et al 92]. For the purpose of
lexical atom identification, we follow the same kind of simplification. Specifically, we restrict
the linguistic context of a word/phrase to the surrounding words of the word/phrase within a
certain boundary (e.g., a 50-word, or 10-sentence text window). This, of course, has the
disadvantage of excluding not only the pragmatic environment (e.g., the language users), but
also any syntactic relation, from the notion of context. Nevertheless, the simplification makes it
much easier to use the contextual information, especially by statistical approaches.
With this simplified notion of context, we propose three statistical heuristics to measure
the compositionality:
• Phrase-Word Cooccurrence (PWC) measure: The compositionality of a phrase [X Y]
is proportional to the relative frequency of X's (or Y's) occurring in the context of [X Y].
This measure is based on the observation that if the meaning of [X Y] is radically different from
X (or Y), X (or Y) will be unlikely to occur in the context of [X Y]. For example, we would
expect “hot” or “dog” to occur less frequently in the context of “hot dog” than “stock” or
“market” would occur in the context of “stock market”.
• Word Association (WA) measure: The compositionality of a phrase [X Y] is
proportional to the statistical association of X and Y in other ways than the phrase [X Y] within
some boundary of context.
This measure is based on the observation that if [X Y] is non-compositional, then, it is unlikely
that the association [X Y] comes from the general semantic association between X and Y.
Thus, if we take the association [X Y] away from the text, we will not expect X and Y to have
strong association. For example, we would not expect “hot” and “dog” to have strong
associations other than the one in “hot dog”, but “stock” and “market” may still be associated
in contexts other than the phrase “stock market”.
• Context Similarity (CS) measure: The compositionality of a phrase [X Y] is
proportional to the similarity of the context of [X Y] and that of X or Y.
This measure is based on the observation that if [X Y] is non-compositional, we will expect the
context of [X Y] and that of X or Y to be very different. For example, we will expect the
context of “hot dog” to be very different from the general context of the single word “hot” or
“dog”, but “stock market” has a much better chance to share certain context with the single
word “stock” or “market”.
Based on these heuristics, it is possible to quantitatively measure the compositionality of a
phrase using simple statistics. For example, the following is one of the possible ways to
compute the three measures.
We assume that the context of any word/phrase is just the surrounding N words of the
word/phrase. Let [X,Y] denote a phrase with words X and Y; let FQ(X) be the total frequency
of X in the corpus, and FQ(X:Y) the total frequency that X and Y co-occur within an N-word
text window.

The PWC measure of a phrase [u,v] (with respect to u and v respectively) can be
computed as
FQ(u:[u,v])
PWC([u,v],u)=
FQ([u,v])
FQ(v:[u,v])
PWC([u,v],v)=
FQ([u,v])
The WA measure of a phrase can be computed as
FQ(u:v) - FQ([u,v])
WA([u,v])=
FQ([u,v])
To compute the CS measure of a phrase [u,v], we need first to quantitatively represent the
context of a word. This can be done by forming a context vector for any word using the same
method as [Schutze 92], where the vector was used for the task of word sense disambiguation.
The basic idea is the following: Given a word w, we can collect all the context words (i.e.,
words that occur in the surrounding N-word contexts of w). Each context word is then given a
weight that measures its association with w, and the weights of all the context words of w form
a vector that quantitatively characterizes the context of w. The weight of a context word can be
determined simply by counting the occurrences of the word in all the N-word contexts of w, as
in [Schutze 92], or also considering the global frequency of the context word. The latter is
similar to the idf-tf scoring in standard information retrieval techniques [Salton & McGill 83].
With the idf-tf scoring, the weight of a context word c is proportional to its frequency in the Nword contexts of w, but inversely proportional to its global frequency, and can be computed as
"FQ(c:w)/log(FQ(c)+1)". Since the contexts of u and v can be represented by two vectors of
numbers, the similarity of their contexts can be measured by any standard similarity measure
between two vectors. For example, given two vectors v1=(x1,x2,...xn) and
v2=(y1,y2,...,yn), the cosine measure of the similarity between v1 and v2 is
x1*y1 + x2*y2 +... xn*yn
sim(v1,v2)=
sqrt(x1*x1+...+xn*xn)*sqrt(y1*y1+...+yn*yn)
For the WA measure, we get one single compositionality value, but for the PWC and CS
measures, we get two values with respect to each word. To obtain one single combined
compositionality value for the PWC and CS, we can take the sum or product of the two
individual values. Once the compositionality of a phrase can be quantitatively measured, lexical
atoms may be identified by selecting, as lexical atoms, those phrases whose compositionality
measure value is below certain threshold.

4. Experiments
To test our heuristics for measuring phrase compositionality and identifying lexical atoms
from naturally-occurring text, we implemented the three measures of phrase compositionality
and performed some experiments on an experiment corpus -- the initial 20-megabyte chunk
from the Associate Press Newswire 89 corpus (from the Tipster Collection [Harman 95]). In
all experiments, the experiment corpus was first tagged with a lexicon. Then all the functional
words were dropped and the corpus was thus condensed to contain only substantial words
1
(mainly nouns, verbs, adjectives) . The 400 most frequent noun-noun pairs in the corpus (with
a frequency range of 11-700) were then generated as the candidate set of lexical atoms.
Each of the three measures was used to generate a ranked list of the 400 candidates based
on their compositionality measure values. For the PWC measure, the combined
1

The size of the condensed corpus is around 14 megabytes.

compositionality value is the product of the two PWC values with respect to each word 2. For
the CS measure, the combined CS measure is the sum of two individual CS values. All
experiments, unless otherwise specified, used the same window size 80, i.e., the preceding 40
words and the following 40 words of any candidate phrase are regarded as the “context” of the
phrase.
Since non-compositional pairs are often also collocations, it makes sense to see if the
measures for finding collocations can also capture compositionality. Several such measures
have been proposed [See for example, Smadja et al 90, Church et al 89, and Dunning 93]. We
tried one very popular measure that has been frequently used for finding collocations -- Mutual
Information (MI). Informally, the MI measure of any two words compares the probability of
observing the two words together (as an adjacent pair) with the probabilities of observing the
two words independently. A greater MI value indicates that the two words occur as an
adjacently pair much more frequently than the expected chance. Details of this measure can be
found in [Church et al 89] .
The top 10 and bottom 5 word pairs from each measure are shown in Table 1 and Table 2
respectively. It is easy to see that most top candidates are indeed good lexical atoms, while the
bottom ones are generally not, which indicates that all the four measures can capture the
compositionality to certain extent.

PWC measure
asylum seeker
black tie
blue chip
death penalty
drug czar
en route
feeder cattle
Holly Farm
independent counsel
Jimmy Carter

WA measure
affirmative action
asylum seeker
blue chip
drug czar
en route
Holly Farm
Italian lira
Jimmy Carter
jumbo jet
Naturalization Service

CS measure
blue chip
Savannah River
square root
enforcement official
red cross
guest house
French franc
Naturalization Service
operation rescue
surgeon general

MI measure
pork belly
asylum seeker
Italian lira
feeder cattle
en route
Swiss franc
Warsaw Pact
Jimmy Carter
wind chill
Savannah River

Table 1. The top 10 word pairs for four different measures

PWC
measure
school student
reagan budget
dollar rate
african student
Chinese student

WA measure

CS measure

police official
company official
state official
government report
school student

income tax
pacific coast
tender offer
African student
aids virus

MI measure
police official
state official
state police
last time
last year

Table 2. The bottom 5 word pairs for four different measures

In order to quantitatively compare each measure, the author manually judged 152 of the
400 candidates as true lexical atoms. It is difficult to use any well-defined criterion for the
judgment, but generally, a pair would be judged as a lexical atom if the description of the pair's
meaning does not involve the single words or the relation between the two words is so complex
that extra substantial words are needed to describe it. For example, because “stock market” can
be described as the “market” of “stock” and “Japanese student” can be described as the
2

Ranking by the sum of the two PWC values seemed to work less well than ranking by the product .

“student” who is “Japanese”, neither “stock market” nor “Japanese student” has been judged as
a lexical atom. But “real estate” has been judged as a lexical atom because “real estate” is not an
“estate” that is “real”. Although there are many vague cases and we can even imagine a great
inconsistency between human judgments, there are also many clear cases, and the judgment
may still be useful for the purpose of comparison of different measures.
Each measure is evaluated by the precisions at 11 selected points, each of which
corresponds to a pre-specified cutoff of the ranked candidate pairs. For example, if among the
top 10 pairs, 8 of them are true lexical atoms, we have a precision of 0.8 at 10 candidates (at a
cutoff of 10). We also calculated the average precision, which is the average (over all the lexical
atoms) of the precisions at all points of finding each new lexical atom.
Table 3 compares the four measures, and Figure 1 shows the corresponding precision
curves.

at
at
at
at
at
at
at
at
at
at
at

10 pairs
20 pairs
30 pairs
40 pairs
50 pairs
70 pairs
100 pairs
150 pairs
200 pairs
300 pairs
400 pairs
Average

PWC measure
0.900
0.900
0.900
0.875
0.820
0.757
0.710
0.633
0.535
0.470
0.380
0.681

WA measure
0.800
0.850
0.833
0.825
0.740
0.729
0.700
0.647
0.580
0.467
0.380
0.678

CS measure
0.500
0.600
0.600
0.625
0.600
0.586
0.540
0.500
0.485
0.420
0.380
0.515

MI measure
0.700
0.850
0.833
0.825
0.820
0.771
0.680
0.613
0.565
0.457
0.380
0.655

Table 3. Precisions for four different measures
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Figure 1. Precision curves for four different measures

From these results, we can see that the PWC measure gives the highest precision,
especially in terms of the front-end precision. The front-end precision is a good indicator of
how well a measure captures compositionality, since a higher front-end precision indicates that

the measure has “pulled” up more true lexical atoms on the top. The shape of the precision
curve can also reflect how accurate a measure is. For example, the shape of the PWC curve
tells us that we get a greater ratio of false lexical atoms as the threshold for selecting lexical
atoms is being relaxed (i.e., as the word pair cutoff increases). This is what we may expect for
an accurate measure of lexical atoms. However, for all the other three measures, we may get a
smaller percentage of false lexical atoms when the threshold is being relaxed. Such difference
may have an impact on the determination of the threshold. Specifically, it may be easier to
decide a threshold in the case of PWC measure, since a tighter threshold generally gives a
higher precision.
The difference between the WA measure and MI measure seems to be insignificant. The
shape of their curves also look very similar. Although the WA and MI measures generally
result in lower precision than the PWC measure, the difference is not so significant as it seems
to be, because the size of the sample of lexical atoms used for the evaluation is very small. For
example, at the cutoff of 30 pairs, the PWC measure only returns 2 more true lexical atoms
than the WA or the MI measure. However, there is a great difference between the CS measure
and the other three measures. The precision of the CS measure is significantly lower than those
of the other three. We have tried different window sizes from 20 to 80 to see if the results from
the CS measure might be sensitive to the window size, but there is no significant difference in
the results.
It is impressive that the results of the MI measure are comparable with the PWC or WA
measure, since this may indicate that other measures for finding collocations may also capture
the compositionality (at least to certain extent). Therefore, it makes sense to make a further
comparison with other collocation measures such as [Dunning 93], but this is out of the scope
of the paper.
Although our experiments have not shown a great difference between the PWC and MI
measures, these two measures may capture the compositionality in different ways, since we
found that the two measures have ranked different lexical atoms on the top. Each measure
found 41 lexical atoms among the top 50 candidates, but the two sets of 41 lexical atoms have
only 21 in common. Thus, it is not a surprise that when the results from the PWA and MI
measures are merged, the precision is slightly better than either one alone. The merged results,
which are shown in Table 4, are obtained by fixing on the top the common candidates (23
altogether) of the top 50 candidates from each measure and then alternatively picking a new
pair from each result set.

at 10 pairs
at 20 pairs
at 30 pairs
at 40 pairs
at 50 pairs
at 70 pairs
at 100 pairs
at 150 pairs
at 200 pairs
at 300 pairs
at 400 pairs
Average

PWC and MI (merged)
0.900
0.900
0.900
0.875
0.82
0.8
0.73
0.653
0.565
0.463
0.380
0.700

Table 4. Precision of merged results from PWC and MI measures

One advantage of the PWC and CS measures over the WA and MI measures is both the
PWC and the CS measures also provide an individual compositionality value w.r.t. each word,
besides the single combined compositionality value. The individual compositionality measure
can give a further breakdown of the compositionality of the pair and can suggest an explanation

why the pair is a lexical atom. For example, the PWC values for “heart attack” w.r.t. “heart”
and “attack” are 1.016 and 0.056 respectively, which suggests that “attack” does not carry its
regular meaning in “heart attack”, but “heart” does. However, the two PWC values for “red
cross” are 0.023 and 0.015 respectively, which means neither “red” nor “cross” carries its
regular meaning in “red cross”. In terms of computational complexity, the PWC, MI, and WA
measures are significantly better than the CS measure.
An implicit assumption in all these measures is that we assume the corpus is homogeneous
so that the use of a candidate phrase is relatively unambiguous and thus the context can reflect
the meaning of the phrase well. This assumption is held in tasks such as discovering lexical
atoms from text in a particular domain. However, with this assumption, it is impossible to
distinguish whether an ambiguous phrase (e.g., white house) is, or is not, a lexical atom in a
specific context, since all the measures rely on the global information to certain extent. In this
case, the CS has its advantage, since , it might still be possible to measure the "closeness" of
the specific context of the phrase and the general context of the constituent words, even though
the “specific context” may have only very few information.

5. Conclusions
The major contribution of this paper is the introduction of a novel way of exploiting
linguistic context for the purpose of identifying lexical atom. We gave a context-dependent
definition of lexical atoms in terms of phrase compositionality. We proposed and implemented
three different statistical measures to quantitatively measure the uncertainty of phrase
compositionality. The experiment results based on such measures have shown that they all can
capture phrase compositionality to some extent.
We also found that the mutual information measure is almost as effective as the PWC and
WA measures we proposed in terms of capturing non-compositionality. But, the PWC
measure has the advantage of providing a breakdown of the compositionality value. With some
threshold, which has to be decided empirically, such measures can be practically used to detect
lexical atoms from unrestricted text.
Our notion of linguistic context is a very simplified one. The simplification includes: 1).
The boundary of the context is limited to certain number of words (e.g., 80 words in the
experiments). 2). The content of the context is simply assumed to be a bag of words.
Therefore, a lot of useful information such as the syntactic/semantic relations has been
ignored. Even the information about the relative position of the words within a context has not
considered. 3). The relation between a word and its context is assumed to be statistically
modeled. The experiments, however, have shown that even such a simplified notion of context
can be very useful.
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Summary:
In the framework of discourse analysis the relationship between explicit and implicit meaning is
discussed. The discussion is based on verbal discriminations in private and public discourses.
Implicit meanings of sentences cannot be inferred directly from their content or from the meanings
of individual words within an utterance. Rather, they can be understood from the context in which
the utterance is made. The following hypotheses are examined: (1) Explicit discriminations are
apparent in the expressions or contents of utterances. (2) Implicit discriminations are relationships
between utterances and their context. (3) Implicit discriminations often become manifest by means
of verbal cues, and by separate utterances. (4) Explicit and implicit meanings are often inverse
manifestations of the same evaluative dimension. The relationship between explicit and implicit
discriminations is illustrated on the basis of a text from a British newspaper. The investigation
yields an understanding of verbal discrimination which stems primarily from categorization and
evaluation and allocates only secondary significance to whether it is the ingroup or the outgroup
which is categorized and whether the evaluation is positive or negative. Finally, reference will be
made to the relevance of the relationship between explicit and implicit meanings for qualitative and
quantitative context analysis. It is fundamental to the study that the textual material (i.e. the
signifiers) is literally taken as the basis for the investigation and is essentially measured against
itself, so that identities, differences and opposites become obvious.
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Introduction
In the present study a concept of context and implicitness based on verbal discriminations in
private and public discourses will be discussed. The starting point of the investigation is the
distinction between explicit and implicit meaning. The question directing our research is whether
explicit indicators for implicit meanings exist and whether the relationship between explicitness and
implicitness has methodological relevance. The goal of the investigation is to discover some clues
which can assist us in pursuing qualitative and quantitative context analysis.
One of the starting points of the study is the ordinary-language approach. Words obtain meaning in
relation to their social circumstances and their verbal context. With these words things are not only
presented but something is simultaneously done. This is often so obvious that one does not pay
particular attention to it (cf. e.g. Wittgenstein, 1971; Galliker, 1977; de Certeau, 1988). In the
present study natural speech is understood not as static, but as dynamic in the sense of discourse
analysis (cf. e.g. van Dijk, 1985; Jäger, 1993; Luutz, 1994). Special attention is given to a dialectical
moment in the relationship between context and speech: The context is understood as a
continuously newly constituted external complement of 'internal' meaning (cf. e.g. Markovà, 1990).
Something undefined becomes conscious in that it is demarcated and therefore frequently appears at
first as its opposite (Galliker, 1980). Verbal units (words, sentences) do not have fixed meanings,
but change their meaning depending on which other verbal units appear in the same context. This
means that the main point should be the order of the letters. For the interpretation of the letter
order primarily its relation to another letter order or to another signifier should be considered. The
derivation of and grounds for this primacy of the signifier - influential in Freud's work on the
interpretation of dreams, Freudian slips and jokes - will not be discussed here (for more on this
topic cf. Galliker, 1990). However, we will briefly mention the computer readability of the
signifiers, which is especially relevant for quantitative context analysis.

Context
The context of a certain utterance is the circumstance in which the utterance occurs (cf. e.g.
Wittgenstein, 1980). The context has a cultural character because it is only relevant as meaning
produced, and reproduced, by human beings. Thus, the cultural circumstances can also be
understood as a "framework", which as such embodies human meaning. Conversely language use is
very largely prescribed and proscribed by the situation in which it is spoken (or written), which can
be understood as the "language reflects context" paradigm (cf. e.g. Gumperz, 1972; Giles &
Goupland, 1991).
According to the focus of the subject, the context is always more or less restricted. If the restriction
is eased the context can expand infinitely. The salient context can be the text in direct relationship to
the utterance in question, i.e. the text as a whole in which the utterance appears, and in particular
the text immediately preceding the utterance. The context cannot, however, be reduced to this alone.
There are different contextual levels, ranging from the culture as a whole to face-to-face interaction
of human beings (Bronfenbrenner, 1979; Wagner, 1997). The content of the same utterance focused
in different contexts obtains different meanings. If the participants do not agree on the same level
(or focus on the same episodes or contextual sections), communication problems can arise (cf. e.g.
Forgas, 1988). Different possibilities for interpretation often give rise to long discussions.
Contradictory interpretations, which appear consecutively in alternation, can be termed ambiguous

meanings (Galliker & Wagner, 1995).

Verbal Discrimination
Social discrimination can be defined as unequal treatment and valuation of persons in accordance
with the social and/or cultural categories to which they belong. Categorization means using a
generalized category (for example “asylum-seekers”) when referring to an individual. The individual
is no longer regarded as a person with various interests, behavior and psychological characteristics,
but is "frozen" into a prototype. Valuation means the assignment of a label according to the
acceptance of the group in question. In the case of negative valuation, a pejorative designation
("sham asylum-seekers") or a pejorative judgement ("they are only after the money") is made.
Unlike an insult, the devaluation directed against a person by categorization refers not only to that
person's character or conduct, but also to his/her cultural and social identity.
Social discrimination expressed in private or public discourse is called verbal discrimination .Unlike
verbal discrimination in face-to-face discourse, in public discourse there is a distance between
discriminator and victim. Furthermore, there is no control over the identity of the recipients
(Graumann, 1995). Verbal discrimination is constituted in a multifaceted manner (Graumann &
Wintermantel, 1989; Galliker, Huerkamp, Wagner, & Graumann, 1994), consisting essentially of
categorization and evaluation (Wagner, Huerkamp, Jockisch, & Graumann, 1993). These claims are
based on the results of two studies, one involving 54 German and 54 immigrant subjects (Galliker et
al., 1994), and the other involving 58 German subjects (Galliker, Weimer, & Wagner, 1995).
Verbal discrimination can be either explicit or implicit. Explicit discriminations are utterances
expressing judgments of outgroup-categories. Such a judgment is made lexically, for example:
"asylum-seekers are lazy", or by the content of the utterance as a whole, for example: "there are no
hard-working immigrants". Here, the judgment is negative, but it can also be positive (e.g.
“immigrants are hard-working people”). Implicit discriminations are utterances in which the
judgment, and perhaps other discriminatory aspects, are not reflected in the words or the content of
the utterance. They can be understood as being discriminatory only from the context in which they
are made (Galliker et al., 1995). The utterance "they are very busy people" may be a positive
judgment, if the context suggests social norms in which work is appreciated, but it may be a
negative judgment if, in a particular social situation or subgroup, the conventional norm of work is
not appreciated (Galliker & Wagner, 1995).

The disappearance of verbal evaluation
Implicit discrimination is characterized by the disappearance of verbal evaluation. The following
examples illustrate this development from explicit to implicit speech:
(1) "Refugees are lazy."
(2) "Refugees are not hard-working people."
(3) "Apparently we have to pay not only for our share." (If said, for example, in a discussion
about refugees.)
(4) "We have to work more." (As above.)

In (1), the devaluation appears as an expression ("lazy"), while in (2) the devaluation is the phrase
("not hard-working people"). Both (1) and (2) are obviously negative evaluations and thus explicit
discriminations, but one finds a pejorative expression ("lazy") only in (1). This illustrates the
differentiation between expression (“Ausdruck”) and content (“Inhalt”) according to the logician
Frege (1892/1994). The utterances (3) and (4) are not discriminatory utterances per se, because they
do not represent any explicit devaluation. When put in context, however, they can become
evidently discriminatory. The devaluation of refugees, who are thought to be unable to provide for
themselves, emerges from the relation between the utterance and its verbal context. The devaluation
results from the process of inference (Graumann, 1995). In (3), the word "apparently" refers to the
context in which that utterance is made. In this case, the speaker signals verbally that the context is
important (cf. Frege, 1892/1994). A verbal cue is not present in (4). The devaluation, nevertheless,
can be deduced from the context of the discourse. The question is, though, whether a listener can
make such a deduction in the flow of ordinary discourse. One can note that in (4), the speaker may
not signal the context by verbal cues. He/she may, instead, use paralinguistic and non-verbal cues
when referring to context. Cues are assigned a value by the tacit awareness of their socially shared
meanings; this in turn refers to contextual conventions (Gumperz, 1992).
In today's public discourse, open devaluation of outgroups is viewed negatively. Van Dijk (1991)
points out that even in so-called informally racist countries, certain standards of tolerance and nondiscrimination apply in public speech. Pettigrew (1989) concerns himself with modern forms of
prejudice formation, particularly in the USA. He distinguishes between a subtle language of
prejudice, a blatant language of prejudice, and a prejudice-free language. Blatant forms of verbal
discrimination contradict accepted social norms, while subtle forms of discrimination do not infringe
upon these. In public discourse, explicit minority discriminations are suppressed according to
norms of political correctness. Hughes (1993) claims that political correctness leads to euphemistic
discourse without any change in social life. Problems of symbolic racism may be resolved (Dovidio
& Gaertner, 1986), but not the problems of the producers and recipients of verbal discriminations.
One can assume that political correctness can bring about increased implicit discriminations in
public discourse. This assumption was confirmed in some studies focusing on the analysis of
newspaper reports (van Dijk, 1994), and parliamentary debates (Galliker & Wagner, 1995). The
substitution of explicit discriminations by implicit discriminations is not necessarily a sign of
decreasing societal prejudice and racism. It could be also a sign that social discriminations are
commonplace: Social discriminations are everywhere, but almost nowhere are they seen or named as
discriminations. Thus, they are not expressed in discourse. Implicit discriminations rely on mutual
feelings and shared cognitions. They operate without anything being said, and are triggered by
verbal or non-verbal cues. Implicit discriminations seem to be not less politically effective than
explicit ones. In fact, the reverse seems to be true, because they are more difficult to perceive,
check, and identify. In today's society, open discrimination seems to have a direct effect primarily
on people with an extreme rightist ideology. Some studies indicate that, in the long run, more subtle
forms of discrimination are very effective (Pettigrew & Meertens, 1995).

Social knowledge
Often the salient context is not a concrete situation, as in the example above. Nevertheless, an
understanding is possible. Speaker and listener normally share a certain amount of cultural and
social knowledge. The importance of rhetorical features in social representations was examined by
Billig (1988; 1993). Shared representations are the basis of every communication. In particular, they
are a condition for implicit communication.

If the speaker believes that the listener shares some knowledge, he/she may verbalize only the
information that is necessary for the interpretation of the message. Commonplaces, results of
discourse with the same or similar participants, and what is regulated in the utterances of the actual
discourse, contribute to the additional knowledge necessary for interpreting the utterance in
question. If in doubt, the recipient may look for cues referring to the supposed knowledge. Consider
the following example as clarification: An immigrant German from Romania reports, "We got along
with everybody, even with Jews." The utterance is spoken with pride and in a positive sense.
However, the word "even" indicates that what is being said is surprising (cf. Sinclair, 1992). The
surprise is based on the comparison with the common understanding. The significance of the main
sentence ("We got along with everybody") is enhanced by mentioning Jews. This implies that
contact made with members of that group may generally be unpleasant. Thus the ostensibly
friendly statement is, in fact, anti-Semitic.
The verbal cues are, in most cases, particles or modal words (e.g. so, even, naturally, certainly).
Handbooks (Helbig, 1990; Helbig & Helbig, 1993) and dictionaries of English usage (Fowler, 1983;
Sinclair, 1992) give some information about the cognitive and emotional functions of such
(seemingly) meaningless words. In particular, there is a description of which kind of context or
implied knowledge is indicated by a special particle or modal word.
If the speaker makes use of verbal cues, it is less difficult to identify implicit discrimination,
because cues indicate the content of the entire communication package. The listener is thus advised
by the speaker to look for other meanings regarding the context. Without verbal cues, there would
be no indication that the utterance contains an additional meaning. Yet it still remains uncertain
whether, or to what extent, the listener may be influenced by the implicit meaning. In such cases, it
could be an unintentional influence, and/or without recipient-reflection (Galliker & Wagner, 1995).
In a certain political context, the mere mention of the outgroup (e.g. “Jews”) seems to be enough to
renew the discrimination of it. In this connection, no one would recognize the discrimination
because it is inherently clear, and it would be natural that members of the outgroup are not treated
in the same way as the human beings of the ingroup. This treatment is not labelled as
discrimination, because it first appears neutral. Nevertheless, it is a negatively charged name which
separates the outgroup-members from human beings.
In discriminatory discourse, culturally and socially shared evaluations are of much importance. The
speaker usually presumes, without saying or thinking, that the listener possesses evaluative
dimensions similar to his/her own. The positive and negative judgments of the speakers are based on
those dimensions. Listeners with similar dimensions are capable of understanding these judgments,
regardless of their individual opinions. If necessary, they can even interpret a matter-of-fact, verbal
representation, separating the ingroup and outgroup in terms of a positive or a negative
discrimination.

Extraction of the implicit meaning
For a certain period of time verbal cues (and/or non-verbal ones not discussed here) may be
sufficient to confirm common evaluative dimensions. Sometimes, even putting matter-of-fact
remarks simply, without any cues, in a certain constant context is enough. In such cases there are no
"local traces" of implicit discriminations. There is nothing that would advise the listener to pay
attention to what he/she cannot hear directly, but is embedded in the interaction. Such tacit
emotions are not expressed in discourse; they can continue in an undifferentiated state, which would

be easy to retract at a later stage. This may be one of the reasons that many people were surprised
at the sudden resurgence of violence against outgroups after German reunification (Galliker &
Wagner, 1995).
Certainly, implicit discriminations cannot exist completely without explicit discriminations.
Although the speaker normally supposes that the listener shares his/her evaluative dimensions, this
is frequently not the case, due to cultural and social differences. The evaluative dimensions of others
can be the reason for uncertainty in interpersonal relations. If this uncertainty is not reduced,
communication will not be well co-ordinated and will become fragmented (Berger & Bradac, 1982).
How can this be avoided? From time to time, in discourse, it is necessary to confirm the supposed
evaluations by stating them explicitly (e.g. after an ambiguous situation). More explicit utterances,
or at least more verbal cues indicating the salient context, are often necessary for continuing a
dialogue, by way of confirming a mutual agreement.
Explicit discriminations, corroborating implicit ones, seem to occur frequently as positive
evaluations. The remark, "We have honest and very clean asylum-seekers" sounds like an attempt
to enhance the asylum-seekers' status. However, one can also interpret this remark as basically
devaluating the entire refugee group. Positive discriminatory remarks allow for confirmations of
dimensions in which outgroups are generally evaluated as worse than ingroups. This is why they
perpetuate prejudice and implicit discriminations. At the same time, the speaker may believe that
he/she is acting in a humane way. The listener rarely questions such remarks, because it would be
difficult to establish proof of discrimination. One can also use this strategy to devalue the members
of the ingroup. For example, "These young Germans are not as hard-working as the foreign
apprentices." This remark could imply that young Germans as a rule work harder than young
migrants.
For the most part, evaluations of social groups appear to emerge through particular constellations of
signifiers in the context of relevant categories. Particular representations and expressions are
introduced into the discourse at a later stage. When these extractions are more or less socially
shared, their constant replications are no longer necessary. From time to time, implicit
discriminations are indicated by verbal cues, or confirmed by explicit discriminations. Implicit
discriminations are characterized by the circumstances under which they take place, not especially
by the inner experiences of the speakers and listeners. To discover an implicit meaning of the
discourse, an accurate study of the given cues and explicit informations is necessary.

Analysis of a text
The relation between implicit and explicit discriminations can be illustrated by using an article from
the British newspaper Daily Mail, dated July 1, 1995: "Is western man becoming an endangered
species?" (pp. 8 ff.) by Paul Johnson. Beginning with the title, the author produces a context in
which the protection of one category of people is highlighted. Focusing on the ingroup, an open
devaluation of the outgroup cannot be identified. The category for the outgroup is introduced only
in the 13th sentence by the assumption "that the percentage of white Britons will fall, and those of
blacks and Asians will rise". The categorization appears in that phrase without explicit devaluation
of the outgroup. Nevertheless, keeping to the theme of “endangered species”, the rising population
of the outgroup must appear as something like a threat. This interpretation is confirmed by the
following sentence: "That strikes apprehension into many, perhaps most, people." In this
expression of the threat nothing appears against the blacks and the Asians. The outgroup has a high
birth-rate, which is evaluated positively by the writer; the fact that the ingroup has a low birth-rate

is the problem. There is no explicit devaluation, but the negative evaluation of the outgroup in
relation to the ingroup seems to be implied. Later in the text, the expansion of European people in
past centuries is described as follows:
“From the 11th century, thousands of ambitious young men from fertile France roamed the
Mediterranean looking for land (..). That venture failed in the end, but from the 15th century
onwards, the Portuguese and Spanish expanded first into the Atlantic Islands such as Madeira and
the Canaries, then jumped the ocean into the Americas. They were soon followed by the French and
the British, and eventually by the Germans and Italians. Europe exported colonists for 500 years,
overwhelming or exterminating the native inhabitants.”
The last sentence of this passage can be interpreted as a negative evaluation of the ingroup. The
reason for colonialism is not simply “Europe”, nor “all countries of Europe”, and of course not “all
people of Europe”, but rather the accumulation and concentration of money (and thus of power),
making it possible to organize and carry out transatlantic slavery. This was all controlled by
increasingly powerful states in Europe and also in Africa (Walvin, 1992). The next sentence focuses
on the results of the colonialism:
“North, South and Central America as they exist now are virtually European creations.”
The word “creation” has a positive connotation. Thus, the ingroup (“Europe”) is evaluated
positively. In the following sentences the writer reverts to the evaluation of the outgroup, as was
formerly implied in the text:
"Now all these trends have been set into reverse. Europeans still emigrate, in limited numbers. But
they no longer colonise. Indeed, nearly all the colonies are now independent and it is the Africans,
Asians and even Latin Americans who are coming to Europe.”
The last sentence of this passage is an implicit discrimination. In light of the previous text, the
sentence acquires discriminatory meaning. The context is mediated by the first three sentences of
the passage and by the first phrase of the sentence in question. The first word of the first phrase
(“indeed”) emphasizes what came beforehand, indicating how things are, in fact, according to the
common understanding. The second phrase of the sentence (“it is the Africans, Asians and even
Latin Americans who are coming to Europe”), achieves an implicit devaluative meaning, because the
arrival of the people from other continents is treated as equivalent to the colonialism described
above. The particle "even" indicates an exceeded expectation, including a not-exceeded expectation
or supposition reproduced in the text previously. The asylum-seekers come from countries far
away from Europe as the European previously invaded faraway lands. It appears that the treatment
of the outgroup equals the treatment of the ingroup. Nevertheless, the outgroup is not described
negatively. The next sentence is:
“Italy and Spain, once high birth rate exporters of people - as recently as in the Thirties, Italy was
‘planting’ settlers in Libya - are now targeted by young Moslems from Africa and Middle East as
prime areas of settlement.”
On the dimensions of birth rate and settlement, the outgroup is evaluated more positively while the
ingroup is evaluated negatively. The connection between settlement and colonialism (see above) is
not reflected. An example for migration follows:
“Several times in recent years, for instance, migrants from Albania, which is technically in Europe

but has an Afro-Asian-style high birth rate, have tried to carry out mass-landings on the coast of
Southern Italy."
The writer can no longer categorize and evaluate in a clear manner. The Albanians belong on the one
hand to the ingroup, and on the other hand to the outgroup. The evaluation becomes ambiguous
(“high birth rate” is more positive; “mass-landings” is more negative). It is exactly at this point
that the usually implicit devaluation of the outgroup is confirmed by an explicit discrimination:
"Across the Mediterranean and the Balkans, then running deep into Central Asia, is an Arc of
Aggression, as fertile peoples, nearly all of them Moslem, try to push into low-birth rate
Christendom - by legal, and illegal migration, and sometimes by force."
In this sentence, the implicit devaluation (see above) is extracted and made explicit particularly by
one significant expression ("Arc of Aggression”). Although the article as a whole, to some extent,
may give an impression of being xenophobic, this interpretation can only be substantiated by one
explicit discrimination. As already pointed out, explicit discriminations are rare in public discourse,
and a similar effect can be attained by implicit discriminations.
Conclusions
In summary, the possibilities to discriminate verbally can be formulated as follows:
Verbal discrimination = (in-/outgroup) categorization + (positive/negative) evaluation
Of primary significance for discrimination are categorization and devaluation. Whether the ingroup
or the outgroup is positively or negatively evaluated is only of secondary relevance. In each case the
identical structure of categorization and evaluation (i.e. the identical evaluative dimension) is
fundamental. Further, categorization and evaluation can be more or less closely linked to one
another. When the connection is close (e.g. within one or two sentences) can one speak of an
explicit discrimination. If the evaluation appears only in the neighboring context of the sentence
containing the categorization (e.g. in written language in the same paragraph or the same text), then
we are dealing with a rather implicit discrimination.
What is the significance of this for methodology? To identify the latent meaning of a verbal unit
(e.g. a sentence) about minorities, one must view it in the context of other parts of the discourse,
although these parts may not be viewed together by the sentence speaker or writer. In order to find
a plausible interpretation, one has to search for identical or similar sentences as well as for differing
or even opposite sentences (in the same dimension), which may be located at completely different
places in the text. For example, one can find, in a text corpus, sentences about immigrants which are
positive, negative or non-evaluating with regard to one another. As a first step positive and
negative evaluations can be qualitatively (with regard to identical or similar sentences also
quantitatively) compared with one another. However, matter-of-fact sentences often acquire an
evaluative meaning in the context of other sentences. Thus, implicit discriminations are constituted.
Moreover, one can examine whether these implicit meanings are consistent, or inconsistent, with
explicit meanings, and also whether there are sentences with a transitory function. As already
illustrated for print-media discourse, in the case of implicit meanings the outgroups are often
positively evaluated. The explicit meanings are either positive judgements of the outgroup, or
negative judgements of the ingroup, resembling a ritual devised to keep away "evil spirits" leading to
a resurgence of aggressive tendencies.

Every sentence appearing in a context consisting of more than matter-of-fact-expressions can
become an implicit discrimination. It is a type of metaphoric process that can occur spontaneously,
or on purpose. Via this process, the categorizations are more or less positively or negatively placed,
which means that they are evaluated. The relationship between the context and the sentence in
question will appear sooner or later in a particular sentence. It is a manifestation of the 'inside' of
the discourse. The dimension of evaluation remains the same, but the manifest meaning is often the
reverse of the implicit one. According to our research (cf. e.g. Galliker, 1980), the extraction may
also have the same meaning either (i) if it appears at other places in the discourse, and/or (ii) in
relation to other issues (e.g. the ingroup). All extractions contribute to new contexts which are
relevant for new implicit meanings. Originally implicit contents are displaced and usually appear
only in scattered or masked fashion in the text. This could be the way how the unconscious is
represented in discourse.
Similar to so-called grounded theory (e.g. Strauss, 1991), the empirical approach already mentioned
takes as its starting point materials, in our case language (sentences, words, etc.), which are
produced and used by the writers or speakers. In contrast to grounded theory, however, a theory is
not constructed as close to the ground as possible and then tested on new, often additionally
obtained survey material (theoretical sampling). Rather, one allows the material to 'speak for itself'
as much as possible in that one measures the verbal productions of the same people and texts
against one another. In particular, one can establish whether through constellations of existing
signifiers other meanings are suggested, which become obvious (only) at another point in the text.
Thus the way in which the verbal productions begin to be differentiated, and possibly to contradict
one another, becomes observable. What is understood as theory in this approach should, through
the process of analyzing human productions, help make conscious the assumptions which are
inherent in these productions, and which initially were still dormant. The theory genesis therefore
does not rely on the usual distinction between discovery and explanation relationships and is
understood more as an extraction than as a mere reduction of empiricism (for more on this topic see
Galliker, 1980; 1991).
The above discrimination formula can also serve as the basis for more quantitatively oriented
studies. Since for several years the most important daily newspapers have saved practically their
entire production on CD-ROM and made it publicly available in this form, full-text searches for
verbal discriminations in public discourse are now possible. The first step is to determine the words
relevant to the person categorizations and evaluations on the basis of the chosen approach and the
establishment of word frequencies. With the help of computer programs such as TEXTPACK
(Züll, Mohler & Geis, 1991) one can calculate so-called co-occurrences, i.e, the appearance of two
or more verbal occurrences (word categories) within a single unit. The units of co-occurrenceanalysis are a certain number of sentences, paragraphs or articles. Co-occurrences per sentence
indicate more explicit forms of verbal discriminations. Co-occurrences between person categories
and an evaluation which occur within a given verbal context (paragraph, text), indicate implicit
discriminations. The relevant frequencies (e.g. for a study on asylum-seekers) can be brought into
relation with one another and compared with the frequency of person categories that serve as
control groups (e.g. ethnic compatriots from a friendly neighboring state). One can also use cooccurrence analysis to verify the assumption that sentences with person categories which have a
devaluative connotation only on the basis of their context have a more than coincidentally high
frequency of particles and modal words, which indicate their implicitly discriminating character
(Wagner, 1997). In addition, co-occurrence analysis allows one not only to determine the
fundamental structure of discrimination (categorization and evaluation), but also to undertake at any
time differentiations (e.g. negative and positive evaluations of in- and outgroups with regard to
various counting units). In contrast to the traditional method of counting isolated words based

exclusively on the text corpus as a whole, co-occurrence-analysis preserves the psychologically
relevant detail information. The verbal configurations and their movement in time in a
multidimensional space can thus be shown. This method enables us to see patterns and trends in
verbal contexts (cf. e.g. Galliker, Herman, Wagner & Weimer, 1996).
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Abstract
Characterizing the context of a conversation is a complex endeavor. In this paper we present some of
the key elements that sustain the conversational context. We suggest that a conversation can be viewed
as a negotiation game in which participants negotiate on several levels: some of these levels are used to
manage the communication (communication channel, information transfer, turn taking) while others
(negotiation and environmental sub-contexts) are used to transfer concepts or mental states relative to
various spatio-temporal situations between agents. The social and reasoning sub-contexts also play an
important role in the characterization of the conversational context. We concentrate on the elements of
the negotiation and environmental sub-contexts which make up a core model for the conversational
context. We present the key ingredients of those sub-contexts: the agent's perspective that
characterizes an agent's temporal position when uttering a sentence; the agent's positioning that
specifies the action applied to mental states when an agent plays a move in the negotiation game;
mental states and their relations with temporal situations evoked in agents' utterances. We show that
all those knowledge structures are temporally situated with respect to a temporal frame of reference
whose main reference points are specified relative to agent's perspectives or deictically specified. We
emphasize the role of deictic phenomena in the characterization of agents' orientations within the
conversational context and thus, the importance of accounting for them in a model of context.

1. Introduction
Participating in conversations is a type of activity in which people are involved most often and that
they carry on easily. However, designing a knowledge-based system which would be able to
converse is not an easy task because of the broad knowledge it would require in order to understand
its interlocutors' utterances. An important difficulty results from the fact that usually speakers' words
convey much more information than what is actually said and refer to contextual information. When
analyzing utterances in real conversations, it is easy to observe that the information which is transfered
or at least intended to be communicated, is often different and much broader than what is literally said
by locutors. A large part of the information acquired by people from their interlocutors' utterances is
not explicitly stated and must be inferred from background knowledge (Kerbrat-Orecchioni 1986,
Moeschler 1985). Levinson (1983) suggested that a promising candidate for a pragmatic theory of
speech acts is "a view that treats speech acts as operations on contexts, i.e. as functions from context
to context ... A context must be understood here to be a set of propositions describing the beliefs,
knowledge, commitments of the participants in a discourse". A number of researchers explored such a
"context-change theory" of conversations (Gazdar 1981, Bunt 1989, Beun 1993). However, "the
scope of context is not easy to define... One must consider the social and psychological worlds in
which the language user operates at any given time... It includes minimally language users' beliefs
and assumptions about temporal, spatial and social settings; prior, ongoing and future actions (verbal
and non-verbal); and the state of knowledge and attentiveness of those participating in the social
interaction in hand" (Ochs 1979).
As an illustration, let us consider a dialogue between a mother and her son:
(1) Mother : "John, can you do the dishes?"
(2) Son
: "No!"
(3) Mother : "You must do them because you promised me yesterday that you would".
(4) Son
: "I can't, because I am in the bathroom!"
(5) Mother : "You will do them when you will be finished!"

(4') Son
(5') Mother
(6') Son

: "I don't want to do the dishes tonight".
: "You will do them, even if you don't want to, because you are a good boy!"
: "I am not a good boy!"

In sentence (1) the mother literally questions her boy about his ability to do the dishes. But, given the
current practice in human dialogues, her sentence should be interpreted as an indirect request in order
to make John adopt the goal of doing the dishes. The mother interprets her son's negative answer
(sentence 2) as a refusal to her demand: this answer disturbs her because it challenges her authority.
Hence, in sentence (3) she reacts by reminding her son of his promise to do the dishes and the
obligation that results from such a promise. In sentence (4) the son decides not to defy his mother and
chooses the litteral interpretation of her utterance, justifying his inability to do the dishes. In sentence
(5) the mother accepts her son's interpretation and justification and renews her request in a more direct
way: you will do them".
As outlined in this simple dialogue, even the interpretation of locutors' individual speech acts is
determined by the conversational context in which the interactions take place, namely by the speakers'
mental states (beliefs, desires, intentions), by their social relationships, by the task to be performed
and the memory of past interactions. People often perform indirect speech act (Searle 1975) and they
usually suppose that their interlocutors know information about the domain which is discussed
(Levinson 1983). In the alternative continuation (4') of the dialogue, the son chooses to challenge his
mother's authority by implicitly confirming his mother's interpretation of his answer ("that he does
not accept her request"), by implicitly confirming that he made the promise and by explicitly saying
that he does not want to do the dishes. In sentence (5'), the mother uses her authority to give the order
"you will do them", while acknowledging her boy's desire "even if you don't want to" and giving a
complementary justification "because you are a good boy". In sentence (6') the son denies this
justification: "I am not a good boy".
Taking into account the conversational context is useful to discover information left implicit in
locutors' utterances and to understand the impact of social relationships on what is said or meant by
locutors. The conversational context encompasses locutors' past interactions and their commitments,
as well as their social relationships. Sociologists emphasized the importance of considering the social
context when studying spoken interactions (Boden et al. 1991): locutors are influenced by social
structures which include "a concern with power and status and its distribution among social
formations such as classes, ethnic groups, age grade groups, genders and professional relations"
(Schlegloff 1991). It has been recently recognized that context plays an important role in
person/machine and machine/machine interactions and in the representation of knowledge in
knowledge-based systems (Brézillon and Abu-Hakima 1995 a and b), as it is the case in human
conversations. However, few researchers have yet considered human conversations as a potential
model to develop protocols for software agents' interactions (Barbuceanu and Fox 1995) and to model
the contextual background in which those interactions take place (Moulin et al. 1994). In a project
which aims at simulating conversations involving software agents and users (Moulin and Rousseau
1996), we adopted an approach which emphasizes the importance of contextualizing agents'
interactions in conversations while taking into account the social structures in which agents evolve.
In this paper we present a framework which is used to model contextual information in conversations
involving software agents. In section 2 we propose a categorization of contextual information in a
conversation which is viewed as a multi-level negotiation game. In section 3 we describe the
communication and negotiation sub-contexts and show how the conversation can be modeled as a
network of mental states and agents' positionings on those mental states. In section 4 we suggest that
it is important to consider deictic phenomena in order to characterize agents' orientations within a
conversation. In section 5 we propose a model which integrates in the negotiation model the agent's
perspectives and a temporal frame of reference.

2. A categorization of contextual information in conversation
First, let us consider the main knowledge structures and processes that enable an agent to participate in

a conversation (Figure 1)1. When an agent receives a communicative act2 from another agent (2), it
interprets (1) it and transforms it into conversational objects (COs) that represent the mental states and
the associated positionings communicated by the other agent through its utterance. An agent can also
perceive (3) information (visual, auditory or digital percepts) from the external world (10) in which it
evolves: these percepts are transformed into mental states (perceived beliefs).
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The process of reasoning about the current task (4) is quite complex and involves several kinds of
knowledge: COs and agents' positionings, perceived beliefs, the model of the task, the model of
social structure, the agent's domain knowledge, the agent's previous mental states and its knowledge
about other agents3. While reasoning about the task (4), the agent makes decisions about what it
should do (the goals that are transmitted to process 8) and what it should communicate (the
communicative goals transmitted to process 5). Using its action plan schemas (knowledge about what
to do in order to reach its goals) the agent plans (8) its actions and performs (9) them. The agent must
also plan its interactions (5) with other agents in order to reach its communicative goals: given its
knowledge about the social structure and interaction practices (interaction plan schemas), it elaborates
communication plans (what has to be said to other agents and in which order). Then, the agent
chooses (6) which conversational objects (COs) to transmit to other agents. It takes the turn and
performs the corresponding communicative acts (7) directed to other agents (2).
1 The numbers used in the text refer to the numbers of the boxes in Figure 1
2 Communicative acts correspond to any kind of act performed by an agent in order to communicate with other agents.

They include speech acts (Searle and Vanderveken 1985), gestures, facial and body attitudes for human agents as well as
messages and iconic displays on screens for software agents. A communicative act is modeled as an agent's positioning
relative to one or several mental states (belief, intention, desire, etc.). The agent's positioning corresponds to an act
which consists of either proposing, accepting, refusing or abandoning a mental state (Moulin et al. 1994) (Moulin and
Rousseau 1996).
3 The model of the task is a representation of what has to be done and usually contains the specification of the activities

that agents should perform individually and jointly. The model of social structure describes an agent's social
relationships, roles and responsibilities. The agent's domain knowledge contains the knowledge structures and rules
characterizing the domain to which the task applies. The knowledge about other agents contains the mental states that
the agent believes other agents have.

From an agent's point of view, the conversational context is composed of several components
characterizing different sub-contexts on which the interaction takes place: the communication subcontext (what has been said, by whom, when), the negotiation sub-context (what are the
communicative intentions), the reasoning sub-context (what mental states characterize participants),
the social sub-context (who are the participants and what are their social relationships) and the
environmental sub-context (what characterizes the task or the situations evoked in the conversation)4.
In the agent's model (Figure 1) these components are contained in the model of the conversation
(received and transmitted COs and agent's positionings), in the model of the task and in the model of
social structure. Pushing further Wittgenstein's notion of language game (1958), we think of a
conversation as a multi-level negotiation game in which participants play in these different subcontexts and aim at producing something together (informational and/or emotional) while maintaining
their balance of social power.

3. The communication and negotiation sub-contexts
The communication sub-context comprises the various elements used by locutors to enable and
maintain a conversation, ensuring an adequate transfer of information and mental states to their
partners with respect to social practices. In human conversations communication takes place at several
levels at once. Locutors' communicative acts convey the different kinds of information that are
necessary to maintain the communication channel open during the conversation, to manage turn
taking, to achieve and monitor information transfer, to transfer concepts (mental states), to express
emotions and to manage interpersonal relationships. We claim that a conversant is aware of all those
levels at once, that she monitors them during her interactions (even if people usually don't pay much
attention to this monitoring process), and that her communicative acts can aggregate several
elementary acts, each addressing one of these levels. Similarly, we distinguish information transfer
from concept transfer in software agents' interactions. The communication sub-context is composed
of the information that enable software agents to maintain the communication channel open, to take the
turn, to transfer information and to transfer mental states in the form of conversation objects and
agent's positionings (Moulin and Rousseau 1996). The communication sub-context characterizes the
dynamic properties of the interaction process that takes place during a conversation. We think of a
conversation as a game in which agents negotiate about the mental states that they propose to their
interlocutors: they propose certain conceptual objects (or mental states such as belief, intention,
emotion) and other locutors react to those proposals, accepting or rejecting the proposed conceptual
objects, asking for further information or justification, etc. In addition, locutors are able to
differentiate the conceptual objects that have been proposed during a conversation from the mental
states that populate their own mental models.
From a software agent's point of view, the negotiation sub-context contains the various elements
sustaining the negotiation game that takes place during a conversation. We think of agents’
interactions as exchanges of conversational objects (COs). A CO is a mental state transferred by one
agent to one or several agents during a given conversation (Moulin and Rousseau 1996). COs are
organized into a CO network that makes up a persistent memory of the conversation for the agent.
COs can be linked together by temporal relations (Allen 1983) and/or rhetorical relations (Mann and
Thompson 1987). When a software agent perceives another agent's communicative act, she activates
an interpretation process (process 1 in Figure 1) which consists of extracting from this communicative
act the relevant COs that will be included in its model of the conversation. In addition to transferring a
CO, the agent positions itself in relation to the corresponding mental state by performing actions like
"proposing", "accepting", "rejecting".
To illustrate, let us examine how the dialogue between the mother and her son is represented in the
4 This categorization is fairly similar to what has been proposed in (Cahour and Karsenty 1993) and (Mittal Vibhu and

Paris 1993) in order to describe the so-called "dialogue context".

form of a CO network. Figure 2 provides a graphical representation of the CO network which is
equivalent to the formal structures manipulated by agents in their CO networks (Moulin and Rousseau
1996). COs are represented by circles. In the upper part of a circle we show the CO identifier. In the
lower part we indicate a string which is a mnemonic expression characterizing this particular CO.
Positionings are represented by round-corner rectangles. In the smallest part of the rectangle (that we
call "posit-head") appears the identifier of the positioning, the name of the agent, the state of the
positioning and the time interval (to simplify, we only show the lower bound of the interval). In the
largest part of the rectangle (that we call "posit-body") we find the COs and conceptual relations
(causality, justification, etc.) that are in the scope of the positioning. Several posit-bodies can intersect
over the same COs, showing the evolution of agents' positionings with respect to these COs.
It is easy to follow the unfolding of a negotiation by examining the positionings in the order given by
the associated time intervals. In our example (Figure 2) the order is the following:
at t12 P1
-> Mother proposes that John does the dishes;
at t13 P2
-> John refuses P1
at t14 P3
-> Mother proposes that John must do the dishes because he promised to
do so;
at t15 P4
-> John proposes that he does not want to do the dishes
and P5 -> (implicitly) he accepts P3;
at t16 P6
-> Mother accepts John's proposal (P4)
but, P7 -> she proposes that John does the dishes because he is a good boy
at t17 P8
-> John refuses the fact that he is a good boy.
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Figure 2: Negotiation on COs

Such an approach can be successfully used in order to model the negotiation process which takes
place between agents during a conversation. It emphasizes the evolution of agents' positionings
relative to conversational objects and provides a representation of the negotiation process. In a
computer system (Moulin and Rousseau 1996) agents manipulate knowledge structures equivalent to
the elements composing Figure 3. They can reason about them when they participate in the
corresponding conversation. As the conversation unfolds, agents create or update COs and position
themselves with respect to COs: the CO network augmented with agents' positionings represents the
negotiation sub-context of the conversation5.
5 We consider that the status of COs is negotiated by agents. Hence, a CO can go through different states that represent

the evolution of its negotiation. Only certain CO state transitions are allowed. Each CO state provides an indication of
an agent's positioning in relation to the negotiated CO. These state transitions are modeled using a CO negotiation life
cycle which is presented in detail in (Moulin and Rousseau 1996).

4. The environmental sub-context and the importance of deixis
Another important source of contextual information in a conversation is the environmental sub-context
which includes the model of the task and/or references to spatio-temporal situations evoked by
locutors during the conversation. Hence, the environmental sub-context reflects an agent's view of the
spatio-temporal situations (defined in a similar way to (Barwise and Perry 1983)) contained in
different worlds that may be real, imaginary or hypothetical. Not only does a locutor evoke spatiotemporal situations in a conversation, but she also positions herself relative to them using deictic
expressions6. As an illustration, let us examine in our example the mother's utterance "You must do
them because you promised me yesterday that you would". In order to correctly interpret this
sentence, agents must be able to position themselves (ex. "you", "me") with respect to temporal
references (ex. "yesterday") and to spatio-temporal situations (ex. John's promise or the situation of
John doing the dishes). Indexicals like "I" and "you" are used by an agent to project herself or her
locutor within the situations that she evokes. Indexical adverbs like "now", "yesterday" and
"tomorrow" specify temporal localizations relative to the agent's temporal localization while adverbs
like "here" and "there" specify spatial localizations. Verb tenses are also used by an agent to refer to
her relative position with respect to temporal situations (Moulin and Dumas 1994). In Moulin (1992,
1993 a, 1993b) we showed that we need to explicitly introduce the notion of time coordinate system in
our models in order to adequately represent discourse temporal structures. We called the agent's
perspective, one of those time coordinate systems that materializes the spatio-temporal location of an
agent with respect to the situations described in the discourse. This is the main way for a software
agent to refer to its relationships with the worlds it explicitly or implicitly evokes in conversations.
Deixis plays an important role in conversation, not only as a linguistic phenomenon, but also as a
mechanism that provides an orientation to agents participating in the negotiation game that supports a
conversation: it is a fundamental element of the conversational context7. Almost any information
conveyed by an agent's communicative act involves some kind of positioning: temporal positioning,
spatial positioning and even attitudinal positioning (with respect to mental states) or negotiation
positioning (with respect to conversational objects). Considering the negotiation sub-context (section
3) we think of agents' positionings relative to COs as a special form of deixis applying to
conversational objects which are conveyed by communicative acts: a locutor positions herself by
proposing, accepting or refusing certain mental states. This "attitudinal positioning" takes place on the
level of mental states in a similar way to when an agent positions herself on the levels characterizing
personal, temporal, spatial and social situations. Consequently, we suggest that everything which is
communicated by an agent is deictically connoted, being either on a personal, temporal, spatial, social
or cognitive level and that deictic orientation is an important ingredient of the conversational context.

5. An integration of negotiation and environmental sub-contexts
This view leads us to a unified model of the environmental and negotiation sub-contexts in
6 Deixis is a linguistic phenomenon which concerns the ways in which languages encode or grammaticalize features of

the context of utterance. "If we think of indexical expressions as anchored to specific points in the communicative event,
then the unmarked anchorage points, constituting the deictic center, are typically assumed to be as follows: the central
person is the speaker; the central time is the time at which the speaker produces the utterance; the central place is the
speaker's location at utterance time; the discourse center is the point which the speaker is currently at in the production
of his utterance, and the social center is the speaker's social status and rank, to which the status and rank of the
addressees is relative" (Levinson 1983). Hence, in languages different categories of linguistic expressions reflect different
kinds of deixis: person deixis, time deixis, place deixis, discourse deixis and social deixis.
7 In computational linguistics, the conversational context is often thought of as being composed of the elements used

by a system to understand or generate a sentence, taking into account what has been previously said: this is mainly used
to solve anaphoras and indexicals. Several mechanisms have been proposed to simulate the system's focus of attention
on different levels of information: discourse focus (Sidner 1983), temporal focus (Webber 1988), spatial and topical
focus (Maybury 1991).

conversations. According to this view a communicative act is performed by an agent from her spatiotemporal perspective. A communicative act is composed of one or several agent's positionings relative
to certain mental states. Mental states reflect the mental attitudes that agents have with respect to
temporal situations. The agent's positionings, mental states and temporal situations are temporally
located according to time references which are either absolute (such as dates in a calendar) or set
deictically with respect to agent's perspectives. Hence, we distinguish three different conceptual plans
which organize the contextual knowledge involved in agents' interactions in conversation: the
negotiation, attitudinal and situational plans. Each of these plans is temporally oriented: they share the
same scales providing time references. This is illustrated in Figure 3 which represents utterances (1),
(2) and (3) of our sample dialogue.
The negotiation plan gathers the succession of agents' moves in the negotiation game, each move
being presented from the point of view of the agent who performed the corresponding communicative
act. Hence, the negotiation plan integrates all the deictic facets of the information found in a
conversation. Each agent's perspective (see section 4) sets a spatio-temporal coordinate system which
reflects the agent's point of view when it performed its communicative act: the agent's perspective
corresponds to the "agent's now and here". The corresponding time interval sets the reference which
is used to interpret, from the agent's point of view, the temporal deitic information included in its
communicative act. In Figure 3, agent's perspectives are represented by rectangles divided into two
parts, the upper part identifying the agent's perspective (such as "Mother's perspective 1"), the lower
part containing round-cornered rectangles representing agent's positionings (to be discussed later).
The projection of the rectangle on the horizontal time axis symbolizes the corresponding time interval
which is named as the "agent's now" in the figure. Other time intervals can be deictically named with
respect to agent's perspectives as for example "yesterday" in Figure 3. These temporal structures build
up a temporal frame of reference which is shared by the three plans. Hence, as illustrated in Figure 3,
we find the same temporal axis with the same time intervals in the three plans. In the negotiation plan
an agent's perspective contains the agent's positionings (see section 2) resulting from the performance
of the corresponding communicative act. An agent's positioning characterizes the action part of an
agent's communicative act. This action applies on one or several mental states appearing in the
attitudinal plan. In Figure 3 we represent this relation between a positioning and a mental state, with
an oriented "that relation" link with its origin linked to the positioning in the negotiation plan and its
destination connected to the mental state in the attitudinal plan.
The attitudinal plan gathers the mental states and rhetorical relations that are contributed by agents
when performing communicative acts. Those mental states are explicitly stated in a natural language
utterance when the agent uses a performative verb (such as "I order you to" or "I ask you to") or an
attitude verb (such as "I think that", "I wish that"). In other cases, the mental state is implicit and
derives from the kind of communicative act used by the agent in her utterance. In our approach we
decided to show these mental states explicitly because it is necessary for a software agent to reason
about them. For example, consider the mother's utterance "You will do the dishes because you
promised me yesterday that you would". This communicative act is decomposed into a positioning (in
the negotiation plan), "Mother proposes to John that", applying on a mental state (in the attitudinal
plan), "Mother believes that", which is directed toward 3 elements: a temporal situation pr1 (in the
situational plan) "John must do the dishes", a causality relation "cause" and another mental state (in
the attitudinal plan) "John commits that" which itself refers to a situation pr2 "John do the dishes" in
the situational plan. Notice that agent's positionings, mental states and temporal situations are
temporally located according to the common temporal frame of reference. In Figure 3 the associated
time intervals are obtained by projecting on the time axis either the round-corner rectangles (for
positionings), the plain rectangles (for mental states) or the ovals (for temporal situations). We must
hypothesize the location and the length of each time interval when they are not explicitly stated in the
utterance. Notice also that all these time intervals are topologically related. In Figure 3 the temporal
relations are symbolized by the relative positions of the time intervals or of the boxes representing the
positionings, mental states and situations.
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Figure 3: Integration of the environmental and negotiation sub-contexts

The situational plan gathers the temporal situations addressed by agents in their communicative acts.
In Figure 3 a temporal situation is represented by an oval whose projection on the temporal axis
specifies the associated time interval. Temporal situations are temporally located according to the
common temporal frame of reference and related by temporal relations which are graphically
symbolized by the relative positions of the ovals (and the associated time intervals). Temporal
situations can also be related to other temporal situations and possibly to mental states by causality
relations or rhetorical relations (Mann and Thompson 1987). In Figure 3 those relations are
represented by circles and arrows linking the ovals (or rectangles) of the related temporal situations (or
mental states). The "cause" relation is an example of a causality relation that we already discussed.
In Figure 3 temporal indexical expressions are used to name temporal intervals such as "mother's
now1" and "yesterday". Indeed, this is a simplification which emphasizes that such a temporal
indexical must be resolved with respect to the time interval characterizing the perspective of the agent
who utters the sentence containing the indexical expression. For example "yesterday" refers to the day
before the day which contains John and his mother's perspectives. In an agent's model those
indexicals are specified in terms of various constraints applying on time intervals. It may be
convenient to name the time interval after the indexical expression as it is done in Figure 3. Temporal
situations name the main activities which are contained in an agent's model of the task (see Figure 1)
and which are evoked in the conversation. The model of the task can be specified in several ways,
depending on the kinds of knowledge structures (frames, plan schematas, etc.) that are manipulated

by the agent in order to plan the activities needed to perform the task. Temporal situations contained in
the attitudinal plan refer to the parts of the model of the task which are relevant for the conversation.

6. The reasoning and the social sub-contexts
The reasoning sub-context contains the mental states that an agent uses privately to reason on her
beliefs, intentions and desires, to make her decisions and to plan her actions (including linguistic and
non-linguistic acts). When interacting with other conversants, an agent acquires new mental states.
The agent's reasoning process applies to both her own mental states and COs that are communicated
by other locutors during conversations. Several different formalisms have been proposed to reason on
mental states (Cohen and Levesque 1990, Pollack 1990, Perrault 1990, Beun 1993). The reasoning
sub-context also contains the mental states characterizing the models that an agent possesses about
other agents. Due to lack of space we will not go into detail about these elements in this paper.
The social sub-context contains the elements that an agent considers with respect to its involvement in
social structures: interpersonnal relationships (employer/employee, friends, parent/child, etc.); social
ranking (age grades, professional roles, etc.). Two agents may be related by one or several social
relationships. Depending on the circumstances, one social relationship can take priority over the others
and influence the mutual behaviour of agents. An agent is aware of and monitors its social
relationships with other agents. It knows which relationship is more important in a given setting.
When an agent does not respect a social relationship, the other agent usually reacts to this anomaly
either directly by acting in order to force the first agent to repair its misconduct, or by judging the
"sociability" of the unrespectful agent. In order to characterize the social sub-context it seems
important to model social dependence relations (Castelfranchi et al. 1992) among agents, in
conjunction with the roles that they play in the interaction, along with their responsibilities and duties.
Due to lack of space we don't go into more detail about those elements.

7. Conclusion
In this paper we presented some of the key elements that, in our opinion, sustain the conversational
context. We suggested that a conversation can be viewed as a negotiation game in which participants
negotiate on several levels: some of these levels are used to manage the communication
(communication channel, information transfer, turn taking) while others (negotiation and
environmental sub-contexts) are used to transfer concepts or mental states relative to various spatiotemporal situations between agents. We evoked, but did not cover in detail, the social and reasoning
sub-contexts that also play an important role in the characterization of the conversational context. We
concentrated on the elements of the negotiation and environmental sub-contexts which make up a core
model for the conversational context. We presented the key ingredients of those sub-contexts: the
agent's perspective that characterizes an agent's temporal position when uttering a sentence; the
agent's positioning that specifies the action applied to mental states when an agent plays a move in the
negotiation game; mental states and their relations with temporal situations evoked in agents'
utterances. We showed that all those knowledge structures are temporally situated with respect to a
temporal frame of reference whose main reference points are specified relative to agent's perspectives
or deictically. We emphasized the role of deictic phenomena in the characterization of agents'
orientations within the conversational context and thus, the importance of accounting for them in a
model of context.
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Abstract: This paper presents a model of context based on the roles and elements of various
context types. Two important roles of context are related to the notions of relevance and
focus. The former is important for the quality of the results reached by a problem solving or
learning task, while the latter is important for the performance efficiency of the task. Problem
solving can be viewed as search in a large problem space where search for different entities is
invoked at different stages. Context has a pruning effect on search, increasing proportionally
to the incompleteness of the information at hand. Depending on the type of memory structure
to be searched for, different types of contexts assist the access to memory. We attempt to give
an account of the various types of contexts that facilitate memory access and utilization for
different type of tasks. The criteria for distinguishing between several types of context
elements are presented, and a context ontology based on these criteria is suggested. We then
show how this account is integrated with a case-based approach to clinical problem solving.

1

Introduction

A strong motivation for research on context is its important role in information processing. It is
generally agreed that context facilitates the selective processing of information, whereas
disagreement exists as to what context actually is, and in what way it affects processes of problem
solving and learning. An earlier trend was to consider context as a wholistic phenomenon, and to
review the context effects on various processes in a uniform way. This entails referring to context
without making a distinction between various types of contexts. Yet, different types of context
elements have been observed to indicate significant difference in their effects on memory. Thus the
issue of the role of context is closely related to the issue of the distinction among several types of
context elements.
The work described in this paper is an attempt to clarify the elements of context relevant to a
problem situation, and the roles of these elements in constraining and guiding a reasoning process.
Our general research agenda is to improve artificial intelligence methods for problem solving and
learning in open and weak-theory domains. An example of such a domain is medical diagnosis and
treatment. Since there exists no neat theory from which to deduce conclusions for these type of
domains, we have to rely on abductive methods that combine several types of available knowledge
in interpreting a problem situation, generating and evaluating hypotheses, building explanations to
support or reject them, etc. For this type of domain and inferencing, we are exploring the combined
utilization of specific experiences in terms of past cases with a presumably extensive, multirelational model of general domain knowledge [Aamodt 91]. The purpose of introducing context as
an explicit notion is partly to better ‘ground’ the knowledge model in the real world environment,
i.e. to improve solution quality, and partly to more quickly focus on the right relations and concept
types, i.e. to improve problem solving efficiency. A term often used in relation to context is
“perspective”. Perspective, in our account, is the set of relevant aspects one takes into consideration
when accomplishing a particular task. The use of context to identify appropriate perspectives, and
the use of perspective as a kind of filter or lens into a multi-task, multi-perspective knowledge base,
is a core mechanism in our approach.
In the next section we give an account of how we assess the role of context at a general level, i.e.
in a task-independent way. This is followed in section 3 by an identification of possible context
types and elements, as suggested by cognitive science research. In section 4 we present a context
ontology that makes explicit the different types of context elements relevant to problem solving and
learning. Section 5 discusses perspectives, while in section 6 a model of context related to medical
diagnosis and treatment is presented. In section 7 we describe how this model may be used to
constrain and focus knowledge-intensive case-based problem solving and learning in this domain.
The final section discusses the results and points out future research issues.

2 The role of context - relevance and focus
In attempting to make a theoretical account of context, we have noticed that a large number of
researchers have studied context related to a specific area or a specific problem, isolated from other
1
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context studies. An important question is whether there may exist some aspects that are shared by
several researchers or research communities that study context effects. A distinction between the
elements of the context and the roles of the context may help answering this question. Studies show
that the identification of context elements heavily depends on the type of task and domain in question.
On the other hand, the role that context plays can be generalized over specific tasks and domains. We
will therefore start out by assuming that the role of context does not show much variance across
domains or tasks, whereas the elements of a situation that play these role do.
The notions of relevance and focus capture the essential aspects of context roles. Relevance refers to
the usefulness of a solution to a problem in a particular environment. In problem solving, there exist
essentially several lines along which to reason, and often, several alternative solutions to a problem.
Context plays an important role in choosing the most relevant candidate. For example, recommending
an angioplasty in a hospital which lacks the necessary instruments will not be useful. At a more
detailed level, context is important for the generation and evaluation of explanations. People asking
why an airplane crashed will not be satisfied with the answer, ‘because of gravity’, even though this
is not wrong. A possible acceptable answer should convey an anomaly that occurred, for example, in
the engine of the plane. General, principled knowledge (text book knowledge) does not change
across its users or the situations in which it is used. However, the use of principled knowledge is
relative to the context in which it is applied. Relevance is, therefore, directly proportional to the
quality of the solution produced for a problem.
The other main role of context in problem solving and learning is its focusing ability. Focus is
important, for ensuring efficiency of the problem solving process while maintaining relevance. At
any point, the attention of a person is focused on particular issues and aspects.
Generally, people face a huge search space. Pruning of some parts from the search happens through
focusing the attention only to particular regions of the memory, as early as possible. Context serves
as a focusing mechanism through determination of goals, and epistemological and physical needs of
the reasoner in order to accomplish the tasks that active goals evoke.
In this work, we put a special emphasis on the influence of context on two important reasoning
tasks: memory use and action planning. Memory is of crucial importance for intelligent behaviour. It
was, in fact, memory studies that alerted some influential researchers to the importance of context
[Tulving 73, Eich 80, Baddeley 82a-b, Thomson 88]. The retrieval process undergoing remembering
may involve free-recall, cued recall or recognition, depending on the number of available cues and on
how specific these cues are. Memory is said to be context-dependent when context improves the
retrieval process. The task of action planning involves interaction with the real world. For example,
in a medical setting, the diagnosis process includes information gathering actions such as measuring
blood pressure and taking X-rays. The process of action planning should consider the resources
available, as well as the policy to be adopted in a particular situation.

3

The elements of context - psychological studies

Despite the fact that cognitive psychology has mainly concentrated on studying contextual effects for
tasks such as verbal learning and face recognition, these studies can assist our investigation of
contextual effects in problem solving.
The initial studies of retrieval and the relationships between recall and recognition suggested context
effects on retrieval, and context has been one of the primary mechanisms used in memory theories.
[Anderson 73, Kintsch 74, Thomson 88]. The results of experiments, however, agreed on the
existence of context effects in retrieval but differed in their account of how context influenced recall
and recognition.
A number of verbal-learning researchers reported context effects in recall, but not in recognition.
These studies arranged experiments where words were learned and tested either in the same or
different contexts. For example, learning happened on land and was tested under water [Godden 75],
or learning and remembering was tested in one room versus another (see [Smith 86] for review). The
results announced that the reinstatement of the context resulted in better recall but did not influence
recognition. Another type of experiment which has drawn considerable attention is state-dependent
learning. In these experiments, the internal state of subjects are induced by alcohol or
pharmacological means. Results show that state-dependent learning is observed to some degree on
recall but not on recognition [see Eich 80].
One of the first attempts to distinguish between context types is due to Hewitt (referred to in
Tiberghien [86]). According to his distinction, context elements can be classified into intrinsic or
extrinsic ones. The intrinsic context elements are connected to the target item, while extrinsic ones are
not actually part of the item in the memory. For example, the color of the wall of the room where
subjects learned verbal targets is an extrinsic context element, while the color of the printed words
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read is an intrinsic context element. Hewitt's extrinsic context elements are predicted to assist recall,
but not recognition.
However, the findings of another group of experiments on verbal learning contradicted these
results, since they also detected context effects on recognition. For example, subjects were shown
sentences containing a noun and adjective pair at learning time. At recognition time, they were asked
to decide whether the nouns in the sentences were seen at learning time. Some of the nouns were
paired with the same adjectives as at the learning time, some were paired with different adjectives.
The nouns paired with the same adjectives at learning time was better recognized. An example is the
sentence” The CHIP DIP tastes delicious”. At retrieval time the recognition of CHIP in a sentence
containing CHIP DIP (a kind of sauce) pair was superior to when the pair was SKINNY DIP (a way to
swim).
Other empirical findings that show context effects on recognition come from face recognition and
eyewitness studies. In a number of studies, the face learning process is modified by instructions such
as ‘assess the honesty of the face’ or ‘assess the relationship of that face with the one in the
background’. Experiments showed that the changes in context such as face associations and
instructive cues resulted in decreased recognition accuracy, at test time.
Theories have been developed to explain such a variety in the empirical findings. Tulving [Tulving
73] suggested his encoding specificity theory based on a distinction between episodic and semantic
memories. The theory maintains that, “An encounter with a word results in the creation of a unique
trace....” [Watkins 75], and implies that a subject does not learn, for example, words but
experiences. This principle, consequently, asserts that a better retrieval is conditioned on the closer
resemblance between learning and retrieval situations, and thus makes clear the role of context
elements both in learning and retrieval. The emphasis is on two aspects: The existing retrieval cues
and the characteristics of the past encoded episodes. What improves the retrieval is the degree of
match between these two. The statement that,“Specific operations performed on what is perceived
determine what is stored, and what is stored determines what retrieval cues are effective in providing
access to what is stored” is accommodated also by experiments reported in [Barclay 74]. They
showed how the word PIANO could be encoded differently when its different aspects are
emphasized at the time of encoding. The subjects were given sentences such as “the man tuned the
piano”, or “the man lifted the piano”. The cues “something melodious” and “something heavy” are
used at retrieval time. The recall of piano was higher when the cue was “something melodious” and
the learned sentence was “The man tuned the piano”, and similarly when the cue was “something
heavy” and the sentence was “The man lifted the piano”. This implies that only specific aspects of
piano was encoded each time, and the combination of the cue and the original encoding was
necessary for the recall. Craik and Lockhart’s levels of processing hypothesis [Craik 72] explains
how the nature of the process affects encoding. It elaborates the encoding specificity theory in that it
notices that the depth of the process underlying learning determines what to encode.
Realizing that Hewitt’s context taxonomy fails to account for some of the empirical findings, and
being inspired by the above-mentioned two principles, Baddeley suggested a distinction between
interactive and independent context types. Baddeley’s formulation is based on the role of context in
learning, as well as in retrieval. He argued that interactive context “influences the memory trace
directly by affecting the way in which the stimulus is encoded” [Baddeley 82], whereas independent
context and stimulus are processed without interaction between them. Independent context bears a
purely arbitrary relationship with the material learned. As such, it does not determine the
interpretation of the material. “The concept of interactive context places the emphasis on the
processing carried out by the subject rather than on the characteristics of stimulus material” [Baddeley
82].
Regarding the question of the relationship between recall and recognition, Baddeley favors a twostage recall model where the candidates are accessed in the first stage. In the second stage, which he
refers to as the recognition stage, the discrimination occurs [Baddeley 90]. Baddeley suggests that
only interactive context elements affect the recognition stage while independent ones may also affect
the candidate generation stage of recall. This may serve as a plausible explanation for why some
environmental features affect verbal learning and face recognition, while others do not.

4 A model of context - a high-level ontology
Our starting point for a context ontology is that problem solving is a deliberate process in which two
basic elements are the agent and the external situation in which the problem solving occurs. We do
not study problem solving separate from the problem solver, as has traditionally been done in AI.
The behaviour of an agent is shaped on the basis of two important factors: its own personal
characteristic or state of mind, and the characteristics of the problem with which it is occupied. Our
3
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interpretation of the findings from experiments described in section 3 highlights two important factors
which help to recognize context typing. One is the nature and demands of the process that takes place
during learning and remembering, the other is the ground facts that happen to exist in a situation.
We propose a distinction between internal and external context types in order to reflect these factors,
where internal context relates to the former, and the external one reflects the latter factor. The key
criteria for this distinction is the deliberate activity of subject's mind. The aspects regarding the agent
is referred to as internal context. By this distinction, we emphasize the active role of the subject in
fulfillment of various tasks. The type of cognitive process behind the reasoning is partly decided by
the agent itself. The selection of the type of process can be imposed by giving instructions. This was
the case in the experiments related to face recognition. The other alternative is that the subject himself
decides how to process the material. This is particularly important in rather complex tasks such as
problem solving, where the agent essentially replaces instruction with his own choice of cognitive
behaviour. In our account, the agent's decisions regarding encoding details are shaped by his goals,
hypotheses, and expectations, i.e. the internal context.
External context, in turn, has two distinct groups of elements: those related to the target and those
related to the environment. External context elements basically stay static during problem solving.
That is, external context comprises the static facts in the problem solving situation. For example, in a
clinical setting, the agent is the clinician (the reasoner), the target is the patient case, and the
environment is the place where diagnosis and treatment occur. At the next level of specialization, the
internal and external contexts are divided into interactive and independent types - in agreement with
Baddeley’s distinction. We also differentiate internal-context into interactive and independent, while
Baddeley concentrates on external context. That is, he identifies what external context elements are
independently or interactively encoded. The top-level ontology is shown in Figure 1. Here the two
types of external context, target-related and environment-related, are modeled explicitly.
Notice the difference between our criteria and Hewitt’s regarding the classification of context
elements. Our classification takes the agent (i.e. the reasoner) as the main criterion, while Hewitt’s
distinction is based on the target as criterion. Hence, in our work, the distinction between internal and
external context is relative to the agent, while Hewitt’s distinction is relative to the target. In
attempting a mapping, our target-related context resembles Hewitt’s intrinsic context while our
environment-related one resembles his extrinsic context.
Some examples may help to clarify the notion of context typing. First, the independent type: In
medical settings, what the patient was wearing is of type target-related under external context,
whereas the color of the examination room is of type environment-related. On the other hand,
whether the clinician has short hair is of type “independent internal context”. Regarding interactive
context, for diagnosis and therapy tasks, goals and predictions (hypotheses) of the clinician are of
type “internal-context”, while the pregnancy condition or previous diseases of the patient are targetrelated. The characteristics (i.e., the conditions and constraints) of the place where the patientclinician encounter occurred are of type environmental-related contextual aspects. For example, it is
important whether the place is a well-established hospital or an emergency tent in a forest.

5

Perspectives - the importance of internal-interactive contexts

Researchers from various communities studying areas such as the generation of explanations, user
modeling in communication, natural language processing, and human-computer interaction have all
acknowledged the importance of perspective ([Suthers 91], [Mittal 93], [Pichert 77], [Lester 91]).
For example, regarding text comprehension, Pichert and Anderson [Pichert 77] argue that “if, for
whatever reason, people take divergent perspectives on a text, the relative significance of text
elements will change”. A presumption underlying the notion of perspective is that concepts are
represented as a set of features, and not all the features of an item become activated each time the item
is encoded. Each episode that contributes to the encoding of a concept refers only to a subset of these
features. The task context in which a concept is presented determines that particular subset of
encoded features. The importance of taking into account the type of task to be accomplished has
recently been recognized ([Barclay 74], [McCoy 89], [Edmondson 93], [Cahour 93]).
Task demands determine which aspects of a concept will currently be interactively processed,
including both non-contextual and contextual features and cues. A coherent set of aspects constitutes
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FIGURE 1. Context ontology emphasizing the active role of the reasoner

a perspective. For example, the feature weight of the piano is not activated with respect to a going-topiano-concert event, but it is activated in other contexts, such as when the piano is to be moved. So,
each type of task needs only a portion of the domain knowledge for its accomplishment.
Our account of the relation between the notions of context and perspective establishes a chain that
starts at the goal. The goal determines the task necessary for its achievement. Once selected, the task
then contributes to imposition of the perspective. The internal interactive context element, goal is
thus a primary factor for identification of perspective. The goal of moving a piano, for example,
makes the feature ‘weight’ relevant. It is commonly agreed that goals are of crucial importance for
contextualized problem solving and learning (e.g. [Ram 91], [Leake 93], [Bogdan 94]). Similar
context elements that contribute to an appropriate perspective are the predictions, expectations and
background of the reasoner.
As a result, internal context has a role in determining which features, including both external context
and focal cues, that are relevant in a particular situation, and how relevant they are. In other words,
internal interactive context determines the interactivity of external-context related features as well as
non-context ones. Regarding external context elements, this influence is particularly important for
tasks in which available information is incomplete, that is, focal retrieval cues are not sufficient to
access target concepts unambiguously. In such cases, the context cues may strongly influence the
degree of match between the present material and a past encoded material. Hence, internal interactive
context is the main context type that imposes a perspective, which in turn determines the
characteristics of both encoding and retrieval.

6

Context in clinical problem solving

Two tasks in which a clinician extensively uses context elements are generating hypotheses about
the cause of a failure, and planning actions. Hypothesis generation is often achieved by retrieving
past episodes where similar features have been experienced [Tulving 73, Schank 82]. This task is
related to the context dependency of memory, which we have elaborated in earlier sections.
The other task for which a clinician utilizes context elements is the planning of actions. Observed
from a distance, the clinician asks the patient questions, makes measurements, orders tests,
prescribes medicine, etc. These actions are not arbitrary but controlled by external constraints. For
example, in case of deciding which of various therapeutic actions to prefer, the knowledge
concerning which medicines have fewer side effects will play a role. Controlling and planning actions
utilizes other types of context elements than when generating hypothesis. For example, whether the
patient has been operated for a fault in heart septum would probably not affect the selection of
antibiotic to be used, but it is a rather relevant finding when generating diagnostic hypotheses.
In diagnostic tasks, the target-related external context elements comprise enabling conditions for the
development of a fault. Once established, the fault, in turn, leads to a set of consequences. In clinical
reasoning the patient’s personal information constitutes the enabling conditions while symptoms and
signs reflect the consequences. Thus, the distinction between context and non-context features in a
diagnosis task is based on whether the features existed independent of and before the development of
the disease.
Figure 2 shows the relationship between external-context, disease, and the consequences of the
disease. The relationship between a disease and a focal-cue (i.e., consequence) is a ‘causes’ relation;
that is, a disease CAUSES a consequence. This means that consequences become true after the
development of the disease. On the other hand, the relationship between context elements and
diseases are ‘predisposes’ and ‘triggers’; a context-cue PREDISPOSES a disease or a context-cue
TRIGGERS a disease. Predisposing and triggering context cues collectively constitute enabling
factors. For example, context cues such as age, sex, and earlier septum operation are predisposing
factors for the disease infective endocarditis, while a recent dental operation can be a triggering
5
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factor. This is similar to the distinction between your leaving the door of your apartment open
(predisposing factor), and a thief passing by your apartment (triggering factor).
Given our context model, we may enhance a domain model with an explicit representation of
context. Domain knowledge that comprises the knowledge of facts regarding a particular domain is
represented as three distinct, but yet closely connected components:’core-domain’, ’external-contextdomain´, and ‘internal-context-domain’.
Figure 3 shows these three types of knowledge as different planes. Core domain knowledge
consists of the knowledge needed to be able to come to any solution independent of time constraints
and situation. The external-context-domain contains knowledge related to external-context elements
and usually consists of relevant aspects from several domains, while the internal-context-domain
consists of elements of internal context which operationalize the core-domain as well as externaldomain knowledge.
For example, in the medical context, biomedical knowledge is the core domain, while geographical
and sociological aspects relevant to clinical reasoning would comprise external- context
domains.These two planes are linked by internal-context elements, i.e., goals, and current and
rejected hypotheses of the clinician.
development of disease

predisposes /

causes

triggers
age
sex
family-medic-history
habits
previous-diseases
nutrition-ccnd
recent-operations
recent-therapy
medicine-in-use
recent-travels
location
etc.
policy

symptoms
signs
lab-results
etc.

focal cues

external-context
cues

FIGURE 2: The Boundary between target-related context and non-context cues in medical domain

Context related domains also have a vocabulary and an ontology that facilitate an explicit
representation of context-related concepts, and this, in turn, makes it possible to reason with and
about context. In most cases, real world problems necessitate problem solving under highly uncertain
conditions and with incomplete information.
Medical problem solving is an excellent example. An expert clinician always uses his past experience
when encountering a new case. In this reasoning model, the use of past experience happens primarily
through the retrieval of similar cases from memory.
At the start, the available non-context cues are not sufficient for the clinician to remember a past
case. Therefore, clinicians use various context cues available in the situation. Throughout the whole
process of problem solving, he gathers more non-context cues that enable him to solve the problem.
In addition, he uses additional cues, namely contextual ones that are already available.
external-ctx-domain

concepts related to
enabling conditions and
location

internal-ctx-domain

goals
hypotheses
expectations

complaints
core-domain

symptoms

signs
lab-results

FIGURE 3. Domain knowledge augmented with context elements

As shown in figure 1, external context is grouped into target-related (i.e. patient context
information) and environment-related information. In medical setting, patient-personal-information
includes age, sex, occupation, economical conditions, earlier diseases, earlier operations, recent
operations, family medical history, patient's emotions, concerns, level of intelligence, level of
consciousness, ability to communicate, allergies, and habits.
On the other hand, environmental information includes that related to equipment/tool availability,
utilities/policies, time constraints, and other external constraints (e.g., spare beds). All elements of
the external-context are the ground facts present in the situation. These are assumed to be static.
Internal context, on the contrary, is more dynamic, and is usually changed by the reasoner during
problem solving. It includes the goals of the reasoner, current predictions (hypotheses), failed
6
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predictions (e.g., ruled out hypotheses), and expectations (consequences of hypotheses, expected
results from actions, etc.)

7

Context in explanation-driven case-based reasoning

Our research group is pursuing methods for knowledge-intensive, explanation-driven case-based
reasoning within open and weak-theory domains (e.g. [Grimnes-96]). The context research reported
here is done within the scope of - and to a large extent motivated by - this approach. The knowledge
model in the Creek system [Aamodt 94a] is a dense semantic network, where each node (concept)
and each link (relation) in the network is explicitly defined in its own frame. A concept may be a
general concept, a case, or a heuristic rule. It may describe domain objects as well as problem solving
methods and strategies. The case-based method of Creek relies heavily on an extensive body of
general domain knowledge in its problem understanding, similarity assessment, case adaptation, and
learning. Cases, as well as general domain knowledge and information, are captured in a frame-based
representation language implemented in Lisp [Aamodt 94b].
The underlying case-based interpreter in Creek contains a three-step abductive process of 1)
activating relevant parts of the semantic network, 2) explaining derived consequences and new
information within the activated knowledge structure, and 3) focusing towards a conclusion that
conforms with the task goal. This “activate-explain-focus” cycle is a general mechanism that has been
specialized for each of the four major reasoning tasks of the CBR cycle, as illustrated in Figure 4.
The extensive, explanation-driven manner of utilizing general domain knowledge in the CBR
suggests distinguishes Creek from most other CBR systems.
Retrieve
Activate

Focus

Explain

Reuse
Activate

Focus

Explain

Revise
Focus

Activate
Explain

Retain
Activate

Focus

Explain

FIGURE 4. The CBR process and explanation engine

A Creek system has the potential to learn from every problem solving experience, either by storing
the problem just solved as a new case, or by updating indexes. A new case is also created after a
problem has been solved from rules or from the deeper knowledge model alone. The user is assumed
to actively take part in both the problem solving and learning processes, e.g. by assessing hypotheses
that the system cannot confirm or reject itself, supplying missing information, etc.
In our clinical diagnostic problem solving model, two types of cases are considered: referred to as
explanation cases and plan cases. The first is the encoding of the explanation that connects the
relevant features to the disease. The second is the encoding of a plan that includes a sequence of
diagnosis and therapy actions, such as defining an examination protocol, selecting the way to
perform a particular test, recommending a treatment, etc. A part of diagnostic task structure is
illustrated, related to an example run of the prototype implementation. The upper part of the figure
shows the task hierarchy linked to some example cases used in the example run below. To achieve a
diagnostic goal, two subtasks must be invoked: Generating a diagnostic hypothesis, and evaluating
the hypothesis. As shown, cases of type explanation-case are used for hypothesis generation. They
contain solutions that are regarded as diagnostic hypotheses. Plan cases are used in the evaluation
step.
Generation of hypotheses: The task of generating hypothesis involves retrieving a set of candidate
cases from the case base, followed by selecting the best one. This case is then evaluated. The inputs
to the task of generating candidate cases are the current goal, the new case, and the case base from
which the candidate cases will be generated. The output is a set of candidate cases. The second
subtask of hypothesis generation, selection of the best case, takes as input the set of candidates, the
new-case, the general domain knowledge base, and knowledge related to the task. The output is the
most similar case to the new case. In psychological terms, this type of retrieval is a “cued recall”. We
adopt the two-stage recall model (see the last part of section 3) where the first stage generates
candidates, and the second selects the best candidate. The second stage can be viewed as recognition.
For candidate generation, all the cases having at least one relevant feature that also exists
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EXCERPT FROM OUTPUT:

task decomposition

Starting Problem Solving. .
GOAL: g-diagnose

NEW-CASE
has-sex

data/knowledge flow

female

has-age

30-years-old

has-occupation

Starting the task Generate Hypotheses..
Starting the task Generation of Candidate Cases..

unemployed

has-prev-disease

aortic-valve-disease

has-recent-therapy

acupunctur

has-findings

low-bp sweating

has-location

well-established-hospital

case#130
has-type: plan-case
gathers-info: high-fever fatique
has-location : well-established-hospital
control-schema: action-21 action-36
action-90 action55
.....

Candidate cases are: case#146, case#113, case#114
Starting the task Selection of the best case..
.....
Evaluation of case#113:
Hypothesis is Endocarditis
... .
Attemting to fi nd path fr om DENTAL-SURGERY to AORTIC-VALVE-DISEASE
Attempting to find path from DENTAL-SURGERY to ACUPUNCTUR
Attempting to find path from CALCIFIC-AORTIC-STENOSIS to ACUPUNCTUR
Attemting to fi nd path fromFARMER to UNEMPLOYED
Attemping to find path fr om 22-YEARS-OLD to 30-YEARS-OLD
Attempting to find pa th f from DRUG-ABUSE to UNEMPLOYED
....
The result of Similarity Match between the new case and case#113:
((#S(Expl-struct
:SLOT (HAS-AGE)
:FROM 22-YEARS-OLD to 30-YEARS-OLD
:METHOD . .
(22-YEARS-OLD INSTANCE-OF ADULT HAS-INSTANCE 30-YEARS-OLD)

case#113
((#S(Expl-struct
:SLOT ( HAS-RECENT-SURGERY HAS-RECENT-THERAPY HAS-PREV-DISEASE HAS-HABIT)
has-type: explanation-case
has-sex: female
:FROM DENTAL-SURGERY :TO ACUPUNCTUR
has-age :22-year-old
:METHOD
has-prev-disease: calcific-aortic-stenosis
has-recent-surgery: dental-surgery
(DENTAL-SURGERY
has-habit: drug-abuse
INSTANCE-OF B ACTERIEMIAE-PROVOKING-FACTOR HAS-INSTANCE ACUPUNCTUR)
has-findings : low-bp high-fever
fatique
high-sedimentation vegetation ((#S(Expl-struct
has-solution: endocarditis
:SLOT ( HAS-RECENT-SURGERY HAS-RECENT-THERAPY HAS-PREV-DISEASE HAS-HABIT)
:FROM DRUG-ABUSE :TO UNEMPLOYED
:METHOD
(DRUG-ABUSE CAUSES IMMUNOSUPRESSION CAUSED-BY MALNUTRITION CA USED-BY
BAD-ECON-SI T ASSOCIATED-WITH UNEMPLOYED )
.........

FIGURE 5: Diagnosis tasks, case structure, and excerpt from example run

in the new case are initially activated. The cases for which the total activation strength (combining all
features) exceeds a threshold value are selected as candidates.The selection of the best case is based
on the similarity judgment of candidate cases. Similarity can be exposed directly or indirectly. Direct
match occurs when two cases have identical slot-value pairs, e.g, both cases having has-sex:female.
Indirect match happens when a path between slot values of the two cases is found in the general
domain knowledge. For example, the information has-occupation:unemployed in the new case hashabit:drug-abuse in case#113 are found indirectly to weakly match, as explained by the path ‘DRUGABUSE CAUSES IMMUNOSUPRESSION CAUSED-BY MALNUTRITION CAUSED-BY BAD-ECONSIT ASSOCIATED-WITH UNEMPLOYED’. This is illustrated by the explanation structure at the

bottom of the figure. This explanation is relevant in the context of the hypothesis endocarditis,
established earlier in the example run. The existence of such paths contribute to the similarity of two
cases. The strength of this similarity depends on the strength of the relations connecting the concepts
on the path, as well as the length of the path. So, the indirect matching process involves a search in
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the general domain knowledge that investigates whether apparently dissimilar features could be
similar through a finer grained matching process. The decision of how extensive this process should
be influences efficiency.
The task knowledge, together with the generated hypotheses, set up a context which helps to
identify the portions of the general domain knowledge that are relevant for search. As shown in the
beginning of the example run, the explanation cases case#113, case#146, case#114 are candidate
cases. The process of selecting the best case involves thoroughly matching each of these cases with
the new case. During the evaluation of case#113, the values of the slots has-recent-surgery, hasprevious-disease, has-recent-therapy and has-habit are identified by the task to constitute a
meaningful partition in the domain knowledge in order to carry out similarity match. For example, an
attempt to match has-recent-surgery:dental-surgery in case#113 and has-recent-therapy:acupuncture
in the new case is allowed while matching has-age:22-years-old in case#113 and has-recenttherapy:acupuncture in the new one is prohibited by the task knowledge. The first explanation
structure near the bottom of the figure shows that has-age can only match has-age relation while the
other two structures illustrating explanations matching relations has-recent-surgery, has-recenttherapy, has-prev-disease and has-habit. That is, the task knowledge does not specify a partition
having the slot combination has-age and has-recent-surgery as a legal one. The local context that
defines the legal slots for matching are listed in the :slot part of the explanation structures. The
hypothesis, that is the solution of case#113, in this example is endocarditis. In the general domain
model (not shown) endocarditis is associated with being adult or elderly. The patients of both newcase and case#113 have been inferred to be adults during similarity matching. This indicates that
these two cases are similar regarding age, in the context of endocarditis. This may not be so in
contexts of other diseases. Therefore, when matching similarity of cases, a relevant region in general
domain knowledge is identified as having concepts and relations circumscribed by a hypothesis and a
partition which is specified by the task.
Evaluation of hypotheses: The solution of the best case is now the hypothesis which will be
evaluated. A typical characteristic of new cases in a medical setting is that they contain incomplete
information. Therefore, an information-gathering process begins, in order to determine whether
other consequences of the hypothesis (the disease) are also present in the new situation. The retrieved
case guides the information-gathering process. The goal is now to collect data on the findings on
which the retrieved case has information while the new one does not. The task of evaluating
hypotheses invokes two subtasks: Generate plan task, and evaluate plan task. Generation of plans
occurs by retrieving past plans from the case base. The process of plan evaluation involves executing
the retrieved plan. A plan is indexed with the ‘information goals’, i.e, features to be gathered. These
features refer to the consequences expected to be present if the hypothesis (the disease) is correct. For
example, assume that the retrieved explanation case has solution endocarditis (current hypothesis)
which is expected to cause low blood pressure, and that the new case lacks information about blood
pressure. One of the information goals becomes ‘ blood pressure ’, and a plan to gather this
information, among others, will be retrieved. A plan case also includes the set of actions to take in
order to gather such information. Another part of plan indices consists of external context elements
that may influence the action selection. For example ‘location’ captures information about the
available resources in the environment. When the location is a ‘well-established hospital’, in order to
manage bleeding, two alternative actions, ‘blood transfusion’ or ‘use packed red blood cells’, are
both possible. In a village, on the other hand, packed red blood cell may not be available. Thus, for a
useful plan retrieval, plans are indexed by location, among other external context elements. An
example plan case is shown as case#130.
Notice that in plan case retrieval as well as explanation case retrieval, we utilize interactive external
context elements only, and not independent ones, despite that findings from empirical studies in
cognitive science agreed on independent context assistance when generating candidate episodes
(cases). The reason is that the important point in clinical problem solving is not to remember complete
patient cases, including information of type independent patient context such as skin color. It is
essential to remember a patient showing similar signs and symptoms related to the same enabling
conditions. Furthermore, this type of context (e.g., independent-target-context) information will
generally be different in new and past cases. Consequently, taking these context elements into
consideration would mean deliberately decreasing the retrieval performance. Knowing this and being
able to decide which context elements should effect the retrieval (people may not have this possibility
as this may partly be an unconscious decision), we prefer to ignore context elements that will
negatively impact the retrieval performance. Therefore, for example, independent-target-context is
ignored.
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Summary and Conclusion

Most existing computational systems assume a single world that results in a decontextualized
knowledge base. On the other hand, systems that attempt to take contextual effects into account often
do so implicitly and arbitrarily. For example, in some rule based systems, context related knowledge
is spread into rules, without any explicit way of reasoning with it. The existence of context in such
systems (of which MYCIN was an early and simple example), is occasional rather than deliberate.
So, in the reasoning process such context knowledge has no distinct role.
Because of the nature of the clinical diagnostic task, the retrieval cues do not sufficiently restrict the
retrieval. This resembles the problem with ambiguous words. Selecting the relevant meaning of a
word needs contextual assistance. It is the context that determines which interpretation is the relevant
one. Similarly, given a limited set of features that may be observed in the existence of more than one
disease, any context element that can help in narrowing the number of possible interpretations would
be of crucial help.
Future knowledge-based systems need to become more flexible. The flexibility of a system can be
ensured by explicitly representing various situations in which the system may apply, and allowing for
partial matching of new problems to those situations. What is necessary for a flexible system? Two
important factors are the capability to represent diverse circumstances in which a behaviour may
emerge, and the ability to effectively utilize such knowledge. Context knowledge is utilized in
choosing between alternative lines of reasoning. In this way, context serve a means for pruning the
search in the problem space. In summary:
• It guides the search process in the solution space by imposing pragmatic biases, such as
applicability. This is mainly achieved by use of external context. External context imposes
constraints for choosing a method, a specific line of reasoning, which in turn leads to a more
relevant and qualitatively better solution.
• It guides the process of finding a plausible solution. That is, it reduces the search for a plausible
solution by applying a more dynamic and guided search. This is achieved mainly by the internal
context. Internal context imposes perspective via the problem solving goal, which in turn leads to
a more focused and efficient reasoning process.
The aim of the research reported here is to investigate how context can be taken into account in
problem solving and learning, specifically diagnosis and treatment. In that sense, we share similar
concerns with researchers who are interested in the ‘ practical’ aspects of context related to
knowledge modeling and reasoning (e.g., [Abu-Hakima 95],and [Turner 94]). We feel, on the other
hand, that studying the more theoretical and psychological aspects of the context is helpful in
achieving this goal. The way we utilize contextual knowledge differs from [Abu-Hakima 95], as
they are inspired from McCarthy’s axioms when defining context. Turner adopts a schema-based
approach where contextual knowledge is represented in form of schemas. Our approach differs
from Turner’s work primarily in that we use cases instead of schemas to capture episodic contextual
knowledge. Maintaining unique episodes as cases, instead of generalizing them to schemas, does not
abstract away details that may be useful for the problem solving process. Since it is left to the
problem solving process to decide what to reuse of a past experience, and make the necessary
generalizations on the basis of the actual problem situations instead of a predicted one, flexibility is
gained.
The emphasis on problem solving goal as the major context determining factor is important, as is
also described by other researchers. Ram and Hunter [Ram 91] emphasize the importance of
“knowledge goals” that capture the reasoner’s specific desires to acquire or infer information. Leake
and Ram [Leake 93] supports the view that goals have a focusing effect on learning, and influences
what to learn from an experience. So far, we have concentrated on the problem solving aspects rather
than learning aspects. Knowledge goals corresponds to what we refer as internal context. The
influence of a goal in our model can be summarized as follows: The goal determines the task, which
in turn specifies useful slot partitions. The slot partitions (subsets of relations), together with the
current hypothesis, imposes a perspective on the domain knowledge.
Work currently in progress include context effects on case learning, specializing the modeling
framework for the medical domain, and extending the experimental prototype.
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Abstract:
The regulation of the subway line traffic is a domain where human controllers must deal with a huge quantity of
knowledge pieces more or less implicit in the regulation itself. When an incident occurs on a subway line, the
operator--the controller who has currently the responsibility of the subway line--must choose the best strategy to
apply for moving from the incidental context to the operational one. An incident on the subway line may cause
traffic delay or service interruption, and may last for a long or short time, depending on the nature of the incident
and many other elements. Operators mainly focus on contextual information for incident solving. An operator said
that "When an incident occurs, I first look at what the incident context is." We propose to support subway line
traffic controllers in incident-solving with the SART system (French acronym for support system in the traffic
regulation). SART is a decision support system based on the contextual analysis of events that arise at the time of
the incident. It uses a context-based representation of incidents and applies a context-based reasoning. We discuss
in this paper a context-based representation of incidents on the basis of the onion metaphor. The SART project
now enters the second year of system design and development and implies two universities and two subway
companies in France and Brazil.

1. INTRODUCTION
Durkin (1993) lists about 2500 expert systems, but the exact operational status is often not precisely
stated. Majchrzak and Gasser (1991) point out that more than 50% of the systems, which are installed
in companies, are not used. Brézillon and Pomerol (1996) consider that the lack of context
consideration in Knowledge-Based Systems (KBSs) is one of the main reasons that explains most of
failures of KBSs.
The hypothesis of our work is that making context explicit, acquiring knowledge incrementally and
explaining in context must be considered as an intrinsic aspect of problem solving in which the user
has a crucial role to play. According to Abu-Hakima and Brézillon (1994), an efficient cooperation
between a human and a machine implies the consideration of three related aspects: explanation,
incremental knowledge acquisition and context. This work is ascribed in the realm of Intelligent
Assistant Systems (IASs) [Boy, 1991; Brezillon and Cases, 1995].
Knowledge in current KBSs is now acquired in a monolithic manner beforehand the use of the KBS.
If a problem with the knowledge is detected, the developer is forced to modify the knowledge, reload (re-compile or re-interpret) and then test the reasoning again. Capturing and using knowledge in
the context of use greatly simplifies knowledge acquisition because knowledge provided by experts is
always in a specific context and is essentially a justification of the expert's judgment in that context.
However, there is no common agreement about a definition of context, although this notion seems
rather an important aspect when developing IASs. In the available literature about context (Brézillon,
1996), many questions still arise, either specific to the domain or general ones such as: What is
context? What is its role? How can it be modelled? Why make context explicit?
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This leads us to try to give a general idea about what has been done in relation with context so far
now. Thus, we first discuss of the existing viewpoints in defining context and give our position
(Section 2). Then, we present the domain of our application (Section 3) and the SART project
(Section 4).

2. THE NOTION OF CONTEXT
2.1 Introduction
Context plays an important role in a number of domains since a long time. This is especially true for
activities as predicting context changes, explaining unanticipated events and helping to handle them,
and helping to focus attention. In Artificial Intelligence, context was first introduced in a logicist
framework by McCarthy (in his 1971 Turing Award talk) who published his recent ideas on context
in [McCarthy, 1993]. However, there is no clear definition of this concept (all the corresponding
references are given in [Brézillon, 1996]): a set of preferences and/or beliefs; a window; an infinite
and only partially known collection of assumptions; a list of attributes; the product of an
interpretation, and a collection of context schemas; paths in information retrieval; slots in objectoriented languages; buttons which are functional customisable and shareable; possible worlds;
assumptions under which a statement is true or false; a special, buffer-like data structure; an
interpreter which controls the system's activity; the characteristics of the situation and the goals of the
knowledge use; or entities (things or events) related in a certain way that permits to listen what is said
and what is not said. In this section, we present a reason for so many definitions and diverging
positions on context. We after give our position on context.

2.2 The viewpoints on context
The notion of context is dependent in its interpretation on a cognitive science viewpoint versus an
engineering (or system building) viewpoint. The cognitive science view is that context is used to
model interactions and situations in a world of infinite breadth, and human behavior is key in
extracting a model. The engineering view is that context is useful in representing and reasoning about
a restricted state space within which a problem can be solved. On closer examination, one realizes that
the engineering view is subsumed by the cognitive science view [Brézillon and Abu-Hakima, 1995].
In this paper, we focus on the engineering view.
Context acts as a filter that defines, at each step, which knowledge pieces must be taken into account
explicitly, and which knowledge pieces are not directly necessary or already shared. The former is
called contextualized knowledge and the latter contextual knowledge. A context is a
structure, a frame of reference, that permits to do not say all the things in a story. For example, "At
his birthday's party, Paul blew up the candles." It is not said here there was a birthday cake because it
is clear for everybody1. Contextual knowledge is supposed to be a part of our social inheritance. A
piece of knowledge obtained at one step of the problem solving--a piece of contextualized knowledge-may become a contextual knowledge at a following step. For example, the user's identification is
contextualized knowledge at the login time, and becomes contextual knowledge after by constraining
the access rights at the system functions for that user.
The crucial problem is to find a way for representing the contextual component of knowledge
explicitly. The literature is not very helpful at this level because context is rarely implemented
explicitly. Rather, one finds applications where context is coded implicitly, often darkening the
knowledge representation. A well-known example is the tetracycline rule in MYCIN [Clancey, 1983]
where a screening clause limits the consideration of the rule to persons older than 17 years. The
screening clause does not participate in the domain knowledge, but acts as a contextual clue that
compiles information as tetracycline gives a violet color to teeth.

1

At least, in Western countries.
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There is also a consensus on the fact that context is inseparable from its use [Brezillon and
Abu-Hakima, 1995]. Context is considered as a shared knowledge space that is explored and
exploited by participants in the interaction. Such shared knowledge includes the history of all that
ensured over an interval of time; the overall state of knowledge of the participating agents at a given
moment; the small set of things they are attending to at that particular moment. Other elements
intervening in a context come from the domain (e.g., problem solving, task at hand, events,
instantiated objects and constraints, the knowledge inferred by the system), the users (e.g., goals,
expertise, beliefs, learner's profile, value assignments), their environment (e.g., organizational
knowledge, corporate memory), their interaction with a system (e.g., transaction history, plans for
the future, attention-focusing information). However, context lacks a recognizable unifying
characteristic and is often the generalization of an infinite and only partially known collection of
assumptions [McCarthy, 1993]. In our application we compare an incident with known incidents and
compare their contexts to help the operators to select the best strategy.

2.3 Our position on context
Our position, with respect to the positions expressed in the literature, is that:
"Context is what constrains a given step of a problem
solving without intervening in it explicitly."
This permits us to conciliate the different definitions of context through the following model:

System

R

M

A

In this model, the system is supposed to interact with an agent called A. In our application, the agent
is an operator, but generally A may represent a human being, a computer system or any combination
of them. The system itself is composed of an inference engine and a knowledge base on the basis of
an enlarged view: a mechanism (M) for reasoning and a repository (R). The repository R may contain
knowledge, data, information, domain and task models, ontologies, etc. R is supposed to be
controlled by M that manages items in the repository, introduces items in it and retrieves items from
it.
According to this model, five types of context may be pointed out at the level of each entity R, M, A,
and the two arrows. For example, the interaction context is at the level of the double arrow. More
complex contexts (e.g., for case-based reasoning) are combinations of several elementary contexts
(e.g., contexts of R and M in case-based reasoning). This model permits to conciliate opposite views
on context, as the static vs. dynamic aspects of context, the discrete vs. continuous nature of context,
the relationships between contextual knowledge and contextualized knowledge [Brézillon and AbuHakima, 1995]. It is also pointed out that these different types of context are not independent
[Brézillon, 1996].
In this paper, we deal mainly with the context associated with the repository R in the framework of
the SART project. Our goal is to find a context-based representation of incident solvings, including
the incident context itself and the strategy used to solve the incident. Other uses of the repository will
be specified after (e.g., statistics and training).

3. THE DOMAIN OF THE APPLICATION
3.1 The subway (RATP in France and Metrô in Brazil)
The main feature of a subway line is its great traveler transport capacity (about 60 000 travelers per
hour in the Parisian subway) combined with a regular transport supply. This is at times of great user
influx--peak hours--as well as at times of lower influx--off-peak hours. Thus, the transport supply is
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always kept compatible with user demand by keeping interval between subways as close as possible
to those of a given timetable. The regularity of the service is obtained by a complex association of
automatic and communication systems that allow the line operation controllers to be aware of what
events are occurring at any given moment. When an incident appears, the operator2 must take
predictive or corrective actions to avoid, if possible, a more critical situation that may disrupt the
normal supply of transport on the line, and rapidly retrieve a normal situation after the incident (at
least partially). An incident in a subway line may cause traffic delay or service interruption, and may
last for a long or short time, depending on the nature of the incident and many other elements.
An important factor in the decision making process of the operator is the interval between trains on a
line. A regular interval between trains in circulation is essential to ensure service quality and user
comfort (in terms of time spent waiting on the platform or subway overcrowding, as well as user
journey time between one point on the line and another one). These train intervals are given by
timetables that account for the time of the day (peak or off-peak period), the day of the week
(working day or week-end), the season, holidays, etc. Most of the operator's work is to ensure that
trains follow these timetables that have been established on the basis of their experience (in Paris, the
subway exists since one hundred years). The timetable appears to be a compiled expression of a
number of contextual information concerning the train regulation (number of trains, moment of the
day, driver availabilities, etc.)

3.2 The problem to solve
Incident situations occur more frequently during peak hours than during off-peak hours. It is when
the number of trains in circulation (and thus the number of users) is at its highest level, that any
incident may lead rapidly to a situation very far from the normal one. For example, on the French
regional express subway (RER), it has been shown that a delay of 10 seconds at a station is
propagated all along the RER line and may imply a delay of 30 min several stations beyond in less
than one hour.
However, an incident occurring during off-peak hours may also lead to a such situation if: (1) the
incident solving during off-peak hours may be not solved before the following peak-hour interval;
and (2) an external situation transforms abruptly the off-peak hour situation in a peak hour situation.
An example of the latter situation is the rush of persons in the subway either to come back at home at
the end of a football match in the evening when an incident occurred at that time, or when the rain
falls suddenly.
Such information and knowledge on the situation do not intervene directly in the incident solving but
constrain the way in which the operator will choose a strategy at each step of the incident solving. We
call such information and knowledge the context of the incident solving. The incident-solving
context contains a number of items (e.g., it is almost the end of the football match and a number of
persons will come back by the subway) among which the operator will account for the most relevant
ones to choose a strategy for the incident solving. Operators retrieve these items from their personal
experiences or from the experience of other operators.
The operator intervenes at a local level and a global one. At the local level, the operator must provide
the means for the incident solving. This may be a phone call to the police if a traveler is injured, the
isolation of a section of the line for any problem concerning power supply, the planning of the
withdrawal of a damaged train, etc. At the global level, the operator must minimize the consequences
of a train stopping on the regulation of the other trains on the line to retrieve as soon as possible the
normal interval between the trains (i.e., the timetable). This may be ordering to drivers to wait few
minutes more at a line station, organizing a temporary service on each side of the line section where is
the incident. This is the reason an operator told us that when an incident is announced, he first looks
at what the current context is.

2

The operator is the controller who is currently the responsible of a metro line. There are three controllers who have in
charge the same line on a day.
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It is particularly crucial that operators make rapidly their decision for choosing the right strategy.
Computer systems may support operators in several ways by managing rapidly a huge quantity of
knowledge pieces more or less connected. Operators using heavily a context-based reasoning to solve
incidents, then a computer system may tackle past incidents in a similar way to: (1) retrieve same (or
similar) incidents in the past; (2) compare their contexts; (3) propose an ordered list of the chosen
strategies; and, (4) argue about any alternative.

3.3 An example of incident
Hereafter, we present the example of an incident solving usually analyzed as a sequence of steps. For
example, consider the incident "ill traveler in a train." The sequence of steps for the driver is:
• Inform the operator by phone,
• Stop the train at the next station,
• Go and identify the problem,
• Advertise the operator,
• Wait until police or firemen's authorization,
• Inform the operator, and
• Wait for the operator's authorization to resume his service.
For the operator, the sequence of steps after the driver's announcement of an incident is:
• Evaluate the type of incident and its duration,
• Give a phone call to the police or the firemen,
• Identify the zone where is the incident,
• Choose a strategy for minimize the consequences of the incident on the line regulation,
• Inform all the drivers on the line,
• Wait for the announcement of the end of the problem solving,
• Resume the normal service.
Such step sequences for the incident solving (from the operator or the driver's viewpoint) would be
what a knowledge engineer would elicit from the operator. Except for an explanation purpose, the
knowledge engineer will not acquire information on the underlined reasons of each step. For
instance, at a first level of detail, the explanation is that step "stop the train at the next station" for the
driver corresponds to the fact that the driver is not authorized to stop immediately when the alarm
signal is triggered (i.e., in a tunnel) but must stop at the next station. At a second level of detail, the
reason is that the driver must follow procedures imposed by the control center. At a third level, the
reason of the procedure is that experience proves that stopping a train in a tunnel, and not at a station,
may have the following explanations:
- it is more difficult to provide help in a tunnel than in a station,
- some travelers may be sensible to claustrophobia and trigger a panic among other travelers,
- travelers may leave the train in the tunnel,
- travelers in the tunnel may be electrocuted by power in the rails or upset by a train coming in the
opposite sense.
Knowledge, at this third level, is compiled as the contextual knowledge "Drivers must follow
procedures." However, there are other pieces of contextual knowledge that belongs to the domain.
For instance, in a tunnel there is no pier and travelers cannot leave easily the train if the problem is a
fire somewhere in the train. Moreover, the distance between a station and the following is less than
five hundred meters. Thus, the delay between the triggering of the alarm signal and the train stop
does not exceed one minute.

4. THE SART PROJECT
4.1 Objective
The SART project aims at the development of an intelligent decision support system for subway line
traffic operators in the area of traffic and incident regulation. We are in the second year of the project
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and we now develop SART according to an off-line approach. If we have not yet an operational
system, specifications are now completed and we enter the programming phase. Hereafter, we
present what may be simulated. The operator provides SART with the characteristics of an incident,
the moment of its occurrence and the traffic situation at that moment. These pieces of information
permit SART to draw up, from its base of incidents (recorded with their contexts), a strategy (or even
more) likely to be adopted by the operator.
The goal of SART is to help the operator to make his decision to solve an incident that arises on the
line. For this, SART may bring events, related to the incident directly or not, to the operator's
attention. For each incident, SART keeps a record of such events to allow a careful analysis of the
events leading up to the incident, and therefore an understanding of the decision and the selection
process for the solution strategy proposed by SART. The subway in Paris is highly complex and the
number of incidents a day is then relatively high, mainly due to travelers (e.g., there is an average of
one suicide by two days). As an operator said: "Without travelers, we will have no problems for
regulating trains."
SART may fail to provide the operator with a good strategy for different reasons: (1) There is no
similar incidents known by SART; (2) There are similar known incidents but their respective contexts
are missing or quite different; and (3) Information on known incidents is wrong or partial. Facing
these limits, the operator would have the possibility to provide the system with the needed
information. Thus, SART will incrementally acquire knowledge on the present incident, its context
and the strategy used to exploit this knowledge for solving following incidents.

4.2 The chosen approach
In order to be a real intelligent assistant system, SART needs to accomplish several functions
[Brezillon and Cases, 1995] as acquiring knowledge from operators, learning new pieces of
knowledge from them; simulating train behavior on the line for a given initial situation with an
incident; changing the model of the line on operator's request for helping the operator to test
alternative issues; proposing itself alternatives for an incident solving; training a new operator not
familiar with a given line; etc. We tackle this ambitious project by a multi-agent approach. In such an
approach, each agent realizes a function of SART and is designed and developed in the framework of
a Ph.D. thesis. Now, our group develops a line configurator, a simulator and an incident manager.
The multi-agent approach permits SART to have an evolutive architecture in which other agents--as a
training agent and a statistics agent--will be added later to increase the functions of SART.
Hereafter, we focus on the incident manager (IM) and the context-based representation of incidents.
The role of the IM is to manage a base of incidents with their contexts. A record contains an incident,
the context in which the incident has been solved, and the strategy chosen by the operator to solve the
incident. A problem is the development of SART on the basis of "elementary" incidents (e.g., an ill
traveler or a failure of the door closing of a train). Indeed, an incident is often a combination of
elementary incidents3. Thus, the IM only can provide the operator with partial solutions. However,
the IM will acquire incrementally new incident solvings by interacting with the operator to solve
incidents combinations.
The participation of the IM in the interaction with an operator is the following. The operator provides
an initial situation and defines an incident. SART simulates (through the simulation agent) the
behaviour of trains on the line until the incident time and identifies the incident context. From these
pieces of information, it looks in its base of incidents with their contexts for either a similar incident
(whatever its context is) or a similar context (whatever the incident is). Having retrieved alternatives
similar to the present incident, the IM then classes them to find the closest one, and gives the strategy
associated with it. The operator then may judge of the strategy proposed by the IM and evaluate the
differences between the incident under study and the retrieved incident. At this step, the operator and
the IM refine the strategy for the considered incident. During this strategy refinement, the IM will
acquire new knowledge that will permit it to refine its description of the known incidents, their
3

The same situation is encountered by Turner (1993, 1995) with undersea robots and his system has to manage
combinations of elementary contexts to describe complex contexts.
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contexts and the chosen strategy. The main problem to solve is the context-based representation of
incidents and how to use such a representation in a reasoning. The determining factor here is the
representation of context in SART and its use.

4.3 The context in SART
Representing knowledge with its context implies to rethink knowledge representation. There are two
aspects of context that play an important role. One aspect is that context is composed of knowledge
pieces that are related to a given piece of knowledge. This gives a static view on knowledge and the
way in which knowledge pieces are related within their context of use. A dynamic view is to
consider context as a mechanism of contextualization for retrieving and storing knowledge
[Edmondson and Meech, 1993], and its links to the reasoning mechanism that associated the
considered incident with incidents known by he system. We face these two aspects of context in
SART.
We define an incident solving as a sequence of steps and thus distinguish two types of context: (i) the
context of a step, and (ii) the overall context of the incident. Crossing the incident solving from one
step to the following one implies to move from one context to another, generally after the occurrence
of a new event. During this move, some pieces of contextual knowledge become without interest for
the current step of the problem solving, and other pieces appear (knowledge pieces that are new or
were previously contextualized). However, if one may speak of a discrete set of (static) contexts at
the step level as McCarthy or Giunchiglia, at the level of the incident itself, there is a global
continuous context (i.e., the incident-solving context) that evolves dynamically along the sequence of
steps.
In the example of Section 3.3, the driver and the operator do not solve the incident in the same way
because they are in different contexts for solving the incident. The driver stays at a local level of the
problem-solving context when the operator has to deal also with a global level of this context, as
shown in the figure:

Normal
context

Operator's context
Normal
context
Driver's context

The context of the normal traffic (for drivers and the operator) is defined by contextual elements such
as:
• It is winter time,
• It is a working day,
• It is the peak hours of the afternoon,
• Time interval between trains is short (about 1min),
The new event that occurs, is: a traveler becomes ill in a train and the alarm signal is activated by a
traveler to advertise the driver. The event changes "normal context" for "incident context" for the
driver. This new context comprises the previous contextual elements and others coming from the
driver's experience. In this example, the driver moves directly in the "incident-solving context."
(Note that until this step, the operator is not yet informed and thus stays in the "normal context".)

4.4 Modeling of an incident in SART
Contextual considerations are normally drawn up based on the experience of operators, drivers and
maintenance staff. They analyze the on-line situation when the incident occurred (time of occurrence,
track loads, seriousness of the incident, etc.) to define the strategies to be adopted to restore normal
service. In the example of the incident "an ill traveler in the train" (Section 3.3), we have three
successive contexts: the "normal context C0," the "incident context C1" and the "incident-solving
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context C2." The context C0 is related to a normal state of traffic and the two other contexts are the
result of new contextual elements added to the previous context. C1 is derived adding to C0 contextual
knowledge related to the occurring incident such as the "alarm signal," the place, the time the incident
took place, and so on. C2 is obtained from C1 and contextual knowledge related to the incident solving
such as the identification of the incident and the type of intervention that is needed.
The Figure 1 gives a partial view of the solving of the elementary incident "Ill traveler in a train."
Such an incident is represented by an oval. Part of the steps of the incident solving is represented as
rectangular boxes, e.g., "Alarm signal," "Stop at the next station," "Incident identification" and "Call
operator."
Consider the step "Stop at the next station." This step--contextualized knowledge--is imposed on the
driver because, for example, this corresponds to procedures. Procedures arise from past experiences
with similar incidents. For example, travelers' security is better ensured in station than in a tunnel,
employees of the subway are not allowed to take care of injured persons, etc. At a deeper level, the
driver has to avoid to stop the train a long time in a tunnel. One reason for this is that some travelers
may have behaviour’s trouble as claustrophobia and leave the train to go on the railway.
All these pieces of contextual knowledge are not at the same distance from the step "Stop at the next
station." Some pieces of contextual knowledge are nearer than others. For instance, "Procedures" is a
contextual knowledge that is close to the incident-solving step, when "Avoid stopping in a tunnel" is
another piece of contextual knowledge that is far from the same step. However, both of them make
this step necessary. Such a kind of distance permits us to order pieces of contextual knowledge in
layers around the step like skins of an onion. We call this the onion metaphor. Layers of
contextual knowledge are represented by stippled circles in Figure 1. Tichener (cited in [Jansen,
1995]) also introduces the notion of a situation surrounding the organism as one of the roots of
context. Tichener's definition implies that context is not part of the actual chunk of knowledge but
forms a layer, or a set of layers, around the knowledge.
Decision making level

Local contextual level

Global contextual level

An ill traveller
in train

CC decisions
and informations

Alarm
signal

Stop at the
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Easy help

To ensure
the travellers’
safety

Incident
identification
Procedures

Past experiences

Do not touch an
injured traveller

Nature

in a tunnel
Problems
with traveller’s
behaviour

Consequences
on regulation
Train (incident)
positionning

Means to
use

Interval
Timetable

The driver is
not trained
to treat an
ill person

Avoid stopping

Signal light
problem

Characteristics

Stop all
trains on
the line

Call
operator

Strategy
to adopt

Appeal to
other interveners/
operators

Estimate of
duration

Temporary
service

Attack
Police

Firemen

Formalities

MEMS

panic, nervousness,
claustrophobia, ...

Increasing distance fromTraveller
the kernel of the context
on railway
electrocuted
traveller

electricity
in rail

Decision
to take

upseted
traveller

other
train

FIGURE 1: Context-based representation of the incident "Ill traveler in a subway"
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Our context modelling along the onion metaphor reveals several interesting results:
(1) A step takes a meaning in a given context. Contextual knowledge does not intervene directly at
this step but constrains it. For the step "Stop at the next station," the contextual knowledge
"Easy help" is not the main reason for stopping the train at the station. However, it intervenes
in its realization.
(2) Pieces of contextual knowledge may be partially ordered. If we consider the step "Stop at the
next station," we observe that some knowledge pieces of its context (e.g., "Easy help") are
closer to the step than other (e.g., "Do not touch an injured traveler") because the constraints
applied on the step are more direct.
(3) A contextual knowledge itself takes a meaning in a context. The piece of contextual knowledge
"Procedures" of the step "Stop at the next station" has its own context with elements as "Past
experience" and "Do not touch an injured traveler." Recursively, one can link knowledge
pieces together by layers. This result is a concrete example of McCarthy's claims (1993) about
the definition of a context in an outer context and the infinite dimension of context.
(4) Pieces of contextual knowledge relate incidents together. With an association between a
number of contextual-knowledge pieces, it appears that there is a relationship between a given
incident and others. Figure 1 shows how such a relationship is established between "Stop at
the next station" and other incidents as "Signal light problem" through contextual knowledge.
Establishing such an incident net accounts for the occurrence in real-life conditions of
combinations of incidents that seem apparently not related (e.g., "Ill traveler in a train" and
"Signal light problem"). Common contextual components (or pieces of knowledge) of two
contexts are highlighted by dotted, bold arrows in the Figure.
This paper addresses only one type of context, the context at the level of the knowledge
representation. This type of context will have to be related to others as the context at the level of the
reasoning mechanism and the user-system interaction. The representation of contextual knowledge in
SART may be implemented regardless of formal considerations (logic, programming languages,
specialist systems, etc.). However, for the sake of convenience in the choice of implementation tools
in the current market, incidents and their contexts are represented by means of a production-rulebased system.

5. CONCLUSION
We propose a unified view on the different approaches on context by distinguishing different types of
context and their interdependency. This permits us to precise the type of context on which we work
and make explicit its relationships with the other types of context. In our application, we consider a
particular context--the incident-solving context--that evolves continuously during the problem solving
and a set of discrete contexts at the level of the steps of the incident solving.
For representing, managing and using contextual knowledge in problem solving, we use the onion
metaphor that gives an integrated view on contextual and contextualized knowledge. The onion model
concerns the context at the level of the knowledge representation in the repository and permits a
context-based representation of incidents. Such a study must be led on the other types of context
(e.g., at the level of the human-machine interaction) to find other models of context. A complete view
of what context is can only be obtained at this price.
Having established a context-based representation of knowledge, we now study the mechanisms to
exploit contextual knowledge in an incident solving and develop a real system based on contextual
knowledge. At another level, it appears that such a representation of contextual knowledge gives also
an integrated view of the relationships between context and explanation. In Figure 1, one sees how a
system may answer questions such as "Why the driver must stop at the next station?" Thus, one also
notes in Figure 1 that it is possible for a system to provide explanations at different levels of details,
from very specific explanation (contextual knowledge close from the incident step) to general
explanation (contextual knowledge far from the step of the incident solving).

A paraître dans les Proc de Int.l and Interdisciplinary Conference on Modeling and Using Context (CONTEXT-97), Rio de
Janeiro, Brasil, February 4-6, 1997.
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Abstract
HyperContext is a new model for adaptive hypertext. HyperContext achieves adaptation of the information and hyperlinks through explicit context. Objects of information in the hypertext obtain their context from their parent objects and
in-links. When objects of information are accessed, they are interpreted according to the appropriate context of the parent
object and link pair, prior to being presented to the user. All objects of information have a profile, a set of labels which
together comprise a context-free description of the object. An object interpretation is a subset of the labels in the profile
which comprise a description of the object relevant to the context in which it exists. Labels become links when they are
associated with objects of information in some context. The same label can appear in different interpretations of an
object of information, and in each interpretation the same label can be linked to different objects. HyperContext is a
three-layer model. The Object Layer is an unstructured collection of object representations. The Structure Layer is a
hypertextual representation of interpretations of the objects in the Object Layer. Users interact with HyperContext
through the Presentation Layer. Three Information Retrieval methods, which support context-free and context-sensitive
search, are also presented.
Keywords: Adaptive Hypertext, Context, Hypertext, Information Retrieval.

1. Introduction
This paper introduces HyperContext, a new model for adaptive hypertext which is achieved through support for context.
Context in hypertext is not new; context has always been present in hypertext systems. However, context is usually
implicit. HyperContext makes context explicit and, consequently, reusable.
A hypertext system is a repository for information, where related objects of information (i.e., nodes containing
information) are explicitly referenced through the use of hyperlinks, or links. The links are subsequently used to traverse
the hypertext structure to move from one object of information (a parent) to another (a child). Objects are linked because
some relationship exists between them. However, except for a few notable exceptions, the details of the relationship are
usually lost. Some hypertext systems, such as gIBIS [10], use typed links, where the link type explicitly records the
type of relationship that holds between the parent and the child. HyperContext takes a different approach. HyperContext
supports discrete interpretations of information, each giving a different perspective of the information, as viewed from a
specific parent and link. Consequently, if a child has two or more parents, each parent can have a different interpretation
of the same information in the child. An interpretation is the information content of the object and a collection of
keywords and key phrases (labels) that describe the information content. A label becomes a link when it is associated
with another object. The interpretation of the child will be described by only those of its labels which are relevant to the
interpretation of the parent and the link that was used to access the child. The labels used to compose object
interpretations are taken from an object’s profile, a superset of the labels that describe the object under all possible
interpretations. HyperContext also supports information retrieval-in-context, using the interpretations of objects.
Currently, a partial implementation of HyperContext is wrapped around World-Wide Web [4] HTML [25] pages, but
with appropriate interfaces, it can be wrapped around any hypertext system or information base.

2. An informal description of context
Entities exist in an environment and may have a state and a pre-specified or dynamically determined behaviour. An
entity’s context is composed of those entities in the environment which are capable of interacting with it, possibly to
influence its state and behaviour, to obtain feedback, or to communicate its intentions. Members of an object’s context
can interact with the object when some condition arises which permits the interaction.
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In a hypertext, the environment is bounded and its entities are objects, links, and user models (if represented). All
entities can have a context, but we will consider only the context of those entities which are capable of having actions
performed on them. The members of an object’s context are its parents and in-links, and a link’s context is composed of
its source and destination objects. The act of traversing a link creates the condition under which the parent can cause the
child to behave. It behaves by presenting itself to the user (behaviour can be more complex with typed links and typed
objects). In HyperContext, an object additionally changes its state by offering an a priori defined interpretation of itself.
The interpretation is composed of the information content, a description (a set of labels) and a set of out-links.

3. HyperContext
HyperContext is a new closed world model of hypertext that is explicitly adaptive. HyperContext takes the unique
approach that an object of information x can have several interpretations, and each interpretation is dependent on a
parent, link pair, (xk, lk), a member of its set of possible parents (incidence set) (see Figure 1). There is no equivalent
of a user model in HyperContext, so the specific context is supplied by an object’s parent and the link that is used to
access the child.

x1

x2
l1
l4

x4

x3

l2

l3
x

l5
x5

Assume that object x has been accessed from
object x1 on label l1 :
The profile of x is {l4 , l5 }.
The incidence set of x is {(x1, l1), (x2 ,l2), (x3 ,l3)}.
Assume that the interpretation of x in the context
(x1, l1) is {l4}. When x is accessed from x1 on l1,
label l5 is not active and object x5 is not accessible.

Figure 1. The contexts and interpretations of object x.
An object’s interpretation is composed of a set of labels which describe the object in that specific context. Labels are
typically, but not restricted to, words and phrases that occur in the body of the text of an object (or in the case of nontextual or multimedia objects, keywords and key phrases that describe the object). A label exists primarily for
descriptive purposes. However, if, in an interpretation, a label is associated with another object, then that label becomes
a link. The object name and label form the context under which an interpretation of the child holds. For every context of
an object there is a corresponding object interpretation. Whenever an object is accessed, the information content of the
object is interpreted according to the specific context in which it is accessed. Only those labels and links specified in
that interpretation are active.
HyperContext is a three layer model. The first layer, the Object Layer is a flat, unstructured collection of object
representations. Objects are represented by profiles, where the profile is a superset of all labels in all possible
interpretations of the object. In fact, a label cannot be used in an interpretation if it does not exist in the object’s
profile. The profile is not static - it can be changed. No link information is stored in the Object Layer.
The second layer, the Structure Layer, imposes a structure over the objects in the Object Layer. The structure is created
and extended by creating a directed link from a label of an interpreted object to another object selected as the link
destination. However, at the same time, an interpretation for the child must also be created, by selecting which of the
child’s profile labels are relevant to the interpretation of the parent. So in effect links are not created between objects in
the Object Layer, but instead are created between interpretations of those objects in the Structure Layer. The same label
in different interpretations of the same object can be linked to different children. Not only is the description of an object
dependent on its interpretation, but so is the object’s perceived location in the hypertext. In order for an object
representation to exist in the Structure Layer, the object must have at least one parent which can provide it with a
context. HyperContext also recognises a special context, bottom ( ). For those objects which naturally have no parents
(e.g., root nodes), or for those objects which require an interpretation even when they are accessed directly (e.g., via a
hyper-leap, rather than a link), then allows objects to have a context-free interpretation. provides an object with a
context if the object is accessed from outside HyperContext’s closed world, rather than by following a link from one of
the object’s parents in the hypertext. Every object has an interpretation for , which is automatically created the first
time an object is represented in the Structure Layer. The interpretation for is identical to the object’s profile, but can
be modified to be a subset of the profile, or even the empty set.
2

The third and final layer is the Presentation Layer. Objects are interpreted and displayed to the user following a link
traversal. A context session is maintained which stores information about the contexts and interpretations of objects
accessed during the current session. A context session is terminated either when the user quits HyperContext, or when
there is a context switch, by changing the context of the current object, or by hyper-leaping to an object.
HyperContext does not employ user models. Rather, when an object is accessed, the user can switch the context to the
interpretation of the object which best reflects his or her needs, or uses HyperContext’s information retrieval methods to
search for appropriate information in context (see Section 4). Once the most relevant interpretation of the object has
been selected the user can browse through the resulting hypertext, which will continue to adapt according to the links
that are traversed and object interpretations that are visited.
A more formal description of HyperContext is in the Appendix.

4. Information Search and Retrieval in HyperContext
HyperContext has three information retrieval methods to support information, or resource, discovery and to rapidly
locate an area of a hypertext which contains information relevant to a user. The three methods are coined Traditional
Information Retrieval (TIR), Information Retrieval in Context (IRC) and Adaptive Information Discovery (AID),
respectively. A discussion of each follows.
4.1 Traditional Information Retrieval
One of the major problems in any general purpose hypertext is that there is no guarantee that all objects containing
related information are linked. This is also the case with HyperContext. In HyperContext it is the interpretations of the
information in objects that are linked, and different users with different requirements could interpret the same
information differently, and see opportunities for highly idiosyncratic connections between objects. The existing
connections between interpreted objects reflect interpretations of the information contained within the hypertext created
by its authors and previous users, and it is not necessarily the case that a perspective which is relevant to a user will
already exist, even though there may be the information within the hypertext which could support that perspective. So a
path to an object which contains an interpretation of information relevant to a user may not yet exist. The only ways
for the user to find the relevant information are by browsing or by using Traditional Information Retrieval (TIR)
techniques.
There are two approaches that can be taken; a context-free approach, and a context-sensitive one. General-purpose
Information Retrieval methods generally make no assumption about the organisation of documents, or informationcontaining objects. This is consistent with the lack of organisation of HyperContext objects in the Object Layer. In the
context-free approach, TIR builds an index of keywords extrapolated from all the documents in the collection. Unlike
several hypertext systems (Hypertext Information Retrieval systems e.g., [1] are notable exceptions), HyperContext
describes each object in the Object Layer using a profile composed of descriptive labels. An index can be constructed
from the profiles of each object to support information retrieval. A general-purpose information retrieval system either
measures the degree of relevance (e.g., probabilistic IR [14], Vector Space [24]), or else determines whether a document
is relevant without measuring the degree of relevance (e.g., the Boolean matching algorithm [13]). For example, a
simple query could be to find those documents in the collection which contain specified keywords, e.g.,
query(“computer” or “science”). The result of the function in a Boolean information retrieval system would be an
unordered list of those documents which contain at least one occurrence of each keyword. A Probabilistic Information
Retrieval system would also return a list of documents that contained at least one occurrence of each keyword, except
that the list would be ordered according to the probability that the document is relevant to the query, based on, for
instance, the number of times the keywords occurred in each document in relation to the size of the document and the
probability that the keywords in the query would also occur in non-relevant documents, and other term features [15]. A
probabilistic IR system is likely to give results of higher precision (i.e., be of “better quality” as judged by the user)
than a Boolean IR system. However, the Boolean information retrieval model has been adopted for HyperContext as, at
this stage, only a simple model of information retrieval is required.
The Boolean TIR approach is also extended in HyperContext, to give a context-sensitive approach. In the context-free
approach, the search is performed on an index extrapolated from the profile of objects in the Object Layer.
HyperContext, however, has a richer pool of descriptive information in the Structure Layer.
In HyperContext, the view is taken that it is not sufficient for information to be relevant to a query simply if it is
“about” the query, which is the view usually taken in Information Retrieval. Rather, information may be relevant to a
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user if it is about the topic being sought and is relevant to the context in which the user is searching for information. In
information retrieval the “topic being sought” is usually described by keywords in a user query. In general-purpose
information retrieval systems, such as those described above, the index generated for each document can be viewed as
being equivalent to the profile of a HyperContext object in the Object Layer. The interpretation of a HyperContext
object in the Structure Layer is not only a finer grain description of an object, but also has a context - the context
provided by the object’s parent, link pair under which the interpretation holds. Consequently, the Boolean TIR method
can be extended to search through an index extrapolated from the interpretations of objects in the Structure Layer, and
the query can be extended to allow the user to specify that the labels to be searched for should be active in the same
interpretation. Context-free search is merely a special case of the context-sensitive Boolean TIR system in
HyperContext, with the exception that the list of relevant objects can be partially ordered to reflect whether the object
has an existing interpretation which is relevant to the query, or whether the object is relevant only in its uninterpreted
state via the profile. By selecting a relevant object from the list, the user effectively hyper-leaps from the current object
to the selected object, adopting the context which supports the selected interpretation.
The Boolean model retrieves those objects which are ‘true’ for the query, as determined by the matching algorithm. The
definition of relevance differs depending on whether the search is context-sensitive or context-free. If the search is
context-free then it suffices for the query terms to be matched against labels in an object’s profile without reference to
the context in which those labels are active. In context-sensitive search, the context in which the labels are active is
taken into account.
Label
Computer
Science

Location
http://a.host.edu/default.html
http://a.host.edu/default.html

Context
http://cs.edu.mt/index.html, CSAI
http://cs.edu.mt/index.html, example

Figure 2. Example of a partial inverted index.
In Figure 2, a context-free search for (ÒComputerÓ and ÒScienceÓ) will find the object located at
http://a.host.edu/default.html. However, because the labels are active in different contexts, the object will not be
relevant to the query in a context-sensitive search.
A disadvantage of the TIR model results from the difference in the philosophies of the Boolean TIR method (as well as
a large proportion of IR solutions in general) and HyperContext. HyperContext is a highly distributed information
system. Each object knows only that is has descriptions of itself under a number of interpretations, and for each
interpretation it has a parent and a possibly empty set of out-links. However, for efficiency, TIR requires a centralised
index through which to search.
4.2 Information Retrieval-in-Context
In the TIR method described above, relevance is a relatively crude approximation. It is useful because through it, it is
possible to find objects which may not be reachable from the object that the user is currently visiting. However,
relevance can also be defined in terms of the relationship between two objects as evidenced by the fact that a link, or a
path, exists between them. For instance, if two interpretations of objects are directly connected then this link provides
strong evidence that the two objects are related in some context. Information Retrieval-in-Context (IRC) takes advantage
of this evidence from HyperContextÕs Structure Layer. The assumption here is that through the query, the user is
instructing the system to look ahead, down all possible paths emanating from the current object interpreted in some
context, to find other objects which also meet the criteria of the terms expressed in the query. The structural information
derived from the Structure Layer indicates that the object is relevant to the context of the current object (otherwise a
path from the current object to the target object, i.e., the object which is relevant to the query, would not exist). The
Boolean Information Retrieval (BIR) method can be used to determine if the object is relevant to the topic expressed in
the query. The search terminates when a user set look-ahead limit is reached or when the paths are exhausted. The results
are ordered such that the ÒclosestÓ object (in terms of the number of intervening objects) is considered to be the most
relevant.
A breadth-first search is performed, so that as soon as the first relevant object is found the user can proceed. The user
can either hyper-leap to the found object, inheriting the appropriate context, or else the user can follow the
recommended path to the object. The user may choose to follow the recommended path for a number of reasons. The
user may wish to see the contents of the intervening objects to see how the target object is related to the node from
which the user issued the query. This may be because the user hopes to find more information in order to be able to
construct a more refined query. By following the recommended path, a user may discover that the target object is not
likely to be relevant to his/her needs and may choose to deviate from the recommended path, by following a link that is
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active under the current interpretation but which will not lead to the target object. The system may then revise its
recommendation by locating an interpretation of an object that meets the query criteria but that exists under the new
context, once again recommending a path to follow.
If a user is dissatisfied with the recommended path or the target object at the end of that path, the user can discard the
target object or recommended path and roll back to the original object from which the query was issued and follow the
recommended path to the next relevant object. If a roll back is performed, the system should be able to use that feedback
to re-evaluate the other relevant objects that were found in order to eliminate those objects which are also likely to be
irrelevant given the feedback. This can be achieved by eliminating objects from the set of relevant objects that reside on
the same path as the object or path that was discarded, for example.
4.3 Adaptive Information Discovery
In the previous two IR methods the search is initiated by the user through a query. In Adaptive Information Discovery
(AID), HyperContext itself attempts to guide the user to the information that the system estimates as relevant to the
user without requiring an explicit user query.
AID is a background process that attempts to make calculated guesses about what information might be relevant to the
user by examining the context session. AID then searches for the information and offers it up to the user for
consumption. AID can estimate what the user might be interested in by building descriptions of candidate relevant
objects from the labels of the interpreted objects that the user has visited. This description would be composed of the
labels that appear most frequently in the interpretations of visited objects, with particular emphasis on the labels
associated with the links that were traversed.
The main point of this search method is that when interesting objects are found, they become candidates for creating a
link to an object that has been visited in the context session. This new link is public and is consequently available to
the user population.
AID generates an interpretation of what is calculated to be the information that the user is looking for. Once the
interpretation has been generated there are several options available. The simplest is to determine if a similar
interpretation of an object already exists, using TIR. If TIR finds an interpretation in context, and the user finds the
object relevant, then the user is asked whether the object should be linked to a previously visited object. If no
interpretation exists, then TIR can look for an object profile which is relevant to the generated object interpretation. In
this case, if the user finds the object relevant, the user can create an interpretation of the object based on the relevant
labels in the object’s profile and link it to the appropriate object to which it is relevant.
It is also useful to know where the object is in relation to the objects in the context session. This aspect of AID is
controlled by a look-ahead depth. The objects in the context session together with the other objects reachable from each
object to the given depth, forms a context-free sphere. The context-free sphere contains all interpretations of each object,
and so can be thought of as being 3-dimensional. If the object exists in the sphere, then AID can recommend a path to
the object, if no context switching is involved, or, if context switching would be involved, it can assist the user to
construct a new context path to the object. As links are directed, an object may be reachable from a previously visited
object in the context session, rather than from the current object. A user may wish to “back up” to that object and
follow the path from there. This is useful if the user is browsing in approximately the right area, but is navigating
along a path that will not lead to the object being sought. AID can move the user to approximately the right object
from which to resume browsing, recommending the path the user should follow. Alternatively, the user can link the
found object to whichever object he/she thinks appropriate.
The IRC and AID search methods in HyperContext are exposed to cycles and spirals. A cycle occurs when an object
interpretation is revisited in a particular context. Cycles can be detected by keeping a history of the contexts in which an
object has been previously visited. If, when an object is visited, it transpires that it has previously been visited in
exactly the same context, then the search down that path is terminated, and the search passes to the next object, if any,
in the breadth-first traversal. A spiral occurs when a previously visited object is revisited in a different context. In this
case, the search is not stopped, because the interpretation of the object in each context can be different, and the object
could be linked to other different objects.

5. Related Work
Massive hypertext systems such as the World-Wide Web are becoming increasingly difficult to use as they grow in size,
and as the information contained within them becomes more diverse. Like information retrieval systems, hypertext
systems are used for information discovery. However, unlike information retrieval systems, there is no underlying
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assumption that users are able to express their information need as a formal query, but rather they will know the
information they are looking for when they see it. Consequently, users are unlikely to know what information they are
seeking, but by navigating through objects in the hypertext they will either discover the information, or else will
discover information which will enable them to express their information need. Of course, hypertexts can also support
“aimless” browsing, where users have no pre-determined information need but, through the course of their wanderings,
could develop an interest in a particular subject. Catledge and Pitkow [9] discuss various browsing strategies in the
World-Wide Web.
5.1 Problems in non-adaptive hypertext systems
In hypertext systems, users will follow links which appear to be likely candidates for bringing the user closer to the
information being sought. However, it is first necessary for a user to find his or her way to the part of the hypertext
containing information about the relevant domain (which may be located in many disconnected areas), and then to
continue browsing from there. Once in the local area, there is no guarantee that this particular area contains the
information being sought, either. Also, links do not necessarily adequately describe the information to be found in the
child, so a promising link may lead to irrelevant information or relevant information may be hidden behind an
innocuously named link. The reasons for this can be traced back to the rationale behind the creation of the link.
A link is created for a particular reason - there is some information in an object which, in one way or another, is
relevant to information in another object (We do not discuss links which allow rapid relocation to a particular position
in an object). However, the details of the relationship are not usually available for inspection, and unless the user
interprets the information in the parent as the creator of the link intended, then the reason for the user traversing the link
is unlikely to be similar to the author’s reason for the creation of the link. Hence, there is a chance that the information
contained in the child is unlikely to be relevant to the user.
This problem is further compounded by principles of Human-Computer Interaction. In order to avoid overloading a user
with choice (inducing cognitive overload), only a few of the links to potentially relevant information are provided [7].
Consequently, unless the user is specifically looking for the information that the author has provided (including links),
then although information relevant to the user may exist, it is not necessarily accessible from this point in the
hypertext.
Such hypertexts do not necessarily help the user to discover information. Users with different needs and requirements are
all sharing the same collection of information. Tools to support information retrieval in hypertext systems assume that
the result of a user query should be a specific object. The user is lifted from one part of the hypertext to another, with
no indication of where the target object is in relation to the rest of the hypertext, even though the power of browsing
through a hypertext is the ability to follow a path through objects, where an object is related to its neighbours in the
path. The system cannot estimate what the user might be looking for and suggest a path to that information. Also,
once a user has potentially invested a significant amount of time to find the information there is no direct way of
influencing the link structure to assist a future user with the same needs, short of creating a new object which describes
the problem domain and contains links to other existing information. Even this is not necessarily sufficient, because it
is not possible to create links between two or more objects which contain related information without the co-operation
of the owners of the objects.
5.2 Adaptive Hypertext
Adaptive Hypertext systems attempt to surmount these problems by estimating users’ needs and requirements to adapt
the links and information content of the objects in the hypertext [7]. By adapting the links from an object, the chances
that the links will lead to relevant information are increased, and by adapting the content of objects the chances of being
exposed to irrelevant information are decreased.
Another large difference between adaptive hypertext and non-adaptive hypertext is that the user community benefits from
the adaptations of the hypertext, that is, the results can be shared throughout the community, or can be bounded to limit
the extent of the sharing to specific user groups (e.g., Microcosm [11], VIKI [19], PUSH [12], and HyperMan [23]).
Also, adaptive hypertext systems actively support the information discovery process. In addition to potentially adapting
links, systems such as WebWatcher [3] and HyperMan employ mechanisms to allow a user to rapidly access relevant
information. The major difference between the adaptive hypertext and hypertext information retrieval support approaches
is that the advice given by adaptive hypertext systems is usually learned by observation.
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Many adaptive systems use some form of user model to represent individual user’s needs and requirements. The user
model can also be generalised over a group of users with similar needs and requirements. The model is initialised
explicitly by the user and is then updated by the system through observation and user feedback to build a more accurate
model. The user model plays a supportive, rather than didactic, role. The user is ultimately in control and user feedback
on the system’s recommendations add to the system’s experience.
The hypertext adaptation process is usually two-level [22]. In such systems, the underlying hypertext or information
base in use can be arbitrary and non-adaptive. The user navigates through the underlying hypertext and the overlying
adaptive agent modifies the content and links once a link has been selected for traversal. Usually, link modification in
two-level systems is achieved by highlighting one or more links from the object to indicate that the agent estimates
that following those links will ultimately lead the user to the information being sought (e.g., WebWatcher [3]). In
some systems, the destination of links can be changed to lead the user to relevant information (e.g., SNITCH [21]).
Adaptive hypertext systems can be applied to the World-Wide Web (WWW). Not only is the WWW becoming
increasingly difficult to use because of its size, disparate information, numerous authors and multitude of styles of
presenting information, but the WWW is also a readily available and accessible resource which demands shareable
customisability if it is to become anything other than a dinosaur [2].
All adaptive hypertext systems are concerned with determining whether there is information which is relevant to the
user given a goal (the information the user is seeking) and the user model (or an approximation of it). Adaptive
hypertext systems support adaptive navigation, adaptive presentation, or both [7].
Adaptive navigation is concerned with recommending to the user a path to take him/her to an object containing relevant
information. Adaptive presentation, on the other hand, is concerned with adapting the information content of an object
so that it contains relevant information.
Adaptive navigation is essential if many users with different needs are sharing a massive, heterogeneous hypertext.
Mathé and Chen [20] construct a relevance network which records users’ information access patterns, in the underlying,
non-adaptive hypertext, to locate relevant information. These access patterns (initially similar to paths in the underlying
hypertext) are generalised through further observation, and eventually provide users with the ability to access relevant
information more rapidly (i.e., via shorter paths) than would otherwise have been possible. The length of the path is
more or less equivalent to the number of steps the relevance network needs in order to establish what information the
user is seeking. WebWatcher [3], on the other hand, does not seek to override, or change, links in the underlying
hypertext, but rather leads users to potentially relevant information by recommending which link or links to follow
from the current object. WebWatcher learns from user feedback. Users are asked to state the information they are
looking for at the beginning of a session, and when they find the information or give up searching they are requested to
inform WebWatcher of the outcome. Bollen and Heylighen [5] experiment with a randomly connected network to
establish if the network would eventually stabilise if users were permitted to create shared associative links between
objects. The order in which objects are offered depends on the weighted strength of the links. Links are strengthened
according to frequency of use, transitivity (enabling paths to relevant information to be shortened) and symmetry
(enabling forward references to strengthen backward references). Bollen and Heylighen discovered that an initially
randomly connected network will stabilise relatively quickly, and that it can quickly adapt to change, both in the
information content of the hypertext, and in the information need patterns of its users.
Adaptive navigation can be enhanced, or sometimes subsumed, by adaptive presentation. In certain environments (e.g.,
learning and tutoring environments) it is preferable or necessary to adapt the information that is presented to a user once
they have arrived at a particular object. Kay and Kummerfeld [16] build structures within the object content which will
be conditionally displayed depending on user preferences or requirements. Brusilovsky [8] and Espinoza and Höök [12]
dynamically generate the object on the fly. KN-AHS [17] dynamically adapts the content based on assumptions about
the user's conceptual knowledge. These assumptions are drawn from user actions observed by KN-AHS (e.g., requesting
an explanation of a word or phrase) and are reported to a separate user modeling shell system (BGP-MS [18]). When a
user attempts to access another hypertext object, BGP-MS provides KN-AHS with enough information for it to
automatically expand the content to include explanations, etc., of words and phrases that system anticipates the user
will want to see.
HyperContext has direct support for adaptive navigation. As yet, it does not support adaptive presentation - in the sense
that the actual content of objects is adapted. However, HyperContext supports adaptive interpretations of objects in
which the description of an object changes according to the context in which a user is viewing the object. Adaptive
navigation and adaptive interpretations are inseparable in HyperContext, and the same label can be linked to different
objects depending on the interpretation.
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6. Future Work
A test site is being constructed for HyperContext. Tools to automatically create profiles and interpretations for Web
pages are being designed. Although the automatically created interpretations may not be accurate to begin with, after the
hypertext has been used and modified by its users, we expect a significant improvement in HyperContext’s ability to
assist with browsing and Information Retrieval.
The test site will be compared with another HyperContext site which mimics the WWW (i.e., there will be no
interpretations of objects, and users will be presented with the same object of information and its links regardless from
where it was accessed). Users of the test site will also not be able to create new links out of existing objects. They will,
however, be able to create new objects in a similar way to the WWW. Finally, users of the second test site will not be
able to make use of the IRC and AID information retrieval functions.
Currently, HyperContext objects are simple. Future work will consider creating complex object types, such as
composite objects, as well as objects which exist simply to support the information search and retrieval process.

7. Conclusion
HyperContext, a new model for adaptive hypertext, has been presented. With appropriate interfaces, HyperContext can
be wrapped around any hypertext system or information base to provide them with adaptive features.
When a link is created between two objects, an interpretation of the child is defined that is consistent with the
interpretation of the parent from which the two object will be linked. When a user browses through the hypertext,
traversing a link triggers the destination object to present the appropriate interpretation.
Three Information Retrieval methods are included which enable a user to search for arbitrary information or information
that exists in the current context path. Additionally, Adaptive Information Discovery estimates a user’s interests and
searches for the information. A user can be guided to the information once it has been located.
New links and interpretations created by users are immediately available to the user community.
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Appendix: A Formalization of HyperContext
In HyperContext:
An object x ranges over X the set of all object names.
A label l ranges over L the set of all label names.
An incidence set ➘x of an object x is a subset of (X
x, and

. The object, label pairs in ➘x are coined the contexts of

L)

denotes a bogus context.

A profile [x] of an object x is a subsetlkof L.
A context-sensitive interpretation

[x]

xk of an object x in a context (xk, lk)

➘x is a subset of [x]. Moreover, note that

the context-free interpretation
[x] of an object x is also a subset of [x].
lk
The out-links

[x]

the out-links [x]

xk

of an object x in a context (x k , lk ) ➘x is {(lj, x j) | lj
of a context-free interpretation of an object x is {(lj, xj) | lj

[x]lk

xk

[x]

(x, lj ) ➘x j }. Note that
(x, lj) ➘xj}.
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Abstract
In this paper, using the framework of Multicriteria Decision Support Systems (MCDSSs), we try to
identify what contextual knowledge is and where the contextual knowledge is necessary. The
MCDSS framework is a good model to specify the exact role of the context because it is rather well
structured and thoroughly studied. Our main observation is that contextual knowledge is especially
useful to delimit the usual concepts of the domain and strongly influences the relationships between
the concepts. We also point out the necessity to include a large quantity of contextual knowledge in
the model, especially concerning alternatives and the decision maker, even if this later cannot be fully
modeled.
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1. INTRODUCTION
As organizational complexity increases, it becomes very unlikely that a comprehensive model of a
given decision situation can be developed. This implies that the model is completed by the interaction
between the decision maker and the system (Lévine and Pomerol, 1995). We thus enter the realm of
decision support systems (DSSs). Moreover, as most pragmatic decisions are multi-attribute,
multicriteria DSSs (MCDSSs) should be widely used in organizations. Surprisingly, it is not the case
and it is necessary to wait the end of the eighties to find a few MCDSS implementations.
Many rationales can be evoked to explain this phenomenon. Two main reasons are generally put
forward: the failures of man-machines communication and the weaknesses of the modeling. This
situation is actually not specific to DSS and many cases of failure are reported in the knowledge
based systems domain (KBS). In this later domain, like in DSS one, one can identify several kinds
of failures. Most of the failures arise because one does not take into account that a decision maker
makes a decision according to a set of items (e.g., his preferences) that does not intervene explicitly
in the decision making process itself but constrains it. This is what we call contextual
knowledge. Let us recall some of the explanations, frequently mentionned in the literature (see
Brézillon and Pomerol, 1996a and b for a review):
- problems with data acquisition from both a technical point of view (e.g. vision) and a contextual
point of view (e.g. the knowledge of the system is adapted to the situations foreseen by the
knowledge engineer but is not suitable for the context at hand);
- rigidity of the models embedded in the machine especially concerning contextual information and
explanations;
- organizational problems.
Let us also remind that, in the framework of decision making, due to the prominent look-ahead
component (Pomerol, 1995), the subjective and contextual data play an important role.
At last, because of the subjective dimension, in decision making, it appears that human and machines
contain partial and complementary overlapping expertise. This implies that a better performance
would be achieved by human and machine integration than is possible by either element alone

(Woods et al., 1990). Moreover, due to the incompleteness of the model, especially during the
evaluation phases (Lévine and Pomerol, 1995), the cooperation between the Decision Maker (DM)
and the system is mandatory. Among the elements facilitating the cooperation are explanations and
contextual knowledge, and the need to make them explicit and shared both by the system and the
user, see (Brezillon and Abu-Hakima, 1995) and Brézillon (1996) for a survey about context.
The paper is organized as follows. In Section 2, we explain how the decision process is supported in
MCDSSs. In Section 3, we introduce briefly the notions of cooperation, explanation and context
before applying them to the multicriteria decision processes in Section 4 where we show how the
problems encountered in MCDSSs enlighten the questions of the use and the need of contextual
knowledge.

2. SUPPORTING THE WHOLE DECISION PROCESS IN
MULTICRITERIA DSSs
According to Simon's decision phases (Simon, 1977), it should be possible to imagine MCDSSs
adapted to support the decision maker during each of the four phases of a decision process, namely,
intelligence, design, choice and review.
"Intelligence" refers to the information process, essential in any decision support system because, as
Simon said, information constrains decision. Information is collected and stored in the database and
the database management system in any DSS (Lévine and Pomerol, 1989). The functions related to
the databases (recording, retrieval, etc.) are not specific to MCDSSs. Consequently, we will not
devote a special subsection to this theme. We refer the reader to the general literature on DSSs or
Executive Information Systems (EIS) and more recently, data mining. However, let us add that we
are not aware of a single MCDSS noticeable from this point of view. This is probably a fundamental
weakness that unfortunately, as we will see, prevents from addressing the fourth phase (review).
Also, we will not consider the problem emergence in the sense of Checkland (1981) or Landry et al.
(1985) because this question is even not addressed by DSSs except in some very rare attempts (e.g.,
see Humphreys and Berkeley, 1992).
To the extend that the design phase is concerned, there are two specific targets for MCDSS designers:
the alternatives and the criteria. Let us begin with the criteria.

2.1. Criteria
The first task consists in defining a family of criteria. As explained in Bouyssou (1989), (see also
Roy & Bouyssou, 1993) and (Pomerol and Barba-Romero, 1993), it is often difficult to define
criteria. For example, how to measure the damage caused to the people living near an airport
(Bouyssou, 1989) or the robustness of a timetable in case of incident (Pomerol et al., 1995)? As far
as we know, the process of specifying criteria remains a human one, mainly relying on the discussion
between people concerned with the problem. The second question is that of the consistency of a
family of criteria (Roy & Bouyssou, 1993). Although it seems possible to bring some support to the
decision maker (DM) for this particular task, the notion is probably too recent to be already taken into
account in MCDSSs.
Once everybody agrees about the family of criteria, assuming that the alternatives are known,
it remains to complete the decision matrix, i.e., to evaluate each alternative according to the criteria.
This evaluation theoretically depends on the posterior aggregation procedure, but this fact is
generally ignored by the designers so that the assessment is generally independent of the aggregation
procedure. The system can support a direct assessment method, showing (graphically) to the DM, the
position of the various alternatives or transforming a pairwise comparison into a numerical
(normalized) scale as, for example, in the so-called "Analytical Hierarchical Process"(AHP) (Saaty,
1980).
In the framework of multi-attribute utility, the utilities of a given alternative, regarding each attribute,
are jointly cardinal. They have consequently to be jointly evaluated (e.g., see Pomerol & BarbaRomero, 1993). In this case, due to the difficulty either to verify the probabilistic independence or to

help the DM to jointly evaluate the alternatives (by solvability or by the mid-preference point method),
the support of a DSS should be very useful.
This question of the evaluation of the alternatives is even more difficult due to the relationships
between the alternatives and the evaluation context. Indeed, it is well-known that many aggregation
procedures are not insensitive to the introduction of new alternatives (axiom of irrelevant alternatives,
see Pomerol and Barba-Romero (1993)) and, even worst, that the evaluation depends on the
alternatives presented to the subject. This is typical in the so-called frame effect (Tversky and
Kahneman, 1988): an average valued alternative will be evaluated with better marks when it is
presented within a bad alternative set rather than within a good one. The frame effect is typically a
contextual effect, and one must consider that it is actually difficult to separate the criteria from the
alternatives, they are both defining the context of the decision.
Another aspect of the context problem is the distinction between the facts (objective description of the
alternative) and the criteria ("decision" variables). One may consider that the transformation from the
facts to the evaluation of the alternatives follows formalized rules, in this case an expert system can be
used to make the bridge between the facts and the criteria, each criterion being defined by a rule base
(Lévine et al., 1990).
The distinction between objectives and alternatives raises another point. Keeney (1992) has
emphasized that the DM should define his objectives before seeking alternatives that permit to attain
his objectives. In our framework, we can think about objectives as aspiration levels defined for each
criterion or alternately as very general goals. For example, let us think about the general goal, for a
producer, of improving the quality of his products or rising his market share by introducing a new
product. To attain his goal the producer has to define both the criteria (which indicate how to measure
the consumers' satisfaction) and the alternatives (which describe the different variants of the product
he is able to produce or introduce).
We cannot leave the topic of criteria without discussing of the question of the assessment of weights
or more generally of importance factors. It is not very useful to support the DM for direct assessment.
But it is known that the direct assessment entails so many flaws (Mousseau, 1993; Weber and
Borcherding, 1993) that it would probably be preferable to provide some support. One way consists
of facilitating the transformation from ordinal weights into cardinal ones. Some systems also can
manage intervals of value for weights. Another way is to generate questions about pairwise
comparisons to build a coherent set of weights. Mousseau (1993) has designed such a DSS.
Indeed, the three previously raised questions: (1) evaluation of the alternatives; (2) distinction
between criteria (decision variables) and facts (which are related to alternatives and intangibles); and,
(3) the relationships between the alternatives and the goals may be regarded as context dependent. A
further difficulty is that the previous distinctions as well as the relevant contextual information
dynamically change when the resolution makes progress (Brézillon and Abu-Hakima, 1995).
One of the advantages of the multicriteria decision framework is to allow a classification of the
contextual problems by distinguishing some concepts: alternatives, criteria, goals, assessment. One
can observe that the contextual information mainly applies on the relationships between
the previous concepts and influences the limits of each of them. In other words, there is a core of
knowledge by which a subject easily distinguishes between a criterion, a goal and an alternative, but
at some extremities a criterion may become a fact concerning a given alternative or an objective in
place of a criterion. Such contextual knowledge preferentially affects the relationships between
concepts rather than the concepts themselves, and the borderline of the concepts rather than their core.
This observation is consistent with Edmondson and Meech (1993) claim that contextual knowledge is
not a part of the domain knowledge used to define more and more precisely the domain concepts but
must be regarded as being useful as a contextualization process concerning the situation as a whole.
For instance, in the case of introducing a new product is the production cost a criterion (to minimize)
or a data describing each new product, or an objective? Roughly speaking, the concept of production
cost is well understood and established but its relationships with criteria and/or objectives are highly
contextual dependent on the competition, the availability of raw material, etc. Similarly, everybody
understands what production cost means, the core of the concept is unambiguous, but if we refer, for
instance, to the uncertainty on the level of raw material price, one can wonder what kind of
expectations should be included in the concept. Is it, for example, relevant to consider the political

situation in production countries? We see, that at the surrounding of the concept, it is often difficult to
fix the limit of what the concept should encapsulate.

2.2 Alternatives
The second difficulty in MCDSS modeling concerns the design of the set of alternatives. It is a
prominent point because many implicit assumptions relative to the set of alternatives are not realistic.
The main implicit assumption is that the alternative set is well-defined and fixed (see Roy in Courbon
et al., 1994). This assumption, which is generally not satisfied, suffices in many cases to prevent
decision makers from using multicriteria analysis. The second assumption is that the alternatives are
mutually exclusive. For instance, it is not allowed to mix them to get a satisfying new synthetic
alternative. There is an urgent need to design systems accepting weaker assumptions. DMs need
much more flexibility on the alternatives.
Another problem with alternatives is that the examples generally presented in academic papers are not
at all convincing for the decision makers because the alternatives are oversimplified. Let us give
three examples:
(1) The decision to introduce a new product or modifying an existing product depends not only on the
various variants of the product (alternatives) but also on the reactions of consumers and
competitors. Therefore, an alternative is a product followed by consequent reactions of
competitors and consumers. These reactions obviously depend on the variants. Thus, the real
alternative actually is a scenario generated by the original alternative (the different variants of the
product in our example) (Lévine et al., 1987). In Pomerol et al. (1995), the term of fully
expanded alternative (FEA) is coined to describe a realistic alternative developed from a
simple original alternative.
(2) The choice among many possible variants of a future privatization law (Lévine & Pomerol, 1989)
is another example. Clearly, a multi-attribute evaluation of such variants of a law depends on the
reaction of several actors (companies, unions, stock holders, and so on). It follows that, to be
realistic, it is necessary to "expand" the different variants of the law envisioning the consequences
of each variant that, in turn, depends on the actors considered. It is absolutely not possible to
develop such complex scenarios without a computer support and without using numerous models
(including game theory and psychology).
(3) The robustness of the railway timetable in case of incident will be our third example. Briefly, a
railway network being given, the problem is to compare two timetables concerning the resistance
to incidents. This resistance to incidents is evaluated from the point of view of the travelers
(Pomerol et al., 1995). An original alternative is a couple (railway network, timetable), a fully
expanded alternative describes the behavior of the timetable when incidents occur. This behavior
depending, among other things, on the dispatchers' decisions, we have developed a DSS to
simulate these decisions. This DSS produces the timetables resulting from the incidents (FEA).
Clearly, to transform original alternatives into fully expanded alternatives, many types of modeling
can be called upon, for instance game theory, expert systems, negotiation models and so on.
Accordingly, the MCDSSs become multi-structural, in the sense that they are based on many types of
models (Lévine and Pomerol, 1989). Most of the specific MCDSSs (specific denotes a system
seeking to attain a given real organizational objective) are in fact multi-structural. Without doubt, the
main effort in introducing MCDSSs in organizations concerns the design of fully expanded
alternatives using the resources of various models in multi-structural MCDSSs. (The reader is
referred to Pomerol (1993) for a survey of 'intelligent' MCDSSs.)
Again, the effort to enlarge the modeling from basic to fully expanded alternatives may be interpreted
as the need of more contextual knowledge. In this case, the contextual information is essentially of
look-ahead type, i.e., foreseeing the consequences of the actions (or alternatives). For example, about
our case of introducing a new product on the market, expectation concerning the price of raw
materials needs many contextual data about the origin of the materials and the political situation in the
countries where they are produced.
We will not discuss the choice phase because it generally focuses the designers' attention and, in
some sense, is the less useful for human DMs because when the decision at stake is really important,
the decision maker generally wants to make the decision himself.

2.3. Review phase
Although it is not clearly stated in Simon (1977), we think that one of the main function of "review"
is learning and we believe that the best support that could be provided to organizations would be for
learning. In many cases, we have observed that decision is treated as a one shot game whereas most
decisions are more or less repetitive. Human memory has some known biases and, for that reason,
cannot accurately analysis decisions ex post. Thus, it is illusory to think we can achieve learning
capabilities in complex decisions without the help of a computer and a DSS. However, very little
seems to have been done in this domain up to now.
There are many possibilities related to learning, review and ex post analysis. First, in some sense, a
DM can learn the effect of the assignment he has given to the weights. Similarly, in outranking
methods, the DM can learn to modify concordance and discordance factors (Roy and Skalka, 1985;
Vetschera, 1986).
In the interactive procedures based on aspiration levels, whose prototype is given by DIDASS in
continuous programming (Grauer et al., 1984) and PRIAM in a discrete setting (Lévine & Pomerol,
1986), the decision maker certainly learns to behave with conflicting goals and he gains a certain
ability for tradeoffs. Another idea is to aid the DM to recognize certain patterns of decision. Casebased reasoning is a way to approach this question (Angehrn & Dutta, 1992). As a part of the
sensitivity analysis, urging a DM to enlarge his heuristic search by showing new generated
alternatives is very rarely implemented. This is also a kind of learning about new compromises
different from those which are generally envisioned in the literature.
Different from learning, another issue is the question of robustness. Some packages are designed to
allow a kind of learning about the effect of weights or other factors. However, this kind of learning
by means of sensitivity analysis ("what if") is probably not the most important capability for decision
makers. They generally don't worry about weights to the extent that they ignore the theoretical
problems associated with weights. (Of course, the DMs are wrong in neglecting the difficulties raised
by additivity, but so it is.) Conversely, when a solution is recommended by a MCDSS they are
interested in knowing whether this solution will resist environmental or/and contextual modifications.
It is even more important that, very often, when the persons involved in a group decision making
agreed on a solution, they are, on one hand, generally reluctant to change but, on the other hand, they
would like to know the robustness of the solution to environmental changes. Let us call this notion
the robustness of the solution (we have previously given an example about the robustness of the
timetables).
As a whole, the above question is very difficult because environmental changes include changes in
alternatives and consequently in the fully expanded alternatives (new alternatives, new evaluation) and
in the importance of criteria. But we believe that generally the changes related to alternatives are more
consequential than changes about criteria so that the robustness relative to the alternative modifications
is at the center of the robustness question. One perspective is to design a system in which any change
at any level on an alternative is soon propagated to the corresponding fully expanded alternative. Very
little research has been done on this topic.
This question of robustness introduces our last point about reviewing. To learn about decision
making, it is most important to record the exact conditions and context prevailing when a decision
was made. The main items are: what were our ideas about the possible alternatives (why?), what was
our evaluation of the alternatives, what were our probabilities about future events, our expectations,
our perception of the environment? For instance, in the case of introducing new products, it would
be very useful to remind what were our information when we made our anticipation about demand
and competitors. If we have not recorded this information, it is absolutely nonsensical to evaluate
ex post the quality of the decision we made. Clearly, the previous questions cannot be answered
without an appropriate MCDSS that, together, supports the decision maker and records the data
describing the context of a decision. Designing such a MCDSS is the price to pay for learning and
make serious comparisons to discover the possible flaws that have undamaged past decisions. It is
also the only way to accumulate reliable data to shed some light on the future decisions. To our
knowledge, some Executive Information Systems have marginally attacked some of these questions
but no MCDSS has. This kind of learning seems still to be an empty field open to MCDSSs.

3. COOPERATION, EXPLANATION AND CONTEXT
3.1. Cooperation
Cooperative systems are based on a successful combination of human skills and computing power in
carrying out a task that cannot be done by the human or by the computer alone (Fischer, 1990). The
goal is to construct systems that augment and amplify human intelligence in problem solving, decision
making and information management rather than just replacing it. Such systems must be active agents
working in real-time and in synchronization with users.
Various elements are evoked to specify cooperation modes: decomposition and dynamic allocation of
tasks, communication, coordination, collaboration, organization, negotiation, conflicts, initiative,
control, dealing with alternative solutions, etc. Generally, any combination of these elements leads to
a cooperation model, often depending on the nature of the application.
Moreover, a partial result at a stage of problem solving may imply, for instance, a change of the
reasoning process, implying a new course of cooperation with the system. Such a sequence of partial
resolution and successive DM's interventions lead to a progressive elicitation of the decision maker's
preferences (interactive aggregation procedure) and to a choice between various aggregation
procedures adapted to the problem, followed by an interactive refinement of the solution satisfying (or
implying a change of) the constraints managed by the DM.
Although not often acknowledged, two interwined aspects of cooperation are important for high
communication quality, namely, the generation of explanations and the modeling of the cooperation
context.

3.2. Explanation
Studies of human-human dialogues show that explanations represent about one third of dialogues,
most of them being uttered spontaneously without questions (Karsenty & Brezillon, 1995). This
should be the same situation with human-machine cooperation. Generation of explanations must be
understood from the system to the user, and from the user to the system. The former has been largely
studied in early knowledge-based systems. The latter is something new. This supposes that the
system may learn from its experiences with the users to be wiser later. Thus it might incrementally
acquire knowledge. This implies a revision of the design and the development of more cooperative
DSSs. This is yet a challenge, even for knowledge-based systems.
When the machine and the user have to explain at each other, this raises the question of sharing
representation and contextual knowledge. The role of an explanation is to persuade the other that a
partial state of the knowledge is worth considering, not just to provide a final justification of an
already completed solution (Karsenty & Brezillon, 1995). The explanation dialogue can also provide
some knowledge about the representations of the other. During the interaction, the transfer of
information between the human and the system has a high contextual nature (Brezillon & AbuHakima, 1994). Representing and using contextual knowledge leads to optimize the communicative
acts (i.e., reduce the needs of such acts) and minimize ambiguities in the discourse.
To summarize, explanations aim at: 1) modify the knowledge of the other agent (bringing new pieces
of knowledge or revising existing ones); 2) clarify the context and make explicit the part of the
knowledge which must be necessarily shared; 3) convey new information pieces unknown by the
explainee; 4) reach a common agreement; 5) coordinate the agents' activities; 6) remember our own
implicit assumptions, forcing us to trace our own reasoning process and revealing alternative ways of
thinking about a problem.
As an example, in multicriteria interactive procedures, the system would explain to the DM that what
is gained on a criterion may be lost on another. Namely, the DM has to learn the notions of tradeoff
between criteria and to understand the concept of efficient point.

3.3. Context of the cooperation
In a cooperation process, each step of the decision process must be accepted by each agent. If a
misunderstanding occurs, then each agent needs to negotiate his point of view, explain and justify it
[Karsenty and Brezillon, 1995]. To achieve this, each agent is led to provide the others with
additional information that is not necessarily useful in the decision process, this knowledge will be
afterwards shared and accepted by all the agents. For instance, this may be pointing out some changes
in the environment resulting in some changes in the alternatives or recalling some relationships
between alternatives, or remembering previous choices having led to a failure. Thus, there is a
bilateral transfer of knowledge between the system and the users. Explanations convey contextual
information that is missing in the explainee's context (Karsenty & Brezillon, 1995). When two agents
disagree, each one may offer explanations to try to and get the other participant to change his beliefs,
so that an agreement may be achieved. In such a situation, explanations aim to adjust both agents'
contexts to reach compatible interpretations. In any case, to facilitate the interaction, the
contextual knowledge must be shared.
The cooperation context contains items like the dialogue memory, the task at hand, the spatiotemporal situation (place, moment, elements, etc.), and the psycho-social situation (user model, roles
and social status, etc.). However, this is only one type of context that is important in each domain but
not the main one in decision making where the context in which events occur and data are obtained is
always changing, implying changes in the direction taken by the decision making process. We
discuss this point in the next section.

4. CONTEXTUAL KNOWLEDGE USEFUL IN MCDSSs
Cooperation, explanation and context intervene at various levels of the decision making process: the
choice of the criteria and their possible weighting, the choice among various aggregation procedures,
the design of the alternatives and their variants, the recognition of certain patterns of multicriteria
decision, the progressive elicitation of the DM's preferences, and a synthetic anticipation of the
behavior of people implicated in the process.
Though, it is a difficult question, the aggregation process must result of a cooperation between the
DM and the system. Explanations are useful to facilitate the interactive building of an aggregation
function. We have already mentioned that alternatives are either scenarios or expanded alternatives. At
this level, explanations are very useful because it is very difficult to build a realistic scenario and to
follow the many interactions between the DM's actions and the responses of the environment. Dealing
with expectations (probabilities or whatever else) is often very counter-intuitive and a rich dialogue is
necessary to avoid the natural lack of DMs' confidence facing 'not understandable' computations. The
explicit consideration of expanded alternatives is a first step to increase the contextual knowledge.
Without structuring of the knowledge base by means of contextual data, an agent faces the risk of
intractable search during the decision making process, of focussing on the wrong features of a
situation, and of acting inappropriately. The context of alternatives and environmental data are
particularly important in the decision making process. Events occurring from Nature may affect the
elaboration of the alternatives, especially fully expanded alternatives, and the relevance of the criteria.
In some sense, in the decision theory framework, the states of nature contain a part of this contextual
information. Making this context as explicit as possible improves the whole process.
Contextual data are crucial for a designer of alternatives at two levels. First, possible actions depend
on expectations that are generally not completely stated in the model. They depend also on strength of
preference. Some actions may seem impossible because people have implicit expectations about
reactions of other agents or of nature. This context should be modeled and shared with the system.
Otherwise, the DM will reject the system as too naive.
Second, the context has an influence on expectations. Whatever method is used to model the future
(probabilities, possibilities, etc.), the evaluation of the future is very subjective and context-sensitive.
According to the knowledge and the mood of the subject, the evaluation may be very different. If a
system could capture a part of this information about the context of the forecasts, a richer dialogue

would be possible between the DM and the system. Introducing more contextual information in the
system may result in explaining and correcting biases that are very common at this step.
We observed that the contextual knowledge does not affect the structure of the decision problem:
alternatives, criteria, expectations. This knowledge does change the decision process as a whole by
modifying some complex decision patterns involving the alternatives, the criteria and the evaluation of
the alternatives according to criteria. Indeed, paradoxically the contextual knowledge widens the
representations of the alternatives, the criteria and the expectations but reduces the number of
alternatives, criteria and events considered by the subject. A given context automatically triggers a
very narrow representation of the decision problem and the subsequent decision quickly follows. This
appears as a context paradox: requiring many data (McCarthy claimed that the context has an infinite
dimension), whereas finally, examining few. Contextual knowledge has the same function as a
shortcut, it shortens the decision process but at the risk of mistakes. Turner (1993, 1995) observes
the same phenomenon in an application with undersea robots.
While the designers must enlarge their representations and model (e.g., going from simple
alternatives to fully expanded alternatives) to capture the maximum quantity of contextual information,
the decision maker sizes the context to shrink the decision problem at hand. This implies that we
should model at two levels, at least. A top level in which numerous contextual data are used to
determine which one of the more precise and narrow decision models applies. At the lower level most
of the contextual knowledge is discarded to the profit of precise decision variables. Thus, the
contextual knowledge appears as being mainly a metaknowledge necessary for sorting among the
many data to consider in any decision process. In MCDSSs, this knowledge will help the system or
the DM to delete alternatives and/or criteria, to focus on some events, to change the evaluation of the
alternatives. Finally, let us observe that this process seems to be carried out automatically in the mind
of human decision makers, by somatic markers (Damasio, 1994).

5. CONCLUSION
Up to now, people working in the field of multicriteria analysis have stressed aggregation procedures.
This provides to DMs tools appropriate for automatically ordering the alternatives with several
attributes. However, the automatic choice is generally not needed by the DMs. Developers have
generally designed multicriteria shells containing only general multicriteria knowledge (analogous to
expert system shells). Unfortunately, these systems cannot resolve real problems per se and provide
no help on the crucial point of coping with realistic alternatives. The future of MCDSSs lies in multistructural systems able to aid DMs in building what we have called "fully expanded alternatives. More
complexity and flexibility are required in the processing of efficient alternatives" which, we should
never forget are all possible solutions of the decision problem. And it is the solutions, not the criteria,
which the decision maker is interested in. For the same reason, the notion of robustness becomes a
prominent key to enabling MCDSSs to deal with the concerns of flesh and blood DMs. These
objectives will not be met without introducing explanation capabilities, contextual information and
decision context into the system.
From the viewpoint of context, the multicriteria decision analysis offers us a structured framework
that gives some clues to attack the context problems. Let us stress some conclusions about contextual
knowledge:
- the context affects the relationships and mappings between concepts rather than the concept
themselves,
- the context modifies the extension of the concepts and their surface rather than their core,
- most of the contextual knowledge required by the decision maker concerns the future and
consequences of actions,
- the context is, for some part, a subjective notion because it interferes in subject look-ahead
reasoning.
Finally, we pointed out that contextual knowledge also is a kind of metaknowledge preferentially used
to reduce the searching space. Such a contextual knowledge does not intervene directly in the decision
making process. Conversely, it only constrains this process. These observations paves the way, at
least concerning decision support systems, for much more flexible representations with possible

exchanges between alternatives and criteria and involving the subjective context and its progressive
elicitation through interactivity. This also justifies a two-level architecture of contextual knowledge
representations and of DSSs.
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Abstract
In this paper, we investigate the use of contextual knowledge in order to
simplify knowledge representation in very complex domains and
systems. In the case of a complex domain like the game of Go, we
show that there are several types of context. We give some examples of
temporal, goal, spatial and global contexts. We describe how Go
playing programs represent and use these contexts in the ObjectOriented Paradigm (OOP). We introduce three examples of OOP
mechanisms that enable us to deal with contexts: a general class with
specialized classes, a master slot of a class and slave slots, a list of
goals that depend on each other. We believe that these OOP
mechanisms are useful to represent context in other complex domains.
Key Words:
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1 Introduction
In AI, context can be either a situation in the general sense of the term, a part of knowledge, or
both of them. A situation contains both problem-related and environmental facts. The situation
theory [Barwise & Perry 1983] has led to several works on context: for example a definition of
context [Surav & Akman 1995], notes on formalizing context [McCarthy 1993] or a situationoriented description of user interfaces [Strauss 1993]. In expert systems, context can be
represented explicitly, leading to the claim that context is knowledge [Brezillon 1994]. While
conventional systems do not use context, some do. For instance, Ripple Down Rules (RPR)
are acquired in context and used out of it [Kang & Compton 1993]. Similarly, context can be
used to classify knowledge and McCarthy [1993] introduced the idea of "lifting rules" that
activate some packets of rules. Context in rule-based formalisms can be represented by
grouping rules into packets [Brezillon 1992]. Metarules then decide which packets should be
activated.
In this paper, we assume that contextual knowledge in complex domains aims at organizing
knowledge for an efficient use, and simplifying rules by avoiding the repetition of their
preconditions. The aim of this paper is to model different types of contexts that arise in
computer Go, and to propose general OOP mechanisms to represent context in complex
systems. We support our beliefs by giving examples from systems that play the game of Go
using a lot of knowledge : Indigo [Bouzy 1995] and Gogol [Cazenave 1996]. These systems

are based on OOP and enable us to model context using OO mechanisms. Our systems are
operational and have a good international ranking [Pettersen 1994].
In section 2, we introduce the rules of the game of Go and some useful Go concepts. In section
3, we model several types of contexts used in the game of Go. Section 4 is about the common
object oriented architecture of our two systems. Section 5 is devoted to the representation of the
different types of contexts using OOP and explains how OOP manages interactions and synergy
between contexts.

2

The game of Go

The game of Go is a 4000 year old game that is very famous in Japan, China and Korea. It is a
zero-sum, two-person, complete information game. The board consists of a grid made up of 19
vertical lines and 19 horizontal lines which cross into 361 intersections. The game starts with an
empty board. Each player (Black or White) plays in turn by adding one (black or white) stone
on an empty intersection. Two adjacent stones of the same color are connected and they are part
of the same string. Empty adjacent intersections of a string are the liberties of the string. When
a move fills the last liberty of a string, this string is removed from the board. The repetitions of
positions are forbidden. According to the possibility of being captured or not, strings may be
dead or alive. A player controls an intersection either when he has a live stone on it, or when
the intersection is empty but adjacent to live stones. The aim of the game is to control more
intersections than the opponent. The game ends after both players pass.
A Go player uses a lot of concepts to understand a position and to play a move. This paragraph
briefly shows some intuitive definitions of these concepts. At the lower level, a player looks at
the safety of the strings in performing look-ahead by playing on the liberties of the strings.
When a string has enough liberties, the string is said to be safe. A player also checks if an
intersection is controlled by one player or not. An eye is a small enclosed area, figure 1 gives an
example of an eye on intersection A. In this figure, B is one of the four diagonal intersections
of A. When searching to make an eye, it is important to control diagonal intersections.
B
A

Figure 1
A virtual connection is a spatial configuration that enables to connect strings whatever the
opponent plays. Figure 2 gives an example of a ‘Bamboo join’. If the white player plays at A,
black plays at B and connects its stones. If white plays at B, then black at A connects. The four
stones are virtually connected.

A B

Figure 2
Using these tactical results, a Go player starts its strategic reasoning with the use of groups. A
group is a complex concept for human players. It may be either a set of intersections that are
virtually connected, either a set of intersections that gather the same properties. A group has a
status. A status is dead or alive and it is derived from other intuitive concepts like influence,
fight, circling, life-base. The reader does not need explanations of these concepts to understand
the following sections.
A Go player also uses territories and boundaries. These concepts roughly correspond to the
intuitive idea : a territory is a set of intersections mostly encircled with stones of the same
color. A territory has a boundary.

A game of Go usually follows three stages : the beginning, the middle-game and the endgame.
Very different strategies are associated with each stage. A score is associated to a position,
either the game is close, or one player is ahead and the other one is behind.

3 Modeling different types of context
In this section, we show different types of context that are useful in the game of Go. We model
temporal context, spatial context, global context and goal context.
3.1 Temporal context
A formal model of temporal context has been given by McCarthy [1993] using the relation
"specialize-time (t,c)". In Go, the temporal context is modeled by the three stages of the game :
the beginning, the middle game and the endgame. Each stage is very different. In the
beginning, the players fill the board at a big scale. In the middle game, they attack the areas
which are under control of the opponent while defending their own areas. In the endgame,
when the issue of each area is widely fixed, they refine the areas in order to grasp the last
points. In Go playing systems, the temporal context is the stage in which the game is.
Rules modeling temporal context:
If number of moves < 50 and all groups are stable
then temporal context = beginning
If some groups status are not yet fixed
then temporal context = middle game
If all groups have a fixed status
then temporal context = endgame
Some rules using temporal context:
beginning: If some corners or big spaces are empty then fill them
middle game: If there are some big opponent areas then attack them
middle game: If there are some big friend areas then defend them
endgame: If there are some open boundaries, then close them
3.2 Goal context
When trying to achieve goals, Go players make very restricted searches. They have rules to
find the good moves to look at. These rules are specialized in achieving a predefined goal, and
they advise a move to try. Figure 3 give an example of a rule advising a move on intersection
‘A’. This rule is very efficient when trying to achieve the goal of taking the white stone. But
this rule is not useful when trying to achieve another goal.
A

Figure 3
The goal context is the context in which a particular set of rules has to be matched.
3.3 Spatial context
Spatial information is very important in the game of Go. In the middle game, when groups are
not yet settled, it is very important to know the spatial environment of a group. Figure 4 gives

an example of a life-base. Black has to play on intersection ‘A’ in order to be sure to make the
black group alive. But whether Black should play in ‘A’ depends on the spatial context of the
black group.

A

Figure 4
Figure 5 is an example where Black should play in ‘A’. The spatial context is that the black
group is encircled by White. In Figure 6, Black is not encircled by White. In this situation
Black in ‘A’ is a bad move because it is an unnecessary move.

A

A

Figure 5

Figure 6

When a rule gives a move to make a group alive, following the advice of the rule depends on
the spatial context of the group.
3.4 Global context
The size of the board is big (19x19). The players speak of the global situation of the board in
opposition with the local situations. For example, the global situation is composed with the
score of the game, the nature of the position (fight or peaceful) and the large scale vision of the
board.
Global and local situations interact. Local situations are the basic elements which build the
global situation. The global situation fixes the global strategy and therefore the local strategy to
be played in each local situation. We define the global context as the global situation.
Example of a set of assertions defining the global context:
White is ahead but the game is quite close.
Black has less territory than White has
Black has more influence than White has
Black has strong groups
Example of rules using the global context:

If ahead, defend your positions.
If behind, attack the opponent positions.

4 Systems Architecture
In this section, we begin with a general overview of computer Go, followed by the description
of the architecture of our Go playing systems, Gogol and Indigo.
4.1 Computer Go
Playing the game of Go is a very complex task. Robson [1983] proved that Go generalized to
NxN boards is exponential in time. Allis [1994] defined the whole game tree complexity A.
Considering the average length of actual games L and average branching factor B, we have
A = BL.

A
H vs. C

Table 1 : Complexity and H vs. C results
Othello
Chess
Go 1
1058
3580 1067
200250 10575
H<C

H C

H>>C

Table 1 shows that A is much higher in Go than in Chess. This assertion forbids using whole
game tree search as it is done in Chess. Table 1 also shows that the Computer (C) is still weak
on the Human (H) scale. The best Go playing program in the world is Handtalk. Its level may
be the one of a low-ranked Go club player, about 8 or 10 kyu 2 . In the human-computer
challenge that closed the 1996 World Computer Go Championship, Handtalk lost against three
dan players. In each of these games, the human players had a very large handicap, Handtalk
was allowed to play the first 11 moves.
4.2 Architecture of Go playing systems
The architecture of Go playing systems, like Gogol or Indigo, is hierarchical and split in several
levels. Figure 7 gives a general overview of the architecture. A bottom-up standpoint is the
tactical level, the group construction level and the global level. The tactical level includes lookahead about safety of strings, verification of eyes, connections between strings and other
computations useful to build groups. The group level is the aggregation of tactical computations
into the concept of group. A group has several properties that are useful to the global evaluation
of the board. At least, the global level builds a global evaluation that is based on the
relationships between groups and decides the move to play.
The systems begin to calculate the achievement of the tactical goals on a given board. They
calculate the safety of the strings, the control of the intersections, the eyes with their diagonal
intersections and the connections between strings. They use the results of the tactical searches
to build the groups and their properties. Each group has a status which depends on the presence
of a life-base, and of its other properties : its adjacent territories, its influence, its fighting
abilities, its circling by strong or weak enemy groups. Before the move decision, the systems
build the territories, the crucial areas, the boundaries and the score. The global level recognizes
the stage of the game : beginning, middle-game, endgame, and then chooses its strategy. The
heterogeneity and the number of concepts naturally leads toward the use of object-oriented
language. Our systems are C++ programs.

1In average, a 19x19 game lasts 250 moves and there are 200 possible moves.
2A complete novice is about 30 kyu, a beginner quickly reaches 20 kyu, a strong player is 1 kyu and then 1 dan until

9 dan for the strongest players in the world.
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5 The representation and use of context in an object-oriented
program
In this section, we show how the different types of context are represented in Go playing
programs. Furthermore, we show how an OOP manages these different types of context.
5.1 Temporal context
We identified 3 stages in a game of Go. Therefore we defined the taxonomy of classes of figure
8.
stage

beginning

is-a

middle

endgame

Figure 8
Each specialized class represents one specific temporal context. It contains meta-rules that allow
the activation of specific rules' packets that will generate the relevant kinds of moves in the
global move decision process. When the beginning of the game is finished the program stops
using the packets of rules that are advised by the "beginning" meta-rules and starts to use the
packets of rules advised by the "middle-game" meta-rules. This first template - a general class
that is specialized into specific classes - is very helpful for modeling context.
5.2 Spatial context
We showed that spatial context is very important. We gave the example of a group whose
status depends on the spatial context in which it is situated. The group has no settled life-base.
If a player plays first, he can delete or create the life-base according to his color. When the
spatial context is constituted with opponent stones that are circling the group, the status of the
group is unsettled and when the spatial context is such that the group is not well-circled, then
the status is alive. Therefore the spatial context of a group strongly decides of the kinds of
moves that will be used either to create or delete the life-base, either to circle the group or to
make the group escape.
The fundamentals of OOP advise to represent properties (like life-base or circling) of a concept
(like group here) as the slots of the associated class. Assuming we also reify the properties or
slots, we use the taxonomy of figure 9.

group

circling

slot-of

lifebase

Figure 9
The meta-rules that select the relevant rules that will select the moves according to the context
are simple. If the circling of a group is under a threshold, the meta-rules select the moves that
are attached to the class circling only. If the circling of a group is higher than a threshold, the
meta-rules select the moves that are attached to the class life-base only. Here, there is a master
slot (circling) and a slave slot (life-base). The master slot fixes the context and the usefulness of
the slave slot. This template - a class with a master slot that fixes the context for a slave slot - is
also a very helpful mechanism for modeling context.
5.3 Goal context
In order to delete or create a life-base, that is a goal, the players must delete or create eyes. In
order to achieve this latter goal, the players must control the diagonal intersections. Therefore
the goals are linked with dependencies as it is shown on figure 10.
lifebase

eye

diagonal

depends-on

Figure 10
Programs may play moves in order to control diagonal intersections, in the context of creating
or deleting eyes, in the context of creating or deleting a life-base. Each goal that is selected
specifies a specific goal context. Each goal context is linked with other goal contexts. This
template - a succession of goals - is also a very helpful mechanism for modeling context.
5.4 Global context
We showed that an important parameter of the global context is the score of the game. This
parameter is used in left part of meta-rules that select the strategic behavior of the program.
Other contexts can make part of the global context : the temporal context is an example.
5.5 Synergy of contexts
We showed different kinds of representation and use of context :
explicit representation with specialized classes (example : temporal context)
use of already useful slots (example : spatial context)
use of already useful links (example : goal context)
Assuming that the global context is behind, that the stage of the game is middle-game, then the
global context will advise to attack and defend groups. Given this, a local context arises: attack
or defend this specific group. Given the spatial context of the group, try to reach the goal of
creating or deleting a life-base. Creating or deleting a life-base can be achieved by trying to
reach the create eye or delete eye goal. The eye goal can be achieved by trying to reach the
control diagonal goal. Therefore, we see that in a complex domain, the context is also complex.
It is composed with several viewpoints. The programming strategy consists in representing this
viewpoints inside the taxonomy of classes of objects. It is represented with specific masterslaves dependencies between attributes (see circling and life-base), with explicit definition of
classes (see middle game) or with already defined relationships between classes (see life-base,
eye and diagonal).

5.6 OOP and context
OOP mainly uses the idea of context. In a given class, which is a specialization of some general
classes, the context is the set of these general classes. The basic principle of OOP is to push the
definition of properties, functions and rules as high as possible in the taxonomy. This principle
allows to define the smallest number of properties, functions and rules. Moreover, it simplifies
the expressions of functions and rules. The programmer avoids to re-specify the properties of
the general classes (the context) when he is defining a given function or packets of rules in a
specialized class. Therefore the fundamental idea of OOP is that the context of a given class is
contained in the classes from which the given class inherits.

6 Conclusion
In this paper, we investigate the use of contextual knowledge in order to simplify knowledge
representation in very complex domains and systems. In the case of a complex domain like the
game of Go, we show that context has several types. We give some examples of temporal,
goal, spatial and global contexts. We describe how Go playing programs represent and use
these contexts in an object-oriented programming environment. Our two Go playing systems,
Gogol and Indigo, have achieved a good international ranking [Pettersen 1994]. We introduce
three examples of OOP mechanisms that enable programs to deal with contexts:
a general class with specialized classes,
a master slot of a class and slave slots,
a list of goals that depend on each other.
We are convinced that these OOP mechanisms are useful to represent context in other complex
domains. Moreover, OOP seems appropriate to represent context. Actually, in complex
domains, knowledge has different types and OOP is well-adapted for context-free knowledge
representation. Context represents a special kind of knowledge [Brezillon 1994] and, as such,
also has several types. Therefore, OOP is well-suited for context representation. We thus
believe that merging a context-free knowledge representation with context representation makes
it possible to organize knowledge and simplify the rules.
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Abstract
We propose a software architecture for user-cooperative systems, like knowledge systems. This
architecture incorporates important notions for building up a context, such as cooperation,
explanations and incremental knowledge acquisition. Our main concern in this paper is
representation methodology. We show that the architecture can be realized as a pure first order
theory, which we argue constitutes a good basis for system development. A declarative relational
language promotes modularity, clarity and maintainability. The system we outline is implemented in
logic programming.
Key Words: User cooperative systems, modelling of context, incremental knowledge acquisition,
system development methodology, logic programming.

1 Introduction
When developing knowledge systems, the task is to reproduce informal domain knowledge and to
enable the computer system to reason with it. We may call the informal domain knowledge the
context of the knowledge system. With this definition, the context comprises the expertise embodied
by the system and everything necessary to fully understand this expertise.
Part of the context is formally reproduced by the knowledge base. But a formalization can, in
general, only be partial with respect to an informal domain theory. Thus, formalization only offers
approximations, never complete formal reproductions of the context. When formal approximations
are insufficient, it is necessary to informally reproduce context by user interaction. This implies that
the user and the system must cooperate. Realizing such user-system cooperation in an ad hoc way is
not recommended for complex systems. Instead a system development methodology is needed,
promoting such notions as clarity, modularity and maintainability. This paper offers a proposal on
which to base such a methodology.
It is indisputable that the choice of formalization is important for comprehensibility. We argue that
representing the software architecture as a theory of pure first order logic meets the demands of good
system development methodology. Contrary to the widespread prejudice that classical logic imposes
a static view, we show how dynamic notions such as cooperation and incremental knowledge
acquisition can be dealt with, without distorting the semantics of classical logic. In conclusion, logic
gives a natural representation of the notions that supply a knowledge system with a context. It
promotes clarity, modularity and maintainability, which are all important in the system development
process.
The paper is organized as follows: In Section 2, we introduce some basic notions from mathematical
logic and relate them to corresponding concepts in a user cooperative system. Each notion naturally
appears as a system module. In Section 3, we exemplify the content of each module and explain why
logic is appropriate for representing the relationships between them. Section 4 gives a sample
presentation from our system of the module that presents context through explanations. In Section 5,
we outline the formalization of the module combining the whole system, explaining how incremental
knowledge acquisition is realized. Then in Section 6, we describe the user-system cooperation with a
sample dialogue. And finally in Section 7, we conclude.

2 Background
User-system cooperation is to provide a knowledge system with all kinds of useful knowledge
which is not reproduced in its formalization, that is, the unformalized part of the domain knowledge.
A context can roughly be defined as "everything that is used to give some meaning to a message"
[Cahour and Karsenty, 1993], such as, the problem solving situation, the participants involved, the
mode of interaction through which the communication occurs, the discourse taking place and the
external world [Mittal and Paris, 1993]. In principle, all domain knowledge (as it is understood by
the user) forms part of the context of a knowledge system.
The meaning of the formal representation in a knowledge system is a certain part of the informal
domain knowledge. When formalizing knowledge, three separate and distinct "theories" are involved
[Kleene, 1952]. These are:
(a) the informal theory, IT, of which the formal system constitutes a formalization;
(b) the formal system or object theory, OT; and
(c) the metatheory, MT, in which the formal system is described and studied.
Two different perspectives can be taken in the metatheory. The metamathematical one, where the
informal theory is simply disregarded and only the formal properties of the formal theory are
investigated. Alternatively, the metatheory can examine the relation between the formal and the
informal theory. That is, the informal theory is regarded as being the intended interpretation of the
incomplete formal theory. The first perspective presupposes that the informal theory is so fully
understood that it can be replaced altogether by a formal theory, such as is the case with formal
number theory, for example. In general, for knowledge systems, this is not possible. The system
can only have a partial axiomatization of the formal object theory because the informal theory is only
partially understood [Hamfelt, 1992]. Thus the second approach must be applied when formalizing
domain knowledge. Apparently, this means that user-system cooperation is essential for knowledge
systems.
On the one hand, user-system cooperation provides a context to a knowledge system in that it guides
and enhances the system's reasoning by exploiting the user's interpretation of informal knowledge.
On the other hand, to be effective, user-system cooperation must offer support by guiding the user to
relevant informal knowledge. Thus, the context can be defined as (i) the informal theory
corresponding to the formal theory and (ii) all knowledge used to deal with this informal theory.
Both these ways of dealing with context by means of user-system cooperation require advanced
facilities for providing the necessary information. Amongst other things, this can be illustrated with
support in the form of explanations. Explanations should be tailored to the user's needs and they
should simplify complex information to the user accurately, guide both the research and the focus of
attention, teach the user, develop a model of the current user, etc., as exemplified by [Brézillon,
1994]. Developing a user model and focusing attention are examples of aspects (i) and (ii),
respectively.
Of course, storing syntactical strings expressing informal knowledge in a system only means that
these strings are made available for syntactical manipulation. Regaining the informal knowledge
from such strings requires the interpretation of a human being. Thus, the user’s interpretation of the
informal knowledge is needed to empower this knowledge to really influence the system's
reasoning.

3 The Object Theory, the Informal Theory and the Metatheory
The informal domain knowledge, the context, may relate to and complement the knowledge in the
formalization. If so, it forms part of the knowledge in a user cooperative system. Let us illustrate this
with an example. A formalization of the domain childhood illnesses could include the formulas in
Figure 1. The first formula states that the childhood illness is measles, with high probability, if both
the early and the late symptoms are symptomatic of measles and the patient is not immune to
measles. The second one defines that the early symptoms for measles are a hacking cough or a cold
together with high fever. The third formula specifies that 'skin eruption' is the late symptom for
measles.

childhood_illness(measles, 'high probability') <=
early_symptoms(measles) AND late_symptoms(measles) AND NOT immunity(measles).
early_symptoms(measles) <=
(early_symp('hacking cough') OR early_symp(cold)) AND fever(high).
late_symptoms(measles) <=
late_symp('skin eruption').

Figure 1. Formulas referring to the childhood illness measles.

The formulas in Figure 1 are knowledge in OT and are presented without a context. The basis for
construing the informal theory IT is a set of informal descriptions corresponding to the formulas in
OT. But this is not sufficient. In addition, informal contextual knowledge is needed to aid the
treatment and interpretation of these descriptions, see Figure 2. IT is obtained as the current user's
interpretation of these descriptions, and thus varies for different users of the system.
Early symptoms for measles are that the patient has hacking cough and/or a cold and in both cases high fever.
A cough can be of a hacking type, but also coming in attacks, or as a result of phlegm in the throat.
(Illustrate the different sorts through sounds.)
Fever is classified as high when the subject’s temperature is 38 degrees Celsius or more. But it can differ between individuals.
Children, for instance, more often have high temperatures than adults.
The late symptom for measles is skin eruption. The rash usually starts in the neck after 3 days of illness.
(Illustrate different kinds of rash with pictures.)

Figure 2. Informal knowledge referring to the childhood illness measles.

The need for flexible representation forms in IT is illustrated by, for example, skin eruptions, which
physicians claim cannot even be described in natural language and a fortiori not by a formal
language. Instead they require graphical illustration.
In Figure 2, we see examples of context needed to interpret formal knowledge. There are many
different kinds of important informal knowledge in relation to, e.g., measles. Examples of such
knowledge relating to the formal theory are how to make a diagnosis, a coherent presentation of all
the childhood illnesses, of the relevant symptoms and of methods showing how to measure the
fever, as well as a recording of the sound of a hacking cough. Examples of informal knowledge
complementing the formalization may be a justification of the knowledge (why measles is
categorized as a childhood illness), a class description of the illness (virus), the treatment
recommended and possible complications.
IT is composed of the user's contributions together with knowledge complementing and
corresponding to OT, see Figure 3. The inferences in the knowledge system are based upon OT
together with this context building complementary knowledge. Utilizing the context of the system
requires that this knowledge can be reproduced and presented to the user in a natural way e.g., as
text, pictures and sounds. Different forms of reproduction are appropriate when dealing with
different kinds of knowledge.
IT

OT

Figure 3. The relationship between the informal theory, IT, and the object theory, OT. The shadowed area is the
difference set. The metatheory, MT, represents the relation between OT and IT.

All the relations between IT and OT are administered by the metatheory MT. MT carries out the
reasoning in the system, based upon inferences in OT together with the information that the user
supplies. Thus, conducting the communication between the user and the system is a task for MT.
With the exception of integrating the user's contributions in IT, this communication includes a
presentation to the user of the system's description of the informal theory. The user may want to
inspect the knowledge in the system, either to learn from the system or to be able to cooperate with it
during the reasoning process. Thus, MT also carries out formal reasoning concerning the informal
knowledge stored in the system. Obviously, MT has to be quite advanced, performing reasoning
based on both OT and IT. From a system development point of view, this makes it important to
choose a representation language capable of naturally expressing the statements of MT, and thus a
fortiori expressing relations.

MT's main role is to represent the relations between the different kinds of knowledge. Thus we need
a formal language capable of expressing arbitrary relations, e.g., first order logic. The division of
the knowledge involved in a user-cooperative system into three separate theories gives the system a
high degree of modularity. The respective modules are expressed in their natural way, which in turn
promotes clarity, making the system an easy one to survey. This is vital for achieving
maintainability, i.e., facilitating updating of and alterations to the system. First order logic also has
the benefit of closeness to natural language, thereby further promoting comprehensibility.

4 A Sample Presentation of Context
A prerequisite for a cooperative system is that the user may take an active part in the problem
solving. To achieve this, the user has to know the context for the actual problem solving, which can
partly be supplied with explanations. We introduce some notions about the informal theory useful
for generating explanations below. This is only to illustrate the reasoning with IT in our framework;
the present paper is not intended to be a contribution to the field of explanation.
Several concepts are involved in the reasoning. A rough distinction can be seen between these
objects according to their participation at different phases of the problem solving. An object could be
a goal object, i.e., the system will try to conclude a value for it, and if successful, it will present the
object and its value as a result from the reasoning. The user can provide values for some objects;
these will be called ground objects. All objects between goal objects and ground objects are called
intermediate objects. Values for such intermediate objects can be viewed as intermediate results.
They can be used in the final conclusion or to obtain values related to other intermediate objects, for
subsequent use in the reasoning identifying goal objects. Figure 4 shows the different kinds of
objects.
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Figure 4. Different kinds of objects.

Let us return to the example referring to the diagnosis of childhood illnesses to illustrate how this
tree can be used. Measles is in focus; other childhood illnesses are mumps, german measles,
chicken-pox, whooping-cough and scarlet fever. In the reasoning, 'childhood illness' is a goal
object, e.g., 'early symptoms' and 'late symptoms' are intermediate objects, and observations, such
as a 'hacking cough' or 'skin eruption' are ground objects. In Figure 5, the objects are presented
with their relations to each other.
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Figure 5. Objects related to the childhood illness measles.

When building up the informal domain theory, contextual knowledge coupled to each object is
described through different categories of knowledge according to the type of object, that is, whether
it is a goal, or an intermediate or ground object. Naturally, this description is domain dependent,

both in respect to the content and to the categories. It might well be the case that not all categories are
suitable or required for every object in a particular phase.
Let us suppose that the following properties are important for describing the objects in the domain
childhood illnesses. For all objects it is important to justify the knowledge so as to promote the
user's confidence in the system. For both goal and intermediate objects it is important to consider the
totality of objects involved when inferring a conclusion (for the goal object 'childhood illness
measles', the totality is comprised of the early and late symptoms together with immunity). For the
respective object categories, the following properties are important: For goal objects, the
concordance between objects, (even if there are symptoms, the illness cannot be measles if the
patient is immune, for example), knowledge about the class of the illness (that it is a virus, etc), and
general information, (recommended treatment and possible complications). For intermediate objects,
alternative ways of reaching a conclusion, (there are two ways to determine that the illness is
measles, in the beginning, according to the early symptoms, or later, based on the early and late
symptoms together). For ground objects, the method of observation or measurement, the unit and
interval of the measurement and observation or description of the object.
The object tree is used when generating the explanations. When the system asks for the knowledge
required for the reasoning, e.g., 'high fever' the user may ask for information in relation to this
question. If the object is used in relation to several of the illnesses, which is the case for fever, the
user has to choose which of the illnesses is of interest at the moment. Suppose the answer is
measles, then the explanation is a presentation of the context related to a branch in Figure 5, as
shown in Figure 6. The explanation is expanded from informal knowledge about the root object
'childhood illness measles', the intermediate object 'early symptoms' for measles to the ground
object 'fever', see Figure 7. Note that the contextual information is of a general kind at the goal
level, whilst it gets more specialized at the lower levels, where, e.g., ground objects tend to be
coupled to fairly clear instructions concerning how to obtain data. A thorough analysis of the
relationships between context and different layers of explanations is beyond the scope of the present
paper, but is to be accounted for in forthcoming works.
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Figure 6. A branch in the tree that is useful for explaining fever.
measles
TOTALITY: To diagnose, in this case measles, you investigate the child's early symptoms, and if there are special symptoms
later on during the illness, then eventually also these, as well as whether the child has immunity.
ORDER: The program will investigate the early symptoms first.
CONCORDANCE: Some illnesses give immunity. Measles is such an illness, giving life long immunity.
JUSTIFICATION: You get immunity if you have had measles or are vaccinated against the illness.
CLASS: The illness measles is a virus, it is spread through droplets and it is very infectious. The incubation period is
8 - 11 days.
GENERAL INFORMATION: Generally, try to keep the child in bed or still until he has no fever. The illness lasts for about 8
days. Possible complications are inflammation of the ear, pneumonia and bronchitis.
early symptoms
TOTALITY: Early symptoms for measles are a hacking cough and/or a cold together with fever.
ALTERNATIVE: When you diagnose an illness and the child has recently fallen ill, the diagnosis can only be based on the
early symptoms. If the child has been ill for some days, the diagnosis may be based on both early and late symptoms.
JUSTIFICATION: For measles it is obvious that the illness has two phases, an early and a late one, where the symptoms differ
considerably.
fever
OBSERVATION: A high fever is when the temperature is 39 degrees or more, it is moderately high between 38 and 39. Below
38 degrees is not considered to be fever.
JUSTIFICATION: These levels are not exact since fever can differ between individuals. Young children usually get a higher
fever than older children or adults.
METHOD: The temperature is measured with a thermometer.
INTERVAL: The temperature is in the interval 36 to 42 degrees Celsius.

Figure 7. An explanation related to fever and the illness measles.

5 The Metatheory and its Interrelations
Let us now outline how the relations between OT and IT are managed by MT. MT must represent the
deduction rules for OT and deal with the problem that OT is incomplete. That is, when OT is
insufficient to draw a conclusion, MT is used to invoke IT. This is to see whether OT can be claimed
to contain additional formulas, not identified so far, corresponding to the user's interpretation of the
informal domain knowledge. Assume we want to know whether Formula is a logical consequence of
OT. Let Demo represent logic provability for OT, KnownFormulas be the part of OT established so
far, and User a formalization of the user's interpretation. Then the problem can be expressed as the
following predicate
Demo(KnownFormulas

User, Formula)

Note that OT = KnownFormulas User is a static theory, although its subset User is dynamically
identified [Sergot, 1983]. In order to identify the subset User of OT, reasoning with IT knowledge
must be integrated in the problem solving process. MT relates OT to IT, and must thus represent this
integration.
Incremental knowledge acquisition is consonant with monotonic classical logic as long as the
formalization is only extended with additional axioms, and no accepted formulas are excluded
afterwards. In the formalization, OT is a symbol, the extension of which is only partially known. It
can nevertheless be used as a constant in the provability predicate Demo. In order to establish the full
definition of this predicate, we then need a metatheory, not only comprising logical inference rules
for OT, but also representing knowledge about the content of OT.
Figure 8 gives an overview of the relations between the informal domain theory IT and its
formalization OT. Predicates of MT formalize these relations as far as is suitable for our purpose.
This level of the system is dependent on user cooperation. This implies that, if MT is to be
understood as a static theory of classical logic, we must assume that it has an additional implicit part
which is established at run time. We call such a formal theory, the extension of which is not given a
priori, a semiformal theory.
USER
MT's presentation
of context.

formal

MT
informal

MT's formal reasoning with the
formal theory OT, known formulas
are used directly, new formulas
corresponding to the user's
interpretation (the context) are
identified.

MT's formal
reasoning about the
informal theory IT
to present the
system's context.

IT

text(Obj,X,T1).
pict(Obj,Y,T2).

The user's interpretation
of context identifies the
implicit part of MT that transfers
from the informal to the formal.

concl(Obj,A)<premise(Obj,B).

OT

Figure 8. The semiformal metatheory and its interrelations.

Let us now outline the formalization of MT. First of all, we need a logic metainterpreter for making
inferences in OT. This metainterpreter must be tailored to integrate the informal knowledge for
verification of the content of OT as and when needed. For simplicity, we use a vanilla interpreter
(one which does not reproduce unification), since distinguishing between meta and object variables
would only obfuscate the current presentation.

A formula a can either already be part of OT or be established as a part of OT by consulting the user
for an interpretation of IT. Let be the universal closure symbol, i.e., it universally quantifies all
variables within its scope. The first argument of Demo, t1, is the current OT, whereas t2 is the
updated OT, the second argument a is the goal to be proved.
[MT(Demo(t1,a),t1) OT(t1,a )]
[MT(Demo(t1,a),t2) IT(t1,a,t2)]
Note that a can also be a negated formula.
The following clauses simply represent and-introduction, or-introduction and modus ponens for OT.
[MT(Demo(t1,a AND b),t3) MT(Demo(t1,a),t2)

MT(Demo(t2,b),t3)]

[MT(Demo(t1,a OR b),t2) MT(Demo(t1,a),t2)

MT(Demo(t1,b),t2)]

[MT(Demo(t1,a),t3) MT(Demo(t1,a <= b),t2)

MT(Demo(t2,b),t3)]

A formula is already part of OT if it is a member of the data structure representing OT.
[OT(t1,a) Member(a,t1)]
When knowledge is not initially contained in formulas in OT, it must be interpreted by the user
before being used in the reasoning, see the second clause. Below we present a clause that takes the
current OT theory and a formula as its input. If the formula is accepted as an interpretation of IT
knowledge, it then returns an updated OT theory. Note that the user can verify formula_in, replacing
it by true, or state that it is equivalent to another formula, formula_out.
[IT(t1,formula_in,t2)
Accepted_from_IT(formula_in,formula_out) Union(t1,{formula_out},t2)]
Advanced facilities are needed for dealing properly with the information in IT so as to guarantee
satisfactory user cooperation. Accepted_from _IT is responsible for presenting the context to the
user, e.g., the necessary explanation. In the present paper, we are concerned with system
development methodology and, in particular, in arguing for an adequate overall system structure.
Thus, we confine ourselves to a very simplified example of a relation between IT and OT.
The MT clause below relates a formula to an informal description which will be generated on the
user’s demand.
[Accepted_from_IT(formula_in,formula_out)
formula_in = early_symptoms(measles) <=
(early_symp('hacking cough') OR early_symp(cold)) AND fever(high),

informal_description =

Generated when needed for each object. In Sect. 4 this is exemplified for fever in
relation to early symptoms for measles.

User_interpretation(formula_in,informal_description,formula_out)]

Obviously, the clauses for User_interpretation cannot be finitely enumerated. First of all, they will
differ according to the user. But even for one particular user, it is not possible, not even in theory, to
encode a priori his or her interpretation of a description with respect to every conceivable fact
situation since these are infinite in number. Therefore, taking MT as a first order theory presupposes
that it is assumed to have an implicit part consisting of these clauses, i.e., it is semiformal. This
extension can be described in a metatheory of MT. It is also convenient to encode metatheory
knowledge in this metatheory, supporting the retrieval process for Accepted_from_IT clauses, since,
though finite in number, they may amount to a very large number in a full-blown system. From a
system development point of view, it is appropriate to implement both MT and its metatheory

declaratively. However, it is beyond the scope of this article to describe these parts of the system.
The interested reader is referred to [Hamfelt, 1996].

6 User-system Cooperation Exemplified
One way to present the system's context to the user is through explanations. The context is also
presented during the cooperative problem solving. The system prompts what it is trying to prove and
the premises for the actual goal. When the user's interpretation of the informal domain theory is
needed, the user is asked for a contribution. The system's interpretations of the user's answers are
used in the reasoning. The outcomes attained are continuously presented to the user. In Figure 9,
part of such a dialogue is outlined. Note that the dialogue is presented without any pretensions
concerning adequate user interfaces and disregarding the potentials of natural language processing.
Will try to prove: childhood illness is measles with high probability
Premise: early symptoms for measles AND late symptoms for measles AND NOT immunity for measles
Will try to prove: early symptoms for measles
Premise: (early symp is hacking cough OR early symp is cold) AND fever is high
Which of the early symptoms, cold, hacking cough, swollen ear or tongue salivary gland, or none has the patient?
User:
swollen ear salivary gland
Cannot prove early symptoms for measles. Is the sentence early symptoms for measles equivalent to another sentence?
User:
Yes
Which expression is early symptoms for measles equivalent to?
User:
other symptoms for measles
Equivalent to: early symptoms for measles to other symptoms for measles
Other symptoms for measles are known to the system. (No new theory has to be constructed)
Will try to prove: other symptoms for measles
Premise: fever is very high
How much fever has the patient, none, moderate, high, or very high?
User:
very high
True according to IT: fever is very high
Has proved: other symptoms for measles
Has proved: early symptoms for measles
Will try to prove: late symptoms for measles
Premise: late symp is skin eruption
Which late symptoms has the patient, skin eruption, cough coming in attacks, or none?
User:
skin eruption
True according to IT: late symp is skin eruption
Has proved: late symptoms for measles
Will try to prove: NOT immunity for measles
Is the patient immune to measles, yes, no or unknown?
User answer: no
True according to IT: NOT immunity for measles
Has proved: NOT immunity for measles
Has proved: childhood illness is measles with high probability

Figure 9. The reasoning leading to the conclusion that the childhood illness is measles.

7 Concluding Remarks and Related Work
We have proposed a system development methodology for dealing with the context of usercooperative systems. The methodology is realized within first order logic, which we argue promotes
modularity, clarity and maintainability. We show how notions such as cooperation, incremental
knowledge acquisition, and presentation of context knowledge can be realized in a first order theory.
A system based on these ideas is implemented in logic programming.
The methodology draws on a distinction into three separate theories of the knowledge involved in a
user-cooperative system: the formalization of the domain knowledge, OT; the domain expressed in
its natural informal way, IT; and the metatheory, MT, relating the formalization to its informal
counterpart. This gives the system a high degree of modularity. The respective modules are
expressed in their natural way, which promotes clarity, thereby making the system an easy one to
survey. This is vital for achieving maintainability, i.e., facilitating updates of and alterations to the
system.

The informal theory, IT, is obtained as the user's interpretation of the domain knowledge expressed
through any suitable medium. In the reasoning process, MT guides the user to data such as text,
pictures and sounds. This data is related to an informal domain theory, i.e., the user's interpretation,
which in turn is related to a formalization useful for formal reasoning about the domain. MT's main
role is to represent the relations between the different kinds of knowledge. We thus need a formal
language capable of expressing arbitrary relations, e.g., first order logic.
There have been various proposals for formalizing context. In a sense, we stand in opposition to
them, since we take the context to be the informal meaning of the domain knowledge that is not
captured in the formalization, and that frequently one cannot even formalize with any known
methods. Nevertheless, there are similarities between our approach to dealing with informal domain
knowledge and the formal approaches to context. We carry out formal reasoning with pieces of
informal knowledge so as to focus the user's attention to relevant information, for example. This is
paralleled by Giunchiglia's [1993] view that an agent never considers all its knowledge, and
therefore reasoning is local to a subset – a context – of the facts known by the individual. Moreover,
we share the opinion that it is useful to have different contexts which are theories of the same
phenomenon, but describe it at different levels of approximation.
In a similar manner to ours, Stolze [1991] argued that the goal of a knowledge system should not be
to fully automate the problem solving, but to optimize the problem solving performance of the joint
system of user and knowledge system.
Aiello and Levi [1988] propose that structuring knowledge in separate theories and relating them by
means of metaknowledge is a way to increase the expressive power of knowledge representation
languages. Brézillon [1992] also argues that an explainable knowledge system should consist of
several theories, an application knowledge base (AKB), an explanatory knowledge base (EKB) and
a domain independent part called the Manager. The Manager performs the reasoning based upon
both knowledge bases and it synchronizes the two lines of reasoning. Furthermore, it handles the
interaction with the user. The division of the system into three parts is quite like our approach, where
OT corresponds to AKB, IT to EKB and MT to the Manager.
An essential part of our work has been to deal with the context and present it in such a way that the
user can understand the system's scope of the domain knowledge. We have argued that to realize
this it is insufficient to provide information about the object theory, i.e., the knowledge needed for
the reasoning. Wenger expresses the same opinion. A way to articulate superficial knowledge in a
knowledge base is to augment it with information that explicitly provides the missing justifications
for the knowledge [Wenger, 1987]. This requires additional knowledge in the form of deeper beliefs
or models of first principles. We argue that, because of the limitations of formalization, this
necessitates the inclusion of informal domain knowledge in the system.
Chandrasekaran and Swartout [1991] state that "knowledge systems based on explicit
representations of knowledge and method with information about how and from what their
knowledge was obtained are the foundations for producing good explanations". They argue that
explanations can be as important as the conclusions themselves. The general idea is that the more
explicitly the knowledge underlying a system's design is represented, the better the explanations the
system can give. We fully agree with this. However, in contrast to Chandrasekaran and Swartout,
we argue with Cawsey et al. [1992] that giving explanations after the problem solving is invalid for
most realistic problem situations. A well functioning user cooperative system must be able to interact
with the user at any time during its problem solving.
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Context sensitivity has long been a goal of interface design. We argue that three elements
must exist to support effective context sensitive interfaces: 1) the ability to accurately sense
context, 2) the ability to modify the control and display configuration accordingly, and 3)
the ability to effect (at least some of) the configuration changes autonomously. We discuss
the aspects of context which are necessary to perform interface adaptation, and contrast
these aspects with context subsets which have traditionally been used for this purpose. We
further present some of the fallacies which may result from using these traditional context
subsets in isolation. We provide a framework and supporting rationale for representation
of these context characteristics using a vocabulary based on tasks and goals as the
foundation of context representation and tracking. Finally, we present a motivating
example of this approach to context sensitive interface design as an implemented system in
the aviation domain, and address the resultant payoffs.
Why Context Sensitivity?
The goal of human factors is to provide a system (or at least a UI) suited to the user’s
needs. The unfortunate reality is that these needs change over time, often substantially.
Sensing the change in user’s needs, and satisfying those needs over time is the motivation
for context sensitivity.
Context, approached from this perspective, can be seen as a time slice of variable duration
which spans some portion of the life cycle of the system. “Traditional” human factors
design dealt with static, unchanging devices referred to today (with some disdain) as
“steam gauge” interfaces. The lack of configurability caused these interfaces to be
constrained de facto to treat the whole life cycle of an interface as one homogenous time
slice and to optimize the design for that entire slice. Performing the trade-offs to
optimize such an interface were made more difficult by the need to support situations in
which, for example, a rarely used gauge becomes suddenly critical to successful operation.
This lack of configurability led to known sub-optimal situations in which two critical and
rarely used gauges were located at opposite ends of the display configuration layout.
Early efforts in analog cockpits, such as the weight-on-wheels (WOW) switch, which
improves upon this situation (albeit slightly) by dividing the system lifecycle into 2
phases: on the ground and in the air. Thus, controls and display behavior could be
adapted to these two different contexts, making it more appropriate to the user’s needs in
each than it could have been were the designer to attempt to satisfy both at all times with
some compromise solution.

Modern cockpits carry this decomposition of interface X lifecycle context “chunks” a
step further. The tendency has been to create a veritable plethora of modes
(corresponding to contexts and partial contexts), each with a distinctive display
configuration suited to the context. The presence of electronic displays, re-legendable
keys, touch screens, and other device advances support this nearly inexhaustible
flexibility in what is shown when.
The theoretic limit of this decomposition of cockpit contexts is reached with a continuous
integration (in the analytic calculus sense) of time slices approximating the changing
contexts. While this would appear to achieve a highly desirable goal, current
implementations fall short for two primary reasons.
First, most current context modifications, especially mode-based changes, are adaptable,
not adaptive, meaning that human input to select the desired mode is required. This
requirement for human input incurs added workload, is error-prone exactly when the pilot
can least afford it, and often (partially as a result of the foregoing) goes unused.
Second, most current context modifications are based on what the aircraft can easily sense
about the world context, which is at best an indirect indicator of what information and
control functions the pilot needs at any given time. For example, a pop-up threat is a
highly salient aspect of context, for which a air-to-air combat cockpit configuration might
often be appropriate, but not if the pilot is engaged in a bombing or surveillance run.
It is this very exercise of newly found power absent appropriate design considerations
which has led to problems in some recent designs, causing users to at best ignore, and in
some cases reject, context sensitive interfaces. This sentiment is perhaps best captured
by a pilot comment in a recent design session, “well, it’s fine if you do that, so long as
you first show me where that big “O.F.F.” switch is.”

Requirements for Context Sensitivity
How then do we achieve continuously adapting cockpits which suit the context? We
must have:
1.an understanding of what aspects of context are salient, relevant, and of interest to the
human operator given his current goals, and the tasks which achieve them. This can be
viewed as a structuring of context that accurately divides possible world states into
classes whose distinctions are of interest to the human operators.
2.the ability to sense those aspects of context and interpret them in light of known tasks
and goals.
3.the ability to configure the interface to better fit those tasks-based information needs
4................................the ability to effect those changes (semi-)autonomously.
While the requirements for context sensing and resultant configuration modification are
straightforward given the preceding discussion, the requirements to interpret context in
terms of operator tasks and to automatically adapt the interface are perhaps less obvious.
The requirement to (semi-)autonomously adapt the interface is supported in the following

paragraph. The requirement for task-based context sensitivity is perhaps the most
contentious, and we will spend the remainder of the paper discussing this requirement.
Increased interface flexibility alone produces an “adaptable” interface, allocating the task
of implementing the adaptation onto the user. This is manual context sensitivity and it
requires continuous re-configuration of the workstation on the part of the human
operator. In other words, it is the human who is context sensitive, not the interface. In
this manual paradigm (i.e., without some autonomous capability), adapting the interface
must either increase the operator’s taskload or go unused. While paying the price of
adaptation may result in useful longer term gains due to improved fit between the (newly
re-configured) interface and the task requirements, there are clearly counter examples
where the complexity of the adaptable interface has either increased error probability
(A320 mode problems) or gone unused (F-15 radar modes).

Necessary and Sufficient Context
We believe (our research experience shows) that context sensitivity per se is insufficient
for continuously adaptive cockpits. Instead, knowledge of context must be mediated and
interpreted in accordance with the users’ current interests and needs. These, in turn, are
determined by the tasks and goals the user currently has.
In some sense, context is everything surrounding an item of interest, including the
“mindset” of any humans involved in the context. In practice, however, context sensitive
interfaces have tended to focus on two aspects of “context”: sensed world state and user
models. While each of these is important, we will show why they are ultimately
insufficient to achieve the goal of context adaptive interfaces.
Sensed World State
In practice, our sensors have traditionally been good at sensing “world state” aspects of
context:
•

Where am I?

•

Where are others I am interested in?

•

What’s the state of my equipment?

•

What resources (ammunition, oxygen, fuel, time, etc.) do I have left?

Context elements which can be directly sensed, however, often provide only limited
utility in supporting correct automated reconfiguration behavior.
For example, an oft-cited lament during the Pilot’s Associate program was, “can’t you
keep the Low Oxygen light from coming on when I’m on final approach to a carrier at
night?” Idiot lights are a very common form of context sensitive interface, but prove
disastrous in this example because they have no sense of their importance given the
ongoing tasks. Certainly the system knows some elements of context which it considers

critical, namely an inadequate level of a necessary resource. Other aspects of context
which would be necessary to exhibit intelligent or correct behavior are lacking. The
knowledge that only limited flight time remains is well within our capability to measure
and reason about. More challenging is the fact that communicating the lack of oxygen by
means of a light when night vision is a critical resource is not a good idea.
Similarly, it might be appropriate to activate jammers automatically (a controls and
displays behavior) when near a unexpected surface to air missile (SAM) site. The
presence of a SAM site is a sensor-based context input. This automatic action is not
appropriate in all circumstances, however. For missions whose goals include remaining
covert, active jamming would be a grossly inappropriate response.
User State
Recent innovations place more emphasis on the “user” context: the degree of training or
expertise a particular user possesses, sensed or calculated level of fatigue, sensed or
calculated workload, stated or assumed preferences, and so on.
This approach is also of limited utility when used alone, since knowing who the user is
helps to determine in what way the user needs information, but does little to determine
what information the user needs.
For example, knowing that a user has recently reviewed the material to be presented, and
can be considered more expert may lead the interface to reduce the number and type of
reminders or supporting detail presented. The obvious unanswered question that remains
is, how is one to determine what material is to be presented?

Task/Goal Models
It is exactly this knowledge what information must be conveyed between system and
human that is central to correct behavior in context sensitive interfaces. Considered
individually, the need to represent information snippets which are germane in a given
context seems daunting. The task is made considerably less odious by noting that these
information snippets or elements are all associated in a regular fashion with the goals the
user is trying to achieve, and the tasks the user is performing in an attempt to satisfy the
goals. (cf. Greeno, 1983; Howard, Hammer and Geddes, 1988).
In the previous example, the fact that the oxygen level is low has no more salience in and
of itself than the fact that pork bellies are down a point. What makes it relevant is the
role it plans in the pilot’s ongoing set of goals and tasks. The pilot wishes to maintain a
safe flight environment (a goal) and to do this, s/he must if possible monitor and ensure
adequate supplies of needed resources (a task).. On the other hand, what makes the
flashing of an O2 light inappropriate is that it degrades the pilot’s ability to process far
more important information required for other, concurrent tasks: the aircraft orientation
with respect to the deck, the status of the approach ball, and so forth, all of which are
critical to the more immediately important task of a safe landing.

Similarly, the reason that knowing the user is a “novice” or is “fatigued” is inadequate is
that this tells us nothing, in and of itself, about what information or assistance the user
does need for the task at hand.
Which Came First
In this use of the terms “task” and “goal”, we take goal to mean some aspect of world
state which is considered desirable to achieve. A task associated with such a goal, then, is
some sequence of operations or actions performed by the system and/or user which
increase the probability of achieving the goal state. Given these definitions, one can
immediately see that the tasks performed by the user are more immediately relevant, and
consequently more useful for interface design than the goals they serve.
Hence, we have chosen tasks as the “vocabulary” to describe those aspects of context
which are relevant to interface design and implementation. Tasks serve to integrate and
mediate the other aspects of context we discussed:
•

sensors provide information telling us about how successful tasks are, to aid in the
performance of tasks or to tell us when tasks are necessary.

•

user information tells us things about how an operator is likely to perform the task,
how s/he likes to or needs to see information to accomplish the functions described
for sensor information above, whether s/he is likely to perceive the need for a task or
know how to execute it, and so forth.

Humans and Plans
Others (e.g., Suchman, 1987) have asserted that humans neither plan in an optimization
sense nor maintain libraries of plans. This claim, while perhaps true, has not impacted
our work. We believe this is principally due to two factors: first, while humans’
cognitive processes may not involve plans in a large number of common domains (office
procedures and collaboration, engineering problem solving, etc.) in other, highly structured
domains, this is less clearly the case. Our work has focused in three such highly
structured domains: commercial flight decks, industrial process control, and military
command and control. Second, even if the assertion is globally true, we have found
repeatedly that the use of tasks as an organizing principle is familiar to those we work
with, and begins our work on a common footing without the need to develop a (new)
common vocabulary. Even Suchman agrees that people talk about their performances in a
vocabulary of plans and goals, hence it is at least a lingua franca.
The U.S. Air Force's Pilot's Associate programs were among the first and largest efforts
to implement and test associate systems with sophisticated information management
(IM) components (Banks and Lizza, 1991). The U.S. Army's Rotorcraft Pilot's
Associate (RPA) program is an ongoing technology demonstration intended to carry the
work of the Pilot’s Associate programs (Howard, Hammer and Geddes, 1988) in novel
directions and closer to implementation (Colucci, 1995). In this section, we will briefly
describe the approach to IM taken we are working toward for the RPA, with emphasis on

the representation and use of human models within the IM system as an example of the
task-model based context representation already presented.
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Figure 1: Functional Architecture of the RPA System.

The Rotorcraft Pilot's Associate program is a five year, $80 million research contract
managed by the U.S. Army's Advanced Avionics Technology Directorate at Ft. Eustis.
The goal of the RPA program is to develop and flight test an advanced, intelligent
associate system in a next-generation attack/scout helicopter. Unlike the Pilot’s
Associate programs, which were designed for a single operator, the RPA is being designed
for two crew members operating concurrently. It is expected that the role of this
helicopter will be more dynamic, more varied and, potentially, more autonomous than any
similar aircraft currently flying. The RPA is expected to exist in the increasingly digitized
battlefield environment, where an unprecedented amount of information is available to the
its operators via an advanced suite of onboard sensors, and via extensive communications
with mobile and stationary, ground-based, airborne and space-based information gathering
systems. A critical goal of the RPA program is to manage this mass of information so
that the human operators can rapidly obtain all and only those portions that are relevant
at any given time.
Figure 1 illustrates the high-level architecture of the RPA as a whole, consisting of the
Mission Equipment Package and the Cognitive Decision Aiding System (CDAS). Within
the CDAS, the Cockpit Information Manager (CIM) is responsible for determining the
current and near-future tasks and intentions of the air crew, managing the flow of tasks
between cockpit actors (the two pilots and automation), and managing the placement of

information on the different cockpit display and control devices to facilitate pilot task
performance. The Cockpit Controls and Displays and Mission Processing Logic is then
responsible for issuing the appropriate low-level avionics commands to achieve the tasks
and cockpit configurations commanded by CIM.
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Figure 2: High-level Architecture of the Cockpit Information Manager Module.

Figure 2 provides a high-level view of the Cockpit Information Manager (CIM) we are
developing. CIM will use various types of knowledge to perform two primary tasks: (1)
to select among various authorized combinations of human actors and automation to
obtain the best performance of the set of currently active tasks, and (2) to select among
the various possible configurations of the cockpit controls and displays in order to
provide the best access to information the pilots are required to give or receive in order to
perform those tasks. The knowledge that is required to perform the CIM function can be
broadly separated into static and dynamic knowledge: that which can be known a priori,
and that which is only known during flight. In addition, it can be separated into
component knowledge which supports the various constituent decisions which CIM
must make.
Task and Context Knowledge

Task and context information are provided to the CIM by two shared-memory resources
of the CDAS as a whole: the Task Network and the Context Model. The Task Network
represents the CDAS' current beliefs about the tasks which both the crew members and
aircraft automation are performing now and will perform in the future. The Context
Model represents the CDAS' current beliefs about the state of the aircraft and the world.
Since CIM, and CDAS as a whole, are primarily task-based systems (that is, organized
around pilot's tasks rather than around world states or other domain entities—Jones, in
press), Task Network information serves as the primary CIM input. CIM uses the
Context Model information only indirectly to infer what tasks are or should be active. It

is this set of active tasks which serve as the basis for reasoning about information and
automation needs and how to meet them. For example, the Task Network may contain
the information that the crew is attempting a Threat Evasion task, but information about
the specific threat the crew is trying to evade, its location, speed, direction of movement
and capabilities are likely to be represented in the Context Model.
Actions on Contact Example

Consider a mission consisting of a flight into enemy territory (ingress), followed by some
action over a target, followed by a return to base (egress). In the course of normal events,
goals would include remaining undetected, remaining safe from enemy fire, and so forth.
A task associated with satisfying those goals would be flying the pre-planned ingress
route. Other active tasks might include monitoring own-ship health, communicating with
other ships in the flight, and so on. In order to fly the ingress route, each pilot has a set
of information requirements: his/her own-ship position relative to the route, altitude,
airspeed, fuel remaining, etc. For each of those information requirements, a (typically
small) number of alternatives exist for satisfying the information need. Thus, an airspeed
information requirement may be satisfied by a digital readout, a “tape” display, and
perhaps other available presentation elements. CIM takes a prioritized list of tasks,
looks up the information requirements for that task, and selects presentation elements to
satisfy them in turn. This process repeats for each task until display space (including
auditory and other channels) is exhausted, or the human’s resources are consumed. CIM
performs this process repeatedly during the course of flight, and as the context of flight
changes, the display will adapt to reflect the new context.
Task

Has

Information
Requirement

Satisfied-by

Presentation
Element

Uses

Page/
Format

Appears-on

Display
Channel

Consumes

Human Resource

Figure 3. Relationships between CIM Concepts.

For example, if a previously undetected threat is seen, a new task,
PerformActionsOnContact, becomes active. This task has a number of subtasks,
including DeployToCover, DetermineLocation, and SubmitSpotReport. The
DeployToCover task requires that the pilot know much of the same flight information
previously required, plus information regarding the availability of cover in surrounding
regions. This information requirement can be satisfied by a corresponding set of
presentation elements, which CIM selects and allots to a display. Normally, this action
results in other, lower priority information being displaced from the display.
Once the pilot has reached the selected cover area, the DeployToCover task is complete,
and its information needs no longer need to be supported (for this task, though other
tasks may still require it). A new task enabled when the pilot reaches cover,
SubmitSpotReport, requires the pilot submit information in a forms-based screen. CIM
removes the availability of cover information, and supplies the report form. This
evaluation of possible reconfiguration occurs thousands of times over the course of a

mission, though of course each evaluation does not necessarily result in any change of the
display configuration.
Tasks, then, serve as an appropriate aggregation tool for collecting and reasoning about
information requirements, which we have demonstrated in multiple domains. In the
general approach, these requirements are captured by task, then summed across tasks to
form the dynamic interface configuration. In almost all cases, more information is
available and germane than can be presented, thus we prioritize and threshold the available
and relevant information according to the importance of the pending and active tasks
(Miller and Funk, 1996)

Payoffs
In performing this work, we have repeatedly noted the benefits of using a task based
context representation:
•

better (more useful) context sensitivity which derives from the direct mapping
between human actions and the interface which supports them,

•

clearer directions for upgrades and additions to interface or automation capabilities, by
tracking those tasks which were unsuccessful, and by implication, ill-supported,

•

direct support for team collaboration by tracking tasks which involve multiple
individuals on the team, and particularly those which involve explicit communication
between team members,

•

arbitrarily close approximation of the continuous context match goal by using a
dynamically tracked task model with increasingly fine time slice

•

a re-usable, common knowledge repository of task information requirement and
information requirement interface element associations.
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Abstract
In this paper, we use context to simplify the translation from system's requirements
expressed in natural language to conceptual model (Entity-Relationship Model). This
translation is made by a tool called Designer Assistant. The goal of the system is to
identify entities, attributes and relationships from requirements expressed in natural
language (Portuguese Language in our case) of a database system. For example, the
application post-graduation evaluation has several entities as note, student, discipline,
etc. The entity student has attributes as Department. However, in another application as
university's organization, Department is an entity, because in this context it is a relevant
information, thus the same item can be an attribute or an entity depending on the context
of the application. Our system distinguishes the nature of such an attribute (contextual
and contextualized respectively in the example above) in an application. The contextual
information is stored in dictionaries with the words of the Portuguese Language.
Keywords: natural language, artificial intelligence, context, database design, translation.

1 Introduction
The context has been recently the main topic of workshops (Brézillon and Abu-Hakima 1993,
1995) and symposium (Buvac 1995, Strat and Mundy 1995). However, the notion of context is not
yet clearly defined in the literature and each author presents a personal definition. McCarthy in
logic domain (McCarthy and Buvac 1994) introduces context as an abstract mathematical entity
with properties useful in artificial intelligence. Farwell and Helmreich (1995) in natural language
processing domain define context as an intelligent agent's view of the world that consists of the
entire range of facts, regularities, inferences, and hypotheses. In translation system, Maier (1995)
presents context as a multi-dimensional context models of a speech translation system, which has
been derived from constraints given by various sub-components of the system.
In the design of a database, we define a context as the delimitation of a domain, that allows
to restrict the possible solution-space of a problem. For example, consider the item Department in
two applications, post-graduation evaluation and university’s organization. The first application,
post-graduation evaluation has several entities as note, student, discipline, etc. The entity student
has attributes as Department. However, in another application as university's organization,
Department is an entity, which is a relevant information in this context. Thus, the same item
(department) can be an attribute or an entity depending on the application context.
In our formalization, department is explicitly contextualized in the context of the university’s
organization, because it is a relevant information. Conversely it is let implicit in the context of a
post-graduation evaluation and thus has the status of contextual information.

*
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Context has been applied in different areas such as problem solving (Giunchiglia, 1993;
Edlund, Weise and Lewis, 1995) natural language (Farwell and Helmreich, 1995; IJCAI-95),
database (Hian Goh, Madnick, and Siegel, 1994). For example, Zarri (1995) uses techniques
associated to the context for translating natural language into a framework called NKRL (Narrative
Knowledge Representation Language) technology.
Our purpose is to translate system's requirements expressed in natural language (Portuguese
language) into a formal description. The formal description is presented in terms of the EntityRelationship (E-R) Model during the process of database system design. The process, which is
described here, concerns the second step among the following ones: requirement analysis,
conceptual design, logic design and physical design of the database system design (Teorey and Fry,
1982).
The requirement analysis is the most poorly defined, difficult, and time-consuming step of
the whole process. However, it is the most important because the majority of subsequent design
decisions are based on this step. At this first step, the major task concerns the collecting of
information content and processing of requirements from all the identified and potential users of the
database. The contextual techniques can be used to delimit the domain knowledge of the application
(Paton, 1993).
In the step of conceptual design, the system's requirements collected in the first step and
expressed in natural language are translated into a formal model. The result is a conceptual schema.
Recently, semi-automatic tools are used by the designer to bring support during this step without
the notion of context (Storey, 1993). However, contextual techniques play an important role, being
used to eliminate ambiguities and delimit the domain. For example, according to application postgraduation evaluation we can determine that notes and disciplines belong to same context (postgraduation evaluation) by using contextual rules and contextual information stored in a dictionary.
The two last steps in the database-system design concern the implementation design and the
selection of the physical database structure. The result is a complete, implementable database
structure. In these last steps, the context is fixed, i.e., it is the application itself.
The quality of the resulting database structure depends on the design methodology, the
design techniques used in the methodology steps and the validity of the information requirements.
Traditionally developed by designer or semi-automatic tools, the step of conceptual design is very
important.
The goal of this work is to show how context-based techniques can be useful when
elaborating the conceptual schema during database system design. The context-based technique that
is used in our system is a set of contextual rules. These rules handle contextual information that is
stored in dictionaries.
Section 2 discusses some related works on context in linguistics. Section 3 presents the
architecture of our system that considers context during the translation from requirements,
expressed in natural language, to E-R Model. Section 4 shows context-based techniques. Section 5
gives an experiment to validate our work. We conclude with a summary and directions for future
research in Section 6.

2 Related Works
There has been a lot of research on the nature of context in natural language and its role in natural
language processing. In this section, we present researches that use context to help at translation
from natural language to formal language.

Burstein and Kaplan (1995) employ a practical approach for extracting from existing
technologies the aspects that can be practically used to reduce the costs of analyzing the natural
language responses to constructed-response items. For this, they developed two methods that use
context as an important basis for analysis procedures.
Dybkjaer et al (1995) view context as a collection of aspects or contextual elements each of
which may be defined and analyzed with respect to its specific contribution to dialogue
understanding. They developed a system-directed dialogue for a spoken language dialogue system
and on first experiments towards achieving mixed-initiative dialogue.
Maier (1995) shows how the notion of context has been refined to fulfill the requirements
posed by a natural language processing system. It describes the context model of the speech
translation system VERBMOBIL, which has been derived from constraints given by various subcomponents of the system. In VERBMOBIL the context is stored in the dialogue memory that is
incrementally constructed by the dialogue processing component. However, this context model
handles only a specific domain.
Zarri (1995) adopts a very pragmatic understanding of the words knowledge represented in
two contexts (internal/static and external/dynamic). The internal/static context includes the
knowledge sources (morphological, grammatical and syntactical resources, conceptual dictionaries)
inside the system before the launch of the translation operations. The external/dynamic context
represents the contribution of the ongoing translation to the growth of the knowledge already
possessed by the system. The aim of this system is to translate from natural language documents
to framework called NKRL (Narrative Knowledge Representation Language) technology.
The advantage of our approach is the direct translation, independently of the domain, from
system's requirements expressed in natural language into formal language. This is possible thanks to
large dictionaries with contextual information and appropriated heuristic rules. The others
approaches described above are interesting, but they do not focus on the same points that ours, i.e.,
formalizing of requirements expressed in natural language. In section 3, we present a brief
description of our system and contextual rules are discussed in section 4.

3 Architecture of our system
This section describes the architecture of a tool developed to help the human designer in the task of
database system development. It is composed of a morphological parser, a syntactical parser, a base
of heuristic rules and contextual rules, dictionaries and a translator as showed in Figure 1.

3.1 Morphological parser
The morphological parser analyzes morphologically a natural language sentence using a dictionary
and models that match and classify the words (Bigolin et al 1991). The output of the parser is the
set of words from the original sentence, each one with its morphological characteristics.

3.2 Dictionaries
Our system has two dictionaries: a syntactical dictionary and a morpho-contextual dictionary
(Bigolin, 1994). The former stores the syntactical information on the words. The latter has three
parts that store: the words in Portuguese, the morphological information (substantives, verbs,
articles, etc.) of these words and contextual information (for example, publications and books belong
to same context).

Interface in natural langage

Morphological
Parser

Morpho-Contextual
Dictionary

Syntatical
Dictionary

Syntatical Parser

Heuristics
Rules

Translator

Contextual
Rules

Output Interface

Figure 1 : Designer Assistant
Words are recorded in two different structures: a radical structure, which contains radicals of
words and a suffix one, which contains suffixes of words. This structure form is a R-Tree, which is
very efficient both for access and storage (Bigolin, 1991). The structure stores a letter in each node
and the last letter of each word ends with two pointers: one towards a structure containing the
morphological information and the other to a structure containing the contextual information of the
words (see the figure 2).
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Figure 2 : R-Tree Structure
In this structure the last node has two pointers: - one to the morphological information,
where S stands for substantive, P: plural, M: masculine, c: common, and - another to contextual
information, where id stands for identification of the word, LC: the contexts in which the word is,
sid2: word id1 is a subset of id2 (for example, books is a subset of publications).

3.3 Syntactical Parser
For implementing an interface that handles natural language text, we use a grammar that allows the
organization of words in sentences. Among several grammatical formalisms, we chose the Definite
Clause Grammar (DCG) (Pereira and Warren, 1980), because DCG is the most popular approach to
parsing in Prolog and it extends context-free grammar in three ways : 1. DCG provides context
dependency ; 2. DCG allows arbitrary tree structures to be built in the process of parsing and 3.
DCG allows extra conditions to be added to the rules, permitting auxiliary computations (Chau and
Parker, 1992).
The syntactical analysis can be led in three ways: top-down, bottom-up and graphs analysis.
We implemented two strategies: bottom-up (beginning by an initial symbol and applying
grammatical rules until the nonterminal symbols of Tree correspond to the composition of the
sentence analyzed); and top-down (where all rules begin with the search from words allowing to
abandon the analysis if the word does not exist in the dictionary). After the tests, we note that
bottom-up analysis is more efficient than the top-down analysis, due to the Left Extreme
techniques (Lopes, 1993). This method analyzes the more left symbol to control the hypothesis
generation during the analysis.

3.4 Heuristic Rules
We use heuristic rules to map system's requirements expressed in natural language to an E-R model.
These rules are provided by the designer and other related works. The following examples illustrate
the rules form:
• Rule 1: x ; verb(x)

relationship(x)

If the word(x) is a verb then the word(x) can be a relationship
• Rule 2: x ; substantive(x)

entity(x)

If the word(x) is a substantive then the word(x) can be an entity
• Rule 3: x,y ; substantive(y)
attribute(y)

( (verb(x)=have)

(verb(x)=is_composed) )

precedent(y,x)

If the word(y) is a substantive and the last word(x) before this substantive is the verb have
or is composed then the word(y) is an attribute
Bigolin (1992) defined a set of rules that was still incomplete.

3.5 Translator
The translator translates from a decision tree to a conceptual model (E-R Model) using heuristic
rules and contextual rules. First, it uses the heuristic rules to translate general information and
second contextual rules to translate the information related with the application context. These rules
are described in the next section.

4 Contextual Rules
The contextual rules are more specific than the heuristic ones. They are at two different levels of
knowledge. The contextual rules allow to delimit the possible solutions during the translation from
natural language requirements to E-R Model. A contextual rule is defined as follows:

•

c,p; context(c)
= composition

proposition(p)

context_of(p) = c

entity(c), entity(p), relationships(c,p)

If Context Cx and Proposition Px then Cx and Px are entities and relationships between
them is a composition.
This rule is based on the McCarthy's Theory (1993), where the main formulas are sentences
of the form:
c' = ist(c, p)
where the proposition p is true in the context c, itself asserted in an outer context c'. According to
McCarthy, propositions may be identified with sentences in English or in various logical languages
(In our approach, the propositions are words in Portuguese). For example, in context of university’s
organization, the proposition department is true:
C' : ist (context_of(university’s organization), department) = true
On the other land, in post-graduation evaluation, the proposition department is false, but the
proposition student is true. However, department is an attribute of student in context postgraduation evaluation. Thus,
C' : ist (context_of(post-graduation evaluation), department) = false
C' : ist (context_of(university’s organization), student) = true
This example is represented in Figure 3.
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Figure 3 : Contexts
At the dictionary level, the word department is associated with university by a pointer.
Thus, the system knows that university can be composed of department, student, etc. and with this
information the translator generates a conceptual model (E-R Model) with two entities (university’s
organization and department) and a relationship of the type composition.

5 Experiments
To validate this system, we present an application, where the translation is performed along the
following steps:
1. Morphological Analysis. The input is a description expressed in natural language; the
output is the input words with their morphological characteristics. For example, the input is the
sentence: The publishers publish books and the output is: the: article, definite, publishers:
substantive, plural, masculine, publish: verb, books: substantives, plural, masculine. These words
are stored in a data structure called R-Tree presented in Figure 2 (section 3.2).
2. Syntactical Parser. The input is a sentence with morphological characteristics and the
output is the Derivation Tree. For example, Figure 4 shows the Derivation Tree, which is generated
by the system, corresponding to the sentence The publishers publish books.

Sentence
Nominal-Group

Verbal-Group
Nominal-Group

article

substantive

The

Publishers

verb

substantive

publish Books

Figure 4 : Derivation Tree
3. Conceptual Translation. Using heuristic and contextual rules, the translation transforms
the input (the derivation Tree) into the output (an E-R model), according to the model presented in
Figure 5.
Publishers

publish

Books

Figure 5 : E-R Model
In the library application, we have user's descriptions expressed in natural language (in
Portuguese) as shows Figure 6:
System's Requirements
As publicações são editadas por editoras diferentes que
possuem nomes, endereços. As publicações possuem um
código, um titulo e refere-se a um tópico. Cada tópico
possui um código, um nome, uma área de pesquisa. Nas
publicações interessam os livros, os quais possuem uma
tiragem. Os livros são adotados por diversas
universidades. Cada universidade possui um nome, uma
cidade. As editoras editam livros.

Figure 6 : Requirements expressed in natural language
The text means in English: Publications are edited by different publishers who have a name
and an address. Publications have a code, a title and are associated to a subject. Each subject has a
code, a name and an area of search. Among the publication items, our interest concerns the books
which have an edition. The books are used by several universities. Universities have a name and a
country. Publishers publish Books.
First, the morphological parser classifies the system's requirements expressed in natural
language using the morphological dictionary. Second, the syntactical parser builds a derivation tree
from each sentence, using a syntactical dictionary. This dictionary was built only from words of the
application. Third, the translator transforms the derivation tree into a conceptual model (E-R model)
using heuristic and contextual rules. To explain the relevance of using context-based techniques, we
first present a result (see E-R Model in Figure 7) obtained first without considering the context then
by considering it.
This schema shows the relationship interessam of the type association between Livros
(Books) and Publicações (Publications). However, that association relationship is wrong because
Livros is a type of Publicações. Therefore, the type of relationship between Livros and Publicações
must be a composition, not association. To solve this problem, we use the contextual information
stored in a dictionary and the contextual rules. In this application, Livros is stored in an dictionary

as a subset (or proposition in the case of MacCarthy’s Theory) of Publicações, and according to
the rule :
If Context Cx and Proposition Px then Cx and Px are entities and relationships between them is a
composition,
we identify the relationship composition. Thus, in our example, Cx is Publicações and Px is
Livros, then the relationship must be a composition. The result obtained when context is
considered explicitly is showed in Figure 8.
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Figure 7 : Entity-Relationship Model without considering the context

Codigo
são
editadas

Titulo

Publicações

refere à
Tiragem

Editora

editam

Topico

Livros

Nome

Codigo

sao adotados

Endereço

Nome
Area

Universidades
Nome
composition

Cidade
association

Figure 8 : Entity-Relationship Model considering the context

The input and output interfaces of the system were developed using a graphic tool. The
input interface is a text editor and the output interface is a graphic editor. The Morphological Parser
was implemented in Language C. The syntactical parser and the translator were implemented in

Prolog. The system inputs are the requirements expressed in natural language (Portuguese) and the
output is an E-R Model. However, it is possible to adapt easily these techniques to another
conceptual model.
The dictionary is composed approximately of 15.000 words and may be used in several
domains. The tools have been tested by designers and have been considered robust.

6 Conclusion
This paper described a translation tool from system's requirements expressed in natural language to
conceptual model (E-R) using contextual techniques. This system is composed of a morphological
parser, a syntactical parser, heuristic and contextual rules, and (morphological, syntactical and
contextual) dictionaries to simplify this process.
The main results of our investigation are:
• Automating the process of conceptualization of requirements (expressed in Portuguese Language)
in database system design.
•

Use of contextual approaches during this process to improve the formalization of natural
language.

We believe that some of the ideas we showed have already been thought about by
researchers. But our hope is to achieve to show the reader a valid experience on the use of context in
translation of natural language. This study encourages us, in future works, to develop other heuristic
and contextual rules to make the system more robust.
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A b s t r a c t : In the field of scientific discovery, the researcher has beliefs which
define his model of the domain, and he follows the model-experiment-revise
principle. To help him with his activity, we have developped an automated aid
environnement which allows him to revise his model. To that end, we propose :
- a knowledge base which contains the researcher’s beliefs expressed as
contraints on the experiments on the results of the computing tools. To each
contraint is associated an explanation,
- a search in the field databases, in order to provide the researcher with
information on the experimental data wich violates a contraint.
In this respect, we have built SIGALE (Sequence-IG Alignment Learning
Environment), a system
dedicated to the classification of immunoglobulin nucleic
sequences.
In this paper, we propose an environment that assists a scientist working in an
experimental field to take decisions to revise his knowledge by giving him
contextual
explanations. These contextual explanations regard the experimental
data and contextual presentation of the tools’ results.
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Introduction
Every researcher in applied sciences has beliefs upon its field which he compares
to his experimentation or his fellow members’ ones, to validate
or
revise them.
The complexity of studied fields and their specificity make experiments more and
more complicated. Today, for instance, the sequencing of human genome r e q u i r e s
the collaboration of all the laboratories around the world, and large public
funding. The researcher finds himself confronted with a mass of experimental
data which he has to retrieve, select, analyse. For instance, large genomic data
banks about genome double their size every eighteen months, and this
phenomenon tends to accelerate. More over, the researcher must use computing
tools to process it, often without proper training.
The researcher creates a representation of his field which will be known as
“ Field Knowledge ”, the aim of every new experimentation data (which will be
called “ data ” in the following), is to revise the researcher’s knowledge. To help
this revision, we have developed an environment made of :
- the researcher’s knowledge : which includes a Data Base where validated
experiments are stored, and a Knowledge Base which describes the researcher’s
knowledge,

- A set of available tools on the Internet network which allow to interpret
experiments,
- A group of field specialised Data Bases fed by other biologists, who are also on the
network. We located in a multiple-expertise environment.
In the case where a difference between knowledge and data appears, the
researcher analyses this data and then accepts or rejects it, considering it is
erroneous (it may be generated by a measurement instrument or by manual
transcription of the result), or he agrees with and revises his knowledge. Usually,
the researcher analyses with an analogical reasoning, and looks for this error in
previously discovered data. Specialized Data Base make this research easier.
Concerning the result of a computing tool (which we call further “ result ”), this
error can come from the algorithm itself, a programming error, bad parameters
or an incorrect man/machine.
To analyse this error, the researcher runs another tool on the same data pattern or
modifies utilisation parameters to verify concordance of the results.
In the field of scientific discovery, in order to help a researcher take the decision
to revise his knowledge, it is necessary to give him much detail about the context
of the experiments and computation tools.
Regarding the experimental data, it is necessary to elicit the information linked to
the context in which the esperiments are made and the position of this data item
with respect to the other experiments made by colleagues (which we will call the
general domain context).
In order to be able to analyse and compare the results produced by the computing
tools, the researcher needs to know contextual information on :
- the tool itself : its design, the algorithms used, which we will call the tool design
context,
- its use : its attributes, its parameters, which we will call the usage context.
It is also necessary to precise what domain the tool is used for as well as
concepts it manipulates. These various information items are presented by
result examination context. The results indicate these various notions as well
the global tool context which is the canonical (or harmonized) form in which
tools will be represented.
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In this article, we first define our environment’s architecture, by indicating the
various contexts on the experimental data and the presentation of the tool’s result.
Then describe the methodology we used, and finally give an exemple of in the field
of revision imunogenetics.

1. The Environment’s architecture
In this section, we will detail components of the environment :
- The experimentation data, and Database of the field, which supply
complementary information series useful for the researcher,
- Tools which, from experimentation data, yield a result,
- The researcher’s field knowledge which is represented as experimentation data
constraints, and of tool results, and also a database containing already validated
experimentation data.

1.1. The Experimentation Data
To analyse experimentation data, the researcher needs to be situated :
- i n t h e e x p e r i m e n t a t i o n c o n t e x t : Different information linked to the
experimentation (name of the laboratory, experimentation conditions, ...),
- in the general field context : consulting a field specialized database to find
information of interest to the researcher. If I when analysing the tools result

violation of contraint occurs, some information wanted by the searcher is looked
in the field database. These various information items are directly selected by the
researcher from all attributes of all the database of the field.
From this selection, a data structure including attributes as a whole is created.
From this structure, interrogation queries of database are defined and form
“ The
Navigation Module ” in databases of this field. The manages the set of answers to
requests from each database in their specific format, harmonises them and
transmits them to the explaining module.

1.2. Tools
We make the asusumtion that the tools used refer to the same field and give as
results comparable information sets, both input and result. When a researcher
analyses the result of the tool, he must be able to obtain information at the general
level of the tools and for each tool.
Regarding the global level, the information presented will be :
- from the context in wich the result are read : By presenting a
harmonised result, whatever the tool. The researcher chooses a common
representation and all the results of the tools are translated into this format. The
harmonised format presents two advantages, making the harmonised format of the
tools’ results independent from the tool itself, and being able to compare results
themselves.
Regarding the information for each tool :
- from the context of the tool’s conception : according to its algorithm, to
its underlying heuristics,
- from the context of the tool’s utilisation : format of data in input, output,
parameters to use,

1.3. The researcher’s knowledge base
A knowledge base stores the researcher’s knowledge which is made of the set of
contraint on experimentation data, and the results of tools.
Every new experimentation data is analysed according to contraints specified by
the researcher depending on the experiment context. The constraints may be of
different natures :
- structural constraints : that is the exact context of the experiment ? These
contraints define the various attributes necessary for a valid experiment,
- constraints on the attribute values : which is a normal experiment context ? We
precise in these contraints the set of values authorized by a parametor,
- inter-attribute constraints : how the experiment attributes are linked,
- contraints on the experiment data : what methodology was followed to check the
validity of the data with respect to the researcher’s belief.
Similarly, constraints upon the results of the computing tool are of
natures and they will precise the tool context :
- constraints on the structure of input variables and results : the context
the tool used, that the imput and out put variables are, their format
permited values,
- contraints on the experiment results : what methodology was followed
the validity of the result with respect to the researcher’s belief.
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2. The methodology
Then, the proposed environment creates an interaction between a knowledge base
presenting the researcher’s knowledge, computing tools and databases made of

others biologists’ experimentations. This environment provides the expert with
explanations
on
the
differences
between
the
knowledge
base
and
experimentations, and between the knowledge base and the results of the tools.
Reading those explanations, the researcher rejects the experimentation data or
revises his knowledge, modifying his own knowledge base. The researcher’s
knowledge of the field is described by constraints upon the experimentation data
and constraints upon results of computing tools. An explanation is associated to
each constraint.
The methodology we are going to describe has been tested with the contribution of
the L.I.G.M. (ImmunoGenetics Molecular Laboratory of Montpellier) [ Sala 94],
managed by the professors Marie-Paul and Gerard Lefranc, on the alignment of
immunoglobulin
nucleic sequences [Lefranc 94] [Frippia 94] and yielded the
SIGALE system (Sequence-IG Alignment Learning Environment) [Sala 96].
We now
describe our methodology. Every new experimentation data item is
confronted to those constraints. Whenever they are transgressed, an explanation
is supplied to the researcher who decides to reject the data or to revise his
knowledge. In the opposite case, the different tools provide results who are then
harmonised, given of the heterogeneity of tools. The results are then confronted
to constraints upon the results, and in the case these are transgressed,
explanations are given to the researcher.
In this last case, the researcher must revise knowledge of the field because :
- either the researcher diagnose the data as false, and must revise his knowledge
because constraints upon the data haven’t been transgressed previously,
- or the researcher diagnoses the data as valid and has to revise his knowledge
about the result of tools so that no more constraints are transgressed in the future.
The corrected knowledge base will detect and reject every new data item having
the same characteristic as those analysed.
As previously, every revision of the
knowledge base involves a new validation of the data set previously validated and
stored in the researcher’s database.
At every conflict, the environnement provides the researcher with a set of
contextuel explanations :
- on the context of the experiment : on the data item having led to the conflict and
by supplying the explanations linked to the contraints of the knowledge base not
respected by the data,
- on the tool use context : by supplying the explanations linked to the contraints of
the knowledge base not respected by the results,
- on the tool examination context : by representing the semantics of the result,
- on the global context of the tools : by supplying the set harmonized tool results,
- on the tool design context : by supplying the elementary results and the
algoriths used for each tool having led to a conflict,
- on the general context of the experimental data domain : by supplying the
information of interest to the researcher in the field databases.

3. Exemple of revision in immunogenetics
3.1.

Positioning

The exemple we propose here is a real one, tested with the help of the LIGM. Before
we review it in immunogenetics, we briefly define the experimentation data
which is a protein sequence, the navigation module in the field knowledge base,
the tools used for classification, and the representation chosen to store the
researcher’s knowledge base.

3.1.1.

The experimentation data and the field’s database

In the field of immunogenetics, the experimentation concerns the determination
0
of the chain of a protein sequence (called sequencing), which is carried out
either manually or with the help of automata. So the experimentation data is a
nucleic sequence which holds in our example the information below :
- The name of the sequence, which is the identification of the experiment for this
protein,
- The species who was the study support (human-being, dog, chicken, shark...),
- The chaining of amino acids,
- The name of the laboratory.
The Database used is the Kabat [Kabat 92]. The researcher wishes to obtain the
whole set of immunoglobulin sequences of the same species. A query in the
database is used to obtain the name of sequences.

3.1.2. Tools in immunology
The computing tools supply a classification which can be viewed by a
classification tree (or dendogram : A dendrogram is a representation as treeformed, showing threshold of similarity between protein sequences. The
similarity is the significant percentage of similar or analogous amino acids in a
protein or a segment of protein.) corresponding to each alignment..
The computing tools we use are MAP132D [Gracy 93] and QR2 [Gascuel 96]. In our
instance, the dendrogramme generated by MAP123D measures the similarity
threshold between sequences whereas the software QR2 is built upon the principle
of tree-based distances. So it is impossible in this case to conceive a harmonised
result capable of easily comparing the two generated trees.

3.1.3. Knowledge in the biologist‘s field
The biologist’s knowledge concerns the experimentation data and the results of
the tools. The researcher’s Hypotheses on the experimentation data item are stated
as follows : “Every experimentation data has to be an immunoglobulin and then
must contain three
anchor points C W C ” , and on the tools’ result : “ The
classification of immunoglobulin for a similarity threshold of 45% must be a
compound of 3 subfamilies ”. (An anchor point is a set of one or many amino acids
found in the structure of every protein sequence belonging to a given family. To
find those anchor points, the researcher uses alignment tools (for instance,
Clustal W [Thomas 94]) which places in correspondence amine acids or which
generate mutational events of insertion or deletion [Dayhoff 79] [Risler 88]).
The constraints upon the data concern the structure of the data (format, value...)
and the control process of the task-chaining which must be done by the system to
obtain various intermediate results which be the object of the control.
The constraints upon tool results are specified at both the syntax and semantic
levels. At the syntax level, they are defined for input variables, input intervariables, and the structure of the results. At the semantic level, constraints on
the results of the tools indicate the way to control the output of the tools according
to researcher’s hypotheses.
We chose to represent the set of constraint described in the knowledge’s base
under the form of producing rules [Shortliffe 76], as being one of the simplest
representation model for Knowledge, with its associated limits [Horn 91], that is to
say the explanation is limited to the trace of rules [Clay 84], the loss of knowledge
between representation and human expertise [Bouri 90], and a lack of semantic
linked to formalisms of production rules [Bouzegoub 86].

3.2. Knowledge revision
In this paragraph we deal with an example transgressing a constraint upon the
data and the results, and then illustrate the process of the different stages
producing contextual explanation which will lead the biologist to revise his
knowledge. From an initial set of sequences, the SIGALE environment verifies for
each sequence presented if the constraints on data and tools’ results are verified.
We obtain, for instance at the N, no transgression of the constraints and the result
of the dendrogram obtained by MAP123D is as follows :

We can notice that for a threshold of 45%, three subfamilies appear and none of
the previously studied sequences changed subfamilies.
At the next stage, the new data SVH transgresses a constraint on the
experimentation data, and we obtain different explanations (the explanations
posed to the researcher are boxed) :
- explanation about the
- access number : S V H ,
- amino acid:

data (context of experiment) :

VVLTQPEAETAKPGGSLTLTCKTSGFTLSSYYMYLVRQVPGQGLEWLLTYHASSSTKYFAPGIESRFTPSTDNSNNIFTVIA
RNLKIEDTAVYYCARDQGGADYPLDYWGGGTMLTVTN

- species : s h a r k .
- Laboratory : XXXX
- explanation about the transgressed constraint of the knowledge base
on the experimentation data :
"The anchor point W (in a distance from 10 to 17 amino acids referring to the
anchor point C) is absent.".

explanations
on
the
calculus
of
the
constraint
on
the
e x p e r i m e n t a t i o n d a t a , in other words on the alignment of the sequence SVH
with the former series:
SVH LTCKTSGFTLSSYYMYLVRQVPGQGLEWLLTYHASSSTKYFAPGIESRFTPSTDNSNNIFTVIARNLKIEDTAVYYCA
hstcara LRCNYSSSVPPYLFWY..VQYPNQGLQLLLKYTSAATL....VKGINGFEAEFKKSETSFHLTKPSAHMSDAAEYFCA
hstcaywl FTCSFPSSNFYALHWY..RWETAKTPEALFVMTLNGD.....EKKKGRISATLNTKEGYSYLYIKGSQPEDSATYLCA
hstcra002 LQCNYTVSPFSNLRWY..KQDTGRGPVSLTIMTFSEN.....TKSNGRYTATLDADTKQSSLHITASQLSDSASYICV
hstcra003 MNCTS.SSIFNTWLWY..KQDPGEGPVLLIALYKAGE.....LTSNGRLTAQFGITRKDSFLNISASIPSDVGIYFC.
hstcayrl FNCTYSNSASQSFFWY..RQDCRKEPKLLMSVYS..S.....GNEDGRFTAHVNRASQYISLLIRDSKLSDSATYLCV
hstcra001 LNCSFTDSAIYNLQWF..RQDPGKGLTSLLLIQSSQR.....EQTSGRLNASLDKSSGRSTLYIAASQPGDSATYLCA
hstcayul INCAYENTAFDYFPWY..QQFPGKGPALLIAIRPDVS.....EKKEGRFTISFNKSAKQFSLHIMDSQPGDSATYFCA
hstcayy LNCDYTNSMFDYFLWY..KKYPAEGPTFLISISSIKD.....KNEDGRFTVSLNKSAKHLSPCIVPSQPGDSAVYFCA
Ò<----12--->Ò<------------------------------62--------------------------->Ò

The environment runs automatically and does not need human expertise except in
the case of a constraint transgression. Therefore, the researcher must know the
data which causes the constraint to be
transgressed, its context and the contraint
which has been trangressed. With this information in panel, the researcher may
ask for the process to continue and so the execution of tools and the research in
the field database. In this case, the process runs tools and supplies the following
explanations :
- explanations about the constraint of the knowledge
tools’ results:
"Excessive number of subfamilies, four instead of three".
- explanations
context)

about

For a MAP123D tool :

For a QR2 tool :

the

results

of

each

calculus

tools

base

(results

on

the

reading-

As we have explained, the dendrogram produced by the tool MAP123D cannot be
compared using an harmonised formalism with the tree produced by the software
QR2 (global context of results). But the researcher has the possibility to verify for
each result from the tools the “ split ” of the sequence SVH.
The researcher has the possibility of knowing the specifications of the input
parameters, for instance a Dayhoff PAM10 or Risler Mutation matrix (Using the
context of the tool), or of directly knowing the algorithm used (the tool’s
conception context).
- explanations
about
the
Kabat
d a t a b a s e , which supplies the set of
immunoglobulin sequences of the given species. The encountered sequences are
the following (general context of the domain) :
RE20, HXIA, RE107, RE102 et RE110.
To appraise the result in a better way, the researcher proceeds to the alignment of
the sequences found in the Kabat, with the sequence SVH :
.......Ø...........................................................................Ø..
RE20 TCVTSGFSLSSSNVHWVKQVPGKGLEWVAIMWYDD...DKDYAPAFSGRFTVSRDS.SNVYLQ.MTNLSLADTATYYCAA
HXIA TCKTSGFSLGSYYMTWVRQVPGQGLEWLV..SYHSS.SYQYYAPEIKDRFTASKDTSNNIFALDMKSLKTGDTAMYYCAR
RE107 TCKVSGFALSSYAMHLVRQAPGQGLEWLL..RYFSS.SNKQFAPGIESRFTPSTDHSTNIFTVIARNLKIGDTAVYYCAR
SVH TCKTSGFTLSSYYMYLVRQVPGQGLEWLL..TYHASSSTKYFAPGIESRFTPSTDNSNNIFTVIARNLKIEDTAVYYCAR
RE102 TCKTSGFTLSSYYMYLIRQVPGQGLEWLL..AYHAP.TTVYFAPGIESRFTPSTDNSNNIFTVIARNLKIEDTAVYYCAR
RE110 TCKTSGFTLSSYYIYLVRQVPGQGLEWLL..TYHAS.ATNYFAPGIESRFTPSTDNSNNMFTVIARNLKIGDTAVYYCAT

After analysis of this set of explanations, the researcher decides to revise his
knowledge and asks for a constraint
modification :
- constraint to be modified
“ Research of the anchor point W (in a distance of 10 to 17 amino acids with
respect to the anchor point C) ”
" associated explanation :
The anchor point W (in a distance from 10 to 17 amine acids with respect to the
anchor point C) is absent.
by the following constraint :
“ Research of the anchor point W (in a distance from 10 to 17 amine acids with
respect to the anchor point C) for every species except the shark. ”
associated explanation :
" T he anchor point W (in a distance from 10 to 17 amine acids with respect to the
anchor point C) is absent, this rule is not valid for the shark species. " .
The consequence of this answer is the modification of the programming for the
constraint on the existence of the second anchor point W. If the data had not
contained the attribute “ Species ”, it would have been necessary to add and to
update the whole set of sequences already treated and stored in the database.

Conclusion
This environment
has been tested experimentally by the SIGALE system and has
allowed to discover preserved patterns in the Immunoglobulin superfamily; these
patterns have been approved by the scientific community in immunogenetics. We
have shown
that it was possible in the field of experimental sciences to build a
system which provides contextual explanations to help a scientist improve and
revise his knowledge of a field.
Our set of explanations is provided in a usual way to the scientist and combines
several formalisms. As a matter of fact, in our experiments, the scientist rejected
all textual explanations. The explanations are produced automatically by the
system when one of the assumptions of the researcher is not respected. The
scientist has the possibility to ask for explanations all along the resolution process
even if the assumptions considered valid. Our explanations helps the scientist in
an environment
such as World-Wide-Web where multiple tools have the same
functionality but may provide different results and where a lot of information is
dispersed among several databases.
Our work faces the problem of the heterogeneity of the information provided by
distributed
systems, both liked to their reliability and their formatting into
databases. As far as the tools are concerned, we have some problems with the
coherence of results coming from the algorithms or the underlying heuristics.
Our next proposal is to experiment our environment on a larger data set to display
incoherences on the scientist's assumptions instead of defining other ways of
representing knowledge. We have chosen this approach because, in the field of
immunogenetics or more generally
genetics, most of the current assumptions will
have to be revised. The scientist has to face an ever growing set of experimental
data (every eighteen months, the size of databases doubles), and this effect will
likely be accelerated by the genome sequencing programs.
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Abstract:
We are interested here in the assessment of operational skills for training purposes. It has been
established that this assessment should be performance-based [Alem et al. 96]. We propose to go
one step further by analysing these performances in context in order to assess the learning. We
describe why the notion of context is necessary in the assessment of operational skills, how it is
characterised and modelled, and how the student's performance is analysed in context in order to
assess the learning. These considerations are illustrated in the context of the ATEEG system, a
simulation-based learning environment for Air Traffic Controllers [Alem & Keeling 96].
1.

Introduction

The domain of application for the research presented here is the training of Air Traffic Control
(ATC) operational skills. These skills, which are acquired after declarative and procedural
knowledge, ensure the correct use of these two types of knowledge regardless of the specificities
of the situation that the operator is confronted with, and ensure that the expert operator is never
snowed-under with unseen situations. ATC work, of which the essential security reasons are
obvious, requires not only care and rigour but also a true expertise, fruits of a long experience
that cannot be reduced to simple and exhaustive methods. This lack of formalisation gives rise to
great difficulty in finding an adequate training method and evaluating the student in the
development of his expertise. ATC is a high-performance activity, so indeed performance
measures must be part of the student's assessment as it has been established by the research
community working in the area of simulation-based learning [Alem et al. 96]. We propose to
extend this assessment to a more cognitive evaluation of the learning by using the notion of
context in which performance measures were done.
Assessing the learning state is beneficial for instructional purposes: if the tutor knows what the
student does or not know, and where he is in his learning process, then the generation of training
exercise, of explanation are more adapted. There has been a lot of work on cognitive
evaluation/diagnosis of declarative and procedural knowledge, as for example Steamer [Hollan et
al. 84], Sophie II [Brown et al. 82], Quest [White & Frederiksen 87], LISP Tutor [Reiser et al.
85], Geometry tutor [Anderson et al 85]. But less attention has been given to the assessment of
operational skills: GT-VITA [Chu et al. 95] addresses the training of NASA satellite ground
operators but the assessment of their skills is limited to the success of specific procedures. In our

system ATEEG [Alem et al 96] we have completed a performance-based assessment of
operational skills [Yacef & Alem 96a], and we are currently extending it towards a cognitive
assessment of the learning, by analysing these performances in context.
Context allows us to interpret performance measurements because it plays a key role in the
development of operational skills: if the trainee always learns similar procedures in similar
situations, he/she may grasp the procedural knowledge but if something changes in the task
environment, if some part of the reasoning has to be modified, he/she is likely to have difficulty
adapting. As experience develops, training objectives aim more and more at facing the learner
with increasingly complex and various situations to look at how well he/she copes with them.
Hence when assessing such skills, the need is to assess the experience of the learner, his degree
of adaptability to new situations and identify his misconceptions. ATC activity is situated
[Gaillard 92], which means that any action is a result of the resources and constraints
characterising the current context [Suchman 87]. Thus by considering the pertinent elements of
this context, we can better understand the student's performances.
In the next section, we go into more details about the training of operational skills. In section 3
we define the criteria needed for assessing them and justify the need for representing the context
to support this assessment. Section 4 and 5 describe how the context is modelled and used for
analysing the student's performance in ATC.
2.
ATC operational skill training
Operators of complex and dynamic systems have three main classes of knowledge: declarative
knowledge, procedural knowledge, and operational skills [Chu et al 95]. Operational skills are
about the ability to apply the two previous types of knowledge in a timely and accurate manner
and the ability to cope with any problem-solving situations, including unseen ones [Woods 88].
It is known that certain human decision-making activities can be accurately analysed and
represented in the form of algorithms: in particular these concern the tasks of solving "welldefined" problems. In this case it is possible to use the algorithms as a reference for the
instruction or for the evaluation of the student. Meanwhile ATC, as many other human
activities, depend rather on solving "ill-defined" problems: in this category, although many
people exhibit competence and success, their reasoning and the implicit rules that they use can
only be insufficiently explained and thus cannot be formalised [Cannat et al. 87; Bisseret et al.
81; Alem & Keeling 96] .
To understand the nature of ATC skills, it is useful to conceptualise the human performance as
two levels of knowledge processing [Regian & Schneider 90; Schneider 88]: controlled
processing, which requires reasoning, and automated processing which is the result of highly
compiled knowledge or procedure and which is put into operation by direct mapping to the
context [Boy 91]1 . Controlled processing is slow, effortful, sequential and capacity limited. It is
expected at the beginning of practice on any novel or unexpected task. Automated processing is
fast, parallel, fairly effortless, not under direct operator's control, and is used in performing welldeveloped skilled behaviours. These two type of processes interact and are present in any type of
complex operations. At a high level for example, an air traffic controller facing an emergency
situation or a new conflict would use automated components in handling all the routine tasks,
analysing the traffic situation, and controlled components for planning the traffic and handling
the emergency or resolving the conflict. His thinking would be focused on the emergency or
conflict but all the other routine tasks, including acquiring the information he needs from the
1The types of knowledge representation underlying these processes are called situational and analytical knowledge
by Boy [91], and the corresponding human behaviours are respectively skill-based behaviour and rule+knowledgebased behaviours [Rasmussen 83].

radar screen or communication, are automated tasks. As the experience develops, the number of
automated skills increase and therefore the controlled memory is more available to focus on
novel problems.
Expertise in operational skills can therefore be seen as a rich and correct set of automatic
components as well as a good quality of controlled processing, ie. a set of cognitive resources
allowing to deal with new situations and planning. In order to assess this expertise, we need first
to define the elements that are crucial to this evaluation.
3.

Criteria for assessing operation skills

Acquiring these skills is therefore about building automatic components and enhancing the
potential of cognitive resources. Both of these broad objectives are reached with intensive
practice on training exercises of various type and complexity. The more components are
automated, the more processing capacity is freed up and may be applied to controlled
components. To attain a high level of automaticity, the student needs to apply his/her knowledge
in a large number of situations, and then once reaches a performance criterion, he/she needs to
practice under an increasing resource load. Since the ATC tasks are very interwoven, the student
naturally practices several tasks at the same time (multi-component training). At the beginning of
the training or when learning a new concept, the learner will face adequate situations, at a low
workload so that he can start building the framework for automated components from the
currently controlled ones. Later, when the component has been automated optimally, he will
need to practice under higher workload, in order to fix this automated component and learn to
use it in any situation, while performing other tasks (see fig.1). Assessment is needed to know
whether the learner is ready to move on or if he needs to go back one step. The breakdown per
task is important in order to assess automaticity on a component: the student must be able to
execute the other tasks in parallel.
Component a

Component b

Vary
situation

Vary
situation

Performs No
well in many
situations?
Yes

Performs No
well in many
situations?

Vary resource load
increase

decrease
No

Performs
well ?

Yes

Consistent good
results at high
resource load

Fig 1. Training process

Expertise

This process provides a basis for the assessment of the learning and for the generation of
instructional strategies. We propose the following steps:
- interpret the learner's performance in context. ATC being a high-performance activity,
assessment obviously implies a set of performance measures that can be compared with expert
criteria. However performance measures, which generally measure how quickly and/or how
accurately a task was done, cannot be interpreted alone. For example, an average performance
does not have the same meaning if it was measured on a brand new situation or on a familiar one
and the knowledge of the characteristics of this situation may help in pointing out problem areas.
Similarly, the workload is important: if the student resolved a conflict safely but not in the most
economic way, then the fact that he was under a particularly high workload will indicate a rather
good performance (the student was wise enough not to lose too much time on a task). Situation
and workload are therefore two major factors.
- the stability of skill regardless of the situation. Once the student is good at a task in any
situation, then he/she must learn to do it in less time, ie under higher resource load. It is
therefore useful to evaluate whether the student has faced and performed well in a lot of
situations. This step also highlights situations that seem to present a problem for the student.
- the level of automaticity. Automated components provide a more reliable performance under
stress, high workload, or any circumstances affecting the thinking potential [Schneider 88], as
opposed to controlled components which show a drop in performance at high resource load.
Observing the level of performance as resource load increases allows us to diagnose the student's
level of automaticity.
In ATC training, the elements of the context that are relevant to the assessment are (1) the
characteristics of the traffic situation and (2) the resource load, which is an indicator of the
availability of the student to perform tasks. This latter is a combination of workload (incurred by
the traffic) and mental load (level of stress put on the student).
The next section describes how these concepts are modelled.
4.

Modelling the Context in ATC

The context is seen here as the pertinent information of the training exercises that can be used for
the assessment of the learning. As described above, the context must contain information about
the traffic situation and the resource load. We have chosen to focus here on the task of conflict
handling (detection and resolution), which is one of the most complicated and representative task
of the ATC. Let Ci be the context for a 5-minute interval, Si the traffic situations considered, and
Ri the resource load during that interval of time. Interviews with ATC instructors and literature
research in ATC training lead us to consider the context as a situation and a certain resource
load:
Ci = (Si, Ri)
The parameters of the situation Si provide elements of the traffic that are pertinent to the
assessment. In the case of conflict handling between 2 aircraft, the elements of the situation are:
- : the convergence angle between the two aircraft.
- : their respective flight phases, both cruising, both climbing, both descending, climbing and
cruising, descending and cruising, climbing and descending.
- : the comparison between their performance/speed: similar performance, quite different
performances, very different performance.
So the situation Si is defined as
Si=( , , )

Example: Two scheduled flights, Boeing 747, in opposite direction, one climbing, one cruising,
would generate the situation S = (180˚, climb/cruise, similar performance).

The resource load Ri put on the student is composed of a workload Wi and a Mental load, Mi.
The workload Wi is associated to the situation the student is facing. It is determined on a 5minute interval and reflects :
- the number of aircraft flying at the same time in the sector during the interval
- the average complexity of the aircraft. A controller who is handling 6 "problem" aircraft (ie
that are in conflict or emergency, that don't fly a normal route etc..), would have a much higher
workload than a controller handling 20 "problem-free" aircraft (ie all cruising, separated, flying
their normal route). This complexity is calculated according to the following chart (simplified
from measures used at ENAC (French National School of Air Navigation) for an enroute sector)
Characteristics (static and dynamic)
Scheduled flight
Charter flight
Military flight
Climbing/descending
Coordination
Conflict resolution
Holding

Workload
value
1.00
1.10
1.20
+0.24
+0.26
+1.40
+0.60

Fig 2. Workload table
Example: if we use data from the previous example, the workload generated by these two aircraft
would be:
W = (Scheduled flight) + (Scheduled flight+climbing) +(conflict resolution)
= (1) + ( 1+ 0.24 ) +( 1.40 )
= 3.64
And if there are 2 other scheduled cruising aircraft, not in conflict, in the same sector, the total
workload would be:
W = 3.64 + 1 + 1 = 5.64

It must also be noted that an increase in the workload not only raises the level of controller's
activity but also naturally restraints the number of solutions available to a conflict, making the
resolution more difficult.
The Mental load, Mi, represents the elements not derived from the traffic itself and which have
an impact on the working capacity of the student. The stress from the environment (noise, poor
quality of communications etc..) as well as the past of the exercise have an impact on the
controller's mental load. At this stage we consider only two elements of the exercise:
- the length of the exercise is an important factor. A student who has been working for 1 hour on
an exercise has a greater mental load than the one who has just started. Instructors take this
element into account when they evaluate the student, since they do not expect them to be so
"bright" at the end of a two-hour exercise.
- the average workload since the beginning of the exercise has also an impact on the student's
mental load.
To resume, the data recorded for each task (ex conflict resolution) is a set of performance
measures (Pi) in various contexts (Ci), so a set of couples (Pi,Ci). Ci is already defined as (Si, Ri)
and each situation Si is defined as ( , , ). Hence for a given task, like conflict resolution, we
get for example the following data:

Context (Ci)
Performance
P1
P2
P3
P4
.....

Situation (Si)
8
12
82
98

Climb/Cruise
Same perf
Cruise/Cruise Quite different
Cruise/Cruise
Same perf
Descent/Cruise
Same perf

Resource load (Ri)
W
M
5.64
4
5.44
4
6
4.6
6.90
5.2

Fig 3. List of performances in context
The next section will describe the analysis of these performances in context.
5.

Analysis of performance in context: towards a cognitive assessment of learning

By adding the contextual information to the performance measures and by reasoning on the
situations and resource load associated to them, we are able to assess:
- the stability of performance across various situations.
- the level of automaticity level of his/her components
Assessment of stability
The level of stability can be measured by observing the changes in student's performance across
a variety of situations at similar workload. It is particularly useful for instructional purposes. If
the student performs consistently in any situation, then the workload can be increased. If not,
then the analysis of the contextual information may help identifying the situation pattern(s)
causing problems.
We use what we call a "context filter" to filter the contextual data with a condition on one of the
components , , or R.
For example if the condition is:
45˚< < 135˚
then it will filter all the situations involving "crossing track" type of conflicts.
We use this filter to group the initial set of data {(Pi,Ci)} under main categories of resource load.
For each resource load category, we build a graph of performances against situations.
Perf.
Ri fixed
p{ +

+

+
+

+ +
Situations

Fig 4- Performance chart across situations
Here we want to assess whether the performance is consistent, ie we need to measure the
dispersion of the data. We will use the coefficient of variation CV and the size of the range of
performance, p.
If CV is important, then there is no stability. More practice is needed before increasing the
resource load.

If CV is small and the p is large, then the data is concentrated around the average performance,
but there are a few measures which are out of range. The situations corresponding to these
measures need to be analysed further.
If CV and p are both small, then there is a good stability and the resource load may be
increased.
Assessment of automaticity
The level of automaticity on a particular task can be measured by observing the impact of an
increased resource load on the student's performances. When the student's performance on a task
is consistent across all the situations (which is given by the previous assessment), the resource
load will gradually be raised. If the student continues to perform well, even with a slight drop,
then the level of automaticity is high.
The initial set of data {(Pi,Ci)} is sorted using (1) the resource load component Ri, (2) only the
workload Wi or only the Mental load Mi. We then analyse the three graphs of performance as
the load increases.
Perf.
no drop
drop in performance
LRef

Load

Fig 5 - Performance chart against load
The three graphs will provide information on how the student copes with a high resource load.
The one against the workload says more about the complexity of the situations the student faces.
A strong drop indicates that the student cannot perform all the tasks at the same time, especially
when this drop is also observed in other tasks.
The chart against the mental load says more about the ability to concentrate for a long time at a
high workload. A strong drop here indicates that the student is getting tired, has difficult
concentrating, but does not mean that the knowledge is not acquired.
Since humans are not indefatigable, even experienced controllers have a limit above which their
performance drops. This threshold (LRef ) is pre-fixed by the instructor. The level of
automaticity can considered to be acquired when there is no substantial drop in performance
before this "human" limit.
6.

Implications for the learner model in ATEEG

The learner model in the first version of our ATEEG system implements the following for the
tasks of conflict detection and conflict resolution [Yacef & Alem 96b] :
- increments the number of "times seen" (S)
- uses a set of performance measures compared to expert measures to calculate a "performance
level" (P): 100% being similar performance than the expert. The expert performance is
generated by the Expert module. However, due to the nature of ATC activity, this module do not
pretend to provide the best solution, only a good one according to general ATC standards.

For conflict detection these performance measures are about timeliness: time to detect a conflict,
time of detection before estimated time of conflict.
For conflict resolution the performance measures are about (1) timeliness: time to resolve a
conflict, time of resolution before estimated time of conflict and (2) quality: economy of the
resolution strategy, additional workload generated (extra conflicts), etc..
We are currently implementing the next version of ATEEG system in which the learner model
incorporates the assessment of the levels of stability and automaticity as presented in this paper.
Conclusion
The work described in this paper is about the training of ATC operational skills. We have shown
that for this type of non-algorithmic and dynamic activity, assessing the learning in terms of
performance is not sufficient. Task performance data needs to be interpreted in context. The
context in ATC skill training is composed of characteristics of the traffic situation and of
resource load. Capturing such information allows a diagnostic of the learning at a cognitive
level. Our current effort lies in improving our student model engine [Yacef & Alem 96b] in
ATEEG in order to demonstrate the gain in terms of learning and instructional strategies.
References
Alem, L. and Keeling R. (1996a) "Intelligent Simulation Environment an Application to Air
Traffic Control Training". In Proceeding of the first international conference on
Advancing simulation technology and training, SimTecT’96. March 96, Melbourne, pp
323-328.
Alem L., Woolf B.P., Munro A. & van Joolingen W. (1996b), Proceedings of Simulation-based
learning technology workshop, held in conjunction with the Third International Conference
in Intelligent Tutoring Systems (ITS'96), Montreal, June 96.
Anderson J.R. Boyle C.F & Yost G. (1985), The geometry tutor. In A.Joshi (Ed), In
Proceedings of the Ninth International Conference on Artificial Intelligence (pp 1-7). Los
Altos, CA: Morgan Kaufman.
Bisseret A. , Redon S. & Falzon P. (1981), Computer-aided training for risky decision making,
INRIA Rocquencourt rapport de recherche #95, Octobre 1981.
Boy G.A., (1991), Intelligent Assistant Systems, Knowledge-Based Systems Vol 6. Academic
Press, Harcourt Brace Jovanovich, Publishers. ISBN 0-12-121245-9.
Brown J.S, Burton R.R. & deKleer J. (1982), Pedagogical, natural language and knowledge
engineering techniques in SOPHIE I, II and III. In D. sleeman & J.S. Brown (Eds.)
Intelligent Tutoring Systems, New York: Academic Press, pp 227-282.
Cannat J.J., Ly S., Miailler B. (1987), Approche IA pour la modelisation du travail du controleur
aerien, In Proceedings of IA et circulation aerienne, ENAC, 1987.
Chu, R. W., Mitchell, C. M. and Jones, P. M. (1995) Using the operator function model and
OFMspert as the basis for an intelligent tutoring system, In Proceedings of IEEE
Transactions on Systems, Man and Cybernetics Vol. 25(7): 054-1075.
Eliot, C. & Woolf, B (1994), Reasoning about the user within a simulation-based real-time
training system, Proceedings of 4th Int. conf. on User Modeling, Hyannis, Massachusetts,
pp121-126.

Gaillard I. (1992), Analyse de l'activite et des savoir-faire d'operateurs experts : le cas des
controleurs du trafic aerien lors du changement de la position de controle", PhD thesis,
University of Paris-Nord.
Hollan J.D., Hutchins E.L. & Weitzman L. (1984), STEAMER: an interactive inspectable
simulation-based training system, The AI Magazine, Summer 1984, pp 15-27.
Rasmussen J. (1983). Skills, rules and knowledge: signals, signs, and symbols, and other
distinctions in human performacne models. In IEEE transactions on Systems, Man and
Cybernetics, 3, pp257-266.
Regian, W. & Schneider, W. (1990), Assessment procedures for predicting and optimizing skill
acquisition in extended training. In Fredericksen (Ed.), Diagnostic monitoring of skill and
knowledge acquisition. Hillsdale, NJ : Erlbaum.
Reiser B.J., Anderson J.R. & Farrel R.B. (1985), Dynamic student modelling in an intelligent
tutorfor LISP programming, Proceedings of IJCAI'85, vol 1, pp 8-14, Los Altos, CA:
Morgan Kaufman.
Schneider W. (1988), Developing automatic component skills for high workload performance in
ATC tasks, Symposium on ATC Training for tomorrow's technology, Dec 88, Oklahoma,
US.
Suchman L.A. (1987) Plans and situated actions: th eproblem of human-machine
communication. Cambridge: Cambridge University Press.
White B.Y. & Frederiksen J.R. (1987), Qualitative models and intelligent learning environments,
Artificial intelligence and Education, Vol.1, (pp. 281-305). Norwood, NJ: Ablex, W.
Lawler & M. Yazdani (Eds).
Woods, D.D. (1988), Coping with complexity: the psychlogy of human behavior in complex
systems, Tasks, errors and mental models, Goodstein, Andersen and Olsen eds. London:
Taylor & Francis, pp 128-148.
Yacef, K & Alem, L. (1996a) Student and expert modelling for simulation-based training : a cost
effective framework. In Proceedings of Third International Conference in Intelligent
Tutoring Systems (ITS'96), Montreal, June 96.
Yacef, K & Alem, L. (1996b) Evaluation of learner's skills in the context of dynamic and
complex systems. In Proceedings of IEEE Systems, Man and Cybernetics (SMC'96) ,
Beijing, China, October 96.

&RQWH[WXDO.QRZOHGJH%DVHG6\VWHP
$VWXG\DQGGHVLJQLQHQRORJ\
$*$%5$-  $/9$5(=,  %5(=,//213 

(1) CEMAGREF
LISC
BP 121
92185 Antony Cedex, France
Tel: +33 1 4096 6235 Fax: +33 14096 6080
E-mail: {agabra, ia} @cemagref.fr

(2) LAFORIA, Box 169
University Paris VI
4, place Jussieu
75252 PARIS Cedex 05, France
Tel: +33 1 4427 7008 Fax: +33 1 4427 7000
E-mail: {ia, brezil}@laforia.ibp.fr

$EVWUDFW:
Wine making is a domain where formalization is very difficult, mainly because one has to deal with a huge number of
heterogeneous pieces of knowledge that intervene at different steps of the wine-making process. We address the problem
of stops in the alcoholic fermentation. This step of the wine-making process is strongly correlated with knowledge of the
events that occur at previous steps. This knowledge of the previous steps intervenes in the wine-making process as
contextual knowledge. In this paper, we present the results of our modeling of contextual knowledge and the design of a
context-based system. In our application, we use the onion metaphor to model contextual knowledge. The problem to
solve is the heart, and contextual knowledge is organized in layers around the heart in an order that relies on a
qualitative distance.
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Expert knowledge holds an important place in the wine-making process. One reason is that wine
making embraces a great deal of complex biological processes (vine-growing, grape ripening,
alcoholic fermentation, etc.). Decision support systems can play a crucial role in helping the
different actors intervening all along this process, from the vine-growing to the wine-making,
mainly in the problem of stuck fermentations.
One of the most critical steps in wine making is the fermentation itself and some difficulties in its
achievement may arise. Whatever the causes are, the consequence is the same: the fermentation
process, in which sugar is transformed into alcohol, slows down (sometimes very much) or even
stops completely, leaving too much sugar in the wine. These events are respectively called sluggish
and stuck fermentations. They can result in wine spoilage because there is a severe control on wine
quality (e.g., for quality reasons, the final sugar concentration in the wine must be lower than 2g/l,
except for sweet wines).
The problem of stuck fermentations arises even in famous vineyards and the consequences are:
- A great waste of money. The reason is that the different vine varieties are vinified separately.
Conversely, in the more frequent case of blended fermentations, the good fermentativeness
(fermentative qualities) of one vine variety can compensate for the faults of another.

- A lack of room in vats. A fermentation that lasts one month instead of ten days implies that one or
more vats cannot be used for another fermentation or for storage.
- Critical time limits. For example, there are some wines that have to be put on sale at a particular
period, and any delay can be financially prejudicial.
- Eventual noxious effects on the organoleptic characteristics of the resulting wine when a stuck
fermentation is artificially restarted by addition of chemical activators.
Our workaims to help wine makers to predict a stop in the normal fermentation process as soon as
possible. This is not a new preoccupation. Several approaches attempted to use either neural
networks or knowledge-based systems techniques [Insa et al., 1995]. These attempts failed to give a
satisfactory solution mainly because they had a too partial view of the problem. They did not take
into account the fact that the vine-growing is not directly related to the alcoholic-fermentation, even
if knowledge of the former step is used by the wine maker in the latter step. We call such knowledge
contextual knowledge and weaim at introducing a Contextual Knowledge-Based System.
This paper describes the results obtained in the design and development of this Contextual
Knowledge-Based System.This work comes within the COSINUS project, aiming at addressing the
problems of the enologists. The goal of the COSINUS project is to develop a system that associates
two subsystems, namely a neural network and a knowledge-based system. This association would
make possible to complement the failures of one system by the successes of the other.
This paper is organized in three parts. We present in Sections 2 and 3 respectively the vine field and
the human actors that intervene in this field. Then we describe what context is in our model (Section
4) and then discuss the consequences of introducing context in our application, as far as knowledge
representation is concerned (Section 5.)
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Wine is the result of the transformation of grape sugar into alcohol, a process which is called
alcoholic fermentation. The whole wine-making process is divided into five main steps:
- the vine-growing, which allows the production of grapes to be as good as possible,
- the harvest, when grape clusters are picked and crushed to release the juice called "must,"
- the prefermentative treatments, which consist of clarification (clearing of deposit), and adding of
different products: to help the clarification (bentonite), to prevent oxidization (sulfur dioxide) or
even to activate the coming fermentation (vitamines),
- the fermentation process, which is also called alcoholic fermentation, sometimes followed by a
malolactic fermentation,
- the wine fining whose goal is to remove the last particles in suspension in the wine,
- the bottling and commercialization.
We can easily imagine the complexity of the wine-making process since it involves natural
(biological, chemical, biochemical) and industrial processes, which are tightly coupled. The
consequences are long paths of causes and effects, with little available and totally reliable data, and
few complete biochemical descriptions.
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Figure 1 represents only a little part of the
whole process and points out the existence of
different kinds of links. For example:
- The link D is a statistical link, that has been
established by experiment
- The link E is a qualitative link
- The link F is a chemical link, that represents
the combination of free sulfur dioxide with
acetaldehyde.

Yeasts
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Combined
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The rectangular boxes in Figure 1 stand for
human actions during the different steps of the
wine-making process. The double frame
around "yeast" and "bacteria" means that very
complex reactions take place inside these
microorganisms. These reactions are not all
known. We just can say that there are
chemical reactions both in the cells’
membrane and inside the cells.

Figure 1: Part of the deep model

The fermentation process itself first consists in the conversion of grape sugar into alcohol, either by
natural yeast found on grape skins, or by commercial yeast strains added just before the
fermentation begins. Many other chemical reactions lead to secondary products, which may interact
with the yeast or the chemical elements added to the must. The equilibrium of these chemical
reactions may be broken and lead to pathological situations. For example, the alcoholic fermentation
produces acetaldehyde. In certain conditions, this acetaldehyde may combine with the sulfur dioxide
previously added, making it inefficient to control the bacteria population. Another example is the
ethanol, the first product of the fermentation, which may damage the yeast's membrane above a
certain threshold.
Besides this complexity, due to both the chemical and biochemical mechanisms of the fermentation,
many parameters (taken as initial conditions for the fermentation) are the result of other complex
processes, involving many other parameters from different origins. For example, the initial sugar
concentration depends on many variables, some of them involving human actions (vine shoot
pruning, date of the harvest), others related to the natural conditions (rain, temperature, climate). As
shown in Figure 1, there are other parameters, such as the vine variety or the kind of soil, that act as
external constraints on parts of the whole process
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Different categories of human actors work on wine: commercial actors such as wine merchants;
some political actors such as the French Union of Enologists (UŒF) or the French National Institute
of Appellation of Origin (INAO); some technical actors (vine-growers, enologists, microbiologists,
etc.). Let us focus on those who intervene along the wine-making process. Figure 2 shows two
different aspects: the part of the whole process people know, and the steps at which they are
supposed to act.
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Enology professor
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Cellar master
Vineyard owner
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Figure 2: Diagram of experts’ knowledge and interventions.
(The horizontal dotted lines in the actors’ knowledge part of Figure 2 stand for limited knowledge.)

Chronologically, the actors are the following:
- The vine-grower is specialized in viticulture and has a global view of all that has been done on
the grapes from the beginning. He tries to answer questions like: When to do the chemical
treatments in order not to leave chemical residues on the grapes, according to weather and the
vegetative cycle? What kind of tying or vine shoot pruning may lead to higher sugar concentration
in grapes?
- The cellar master is in charge of nearly everything after the harvest. He may have to follow
eventual instructions from the vineyard owner.
- The enologist is involved in the same steps as the cellar master. He may either supervise the
prefermentative and fermentative operations, or come to the cellar to give advice when needed
(about the products to add for increasing the fermentation rate, about the kind of prefermentative
technology to use in order to have a good quality must, etc.)
- The microbiologist is interested in the biological mechanisms taking place in the yeast.
The enology teacher teaches the theoretical knowledge of enologists.
- A laboratory may also have a specific role by making a chemical analysis of the grapes before
harvest, or of the must during the alcoholic fermentation.
There are many other people involved as the numerous seasonal workers.
Figure 2 shows that there are several kinds of expert knowledge, which are sometimes completely
separate. Therefore, each expert has only a partial view of the whole wine-making process. This
means that when the expert of one sub-domain (e.g., the microbiologist) addresses the problem of
stuck fermentation, he does not consider explicitly the weather at harvest time, in his analysis (for
example).
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Most of the research made in viticulture and enology has concentrated on one or more factors and
tried to explain the relation between these factors and the fermentation process, in particular the
problem of stuck fermentations. For example, Maigre et al. (1995) in Switzerland have been
working since 1978 on the influence of green cover crops and nitrate fertilization on the alcoholic
fermentation and the final quality of the wine produced. In the biochemical field, many researchers
(from South-Africa, Australia, United-States...) have tried to show either the importance of the
clarification technique, or the must’s nitrogen concentration, or even the must’s optanoic and the
decanoic acids’ concentration.
Four years ago, the French National Institute of Agronomical Research (INRA) of Montpellier
began to study in Languedoc-Roussillon the variability of musts’ chemical composition, especially
the fermentation kinetics to see whether it was related to the problem of stuck fermentations or not
[Sablayrolles, 1995]. This study has triggered different approaches: kinetics curves’ interpretation
[Grenier and Sablayrolles, 1990], expert system development [Grenier, Feuilloley, Sablayrolles,
1988], classification and learning techniques in neural networks [Insa G. et al., 1995]. The objective
was to predict a stuck fermentation sufficiently in advance to make corrections possible. All these
approaches failed to give interesting enough results, but they permitted at least to reveal the limits of
using fermentation data only [Insa G. et al., 1995]
Two other studies have tried, on the basis of the kinetics data, to predict the kinetic curves from
additional information (initial sugar concentration, nitrogen concentration, etc.) [Marin R., 1995]. If
the prediction was good at the beginning of the kinetics, it was inaccurate for the end of the curve,
where the sluggish and stuck fermentations differ from good ones [Alvarez, 1995]. The author has
tried to use symbolic rules extracted from the available cases to improve the results. However the
extracted knowledge was too atomized to be used by a human expert.

:KDWLVFRQWH[WXDONQRZOHGJHIRUWKHIHUPHQWDWLRQSURFHVV"
Part of knowledge is explicitly used in the fermentation process (e.g., the temperature of the must
during the fermentation). Another part of the knowledge intervenes in an implicit way (e.g., the
weather at harvest time). We call this latter type of knowledge FRQWH[WXDONQRZOHGJH. The use of
contextual knowledge enables to account for all the possible causes for the stuck fermentation, and
thus provide a correct explanation of the problem.
All the pieces of contextual knowledge are not at the same level, some being more directly related to
the problem to solve than others. For instance, the weather during the last few months before
harvest is "farther" than the temperature of the vat during the fermentation process. However, both
of them participate in the fermentation process. Let us illustrate this aspect by the example of
Figure1.
One possible explanation for a stuck fermentation is a conjunction of two causes: an insufficient
resistance of the yeast’s membrane, and the negative action of ethanol, naturally produced by the
fermentation process, which leads to the death of cells. If we consider the insufficient resistance of
cells’membrane, we know that it may come from a lack of AGLC (a kind of fatty acid) in the must.
If we stop the explanation at this point, we have only used knowledge about the fermentation
process. However, we may find another explanation related to the prefermentative techniques. For
example, airing of the must may have an influence on this AGLC concentration. There is also
another explanation: a too strong clarification often leads to a lack of AGLC in the must. Then we
can then try to see in which particular case a too strong clarification may be done. One explanation
is a mechanical grape harvesting. This often leads to a must full of « foreign bodies » (part of stalk,

leaves, iron, etc.), which requires to be cleared. This explanation has been taken from the viticulture
knowledge.
This is also true for the effect of ethanol on the yeast. A high ethanol concentration comes from a
high initial sugar concentration in the must. Such a high sugar concentration may have several
origins: a high yield, or the weather during grape ripening for example. It may also depend on the
vine variety itself, which is the most distant factor that we can find.
Thus, it is possible to classify the pieces of contextual knowledge. Tichiner (cited in [Jansen, 1995])
proposes, in another domain, a view very close to our. Tichiner said that the environment around an
organism is the basis for the definition of context. Context must be considered outside the actual
knowledge as a layer, or a set of layers, around it. Our model may thus be seen as an onion-like
model, in which contextual deep knowledge is organized in layers according to an onion metaphor.
The outer layer gathers parameters that are contextual to all the causes of stuck fermentations.

:KDWLVFRQWH[WXDONQRZOHGJHIRUHDFKDFWRU"
We can represent on a diagram the origin of the knowledge we used to find possible causes for
stuck fermentations. Figures 3a, 3b, and 3c give the viewpoints of the microbiologist, the enologist
and the vine-grower on the domain knowledge represented in Figure 1.
Microbiologist:

Vine-grower:

Enologist:
Chemical treatments

Chemical treatments

Weather

Chemical treatments

Weather
Yield

+

+

+

Ethanol

Ethanol

Combined SO2
AGLC

Airing

Figure 3a

Yeasts

Yeasts

Yeasts
Combined SO2

Yield

+

+

+

Weather

Yield

Ethanol
Combined SO2

AGLC

Airing

Figure 3b

AGLC

Airing

Figure 3c

The knowledge in Figure 1 has been obtained by mixing knowledge coming from all experts (e.g.,
vine-grower, enologist, and microbiologist in our example). Some pieces of knowledge are shared
by different experts and some are not. However, they equally contribute to understand and solve the
problem. That is the reason why we have to build a model that enables us to account for all
knowledge pieces, the ones concerning directly the fermentation as well as those as faraway as the
weather during vine-growing for example.

:KDWLVFRQWH[WXDONQRZOHGJHIRUWKHSUREOHPVROYLQJ"
From the expert knowledge gathered from interviews [Agabra J., 1996], we have implemented a
model1 of the domain (deep knowledge) and we are implementing a set of rules2 (shallow
knowledge). A simulation from the model provides an evaluation of the risk of stuck fermentation
1

The implementation has been partially made with METAGEN [Sahraoui et al., 1995], which permits to express the
knowledge in the different phases of a software development and produces automatically the code of the resulting
system.
2
In NEOPUS formalism [Pachet F., 1995]

of a particular must. Before the simulation, we have a set of data that are a description of a must at
the beginning of the fermentation phase or during it. We use all the available information about
previous phases (measured chemical parameters, actions already done, etc.). These data naturally
include contextual knowledge as described in sections 4.2 and 4.3.
A simulation consists of different macro-steps that occur chronologically, from the vine-growing to
the prefermentative treatments, ending with the fermentation itself (as seen in Figure 2). Each step
inherits a part of its initial conditions from the former step. The derivative path to these initial
conditions constitutes a static and fixed context to the present macro-step. For example, the initial
nitrogen concentration is used during the step of the perfermentative treatments. This nitrogen
concentration has been derived at the vine-growing step from many parameters, including the
weather. The weather is thus contextual for the prefermentative step.
The other input data of a step are a subset of the initial available data. All the data available at the
beginning of the simulation are not used at the same time. For example, the parameters concerning
the prefermentative techniques (e.g., temperature and duration of the clarification) are available
from the beginning of the simulation, but make up data input for the prefermentative step only, and
will be thus used only when the simulation will have reached this particular macro-step.

',6&866,21$%287&217(;7
During the design of our system, we addressed three main issues:
- the definition of contextual knowledge for the problem to solve,
- the definition of contextualized knowledge, knowledge that is used for solving the problem, and
- the definition of a distance between pieces of contextual knowledge.
These questions arose at different steps of the system development and in different situations. We
consider in this paper the discrimination between contextual and contextualized knowledge from
two different viewpoints: the model building and the organization of domain knowledge, and the
use of knowledge.

.QRZOHGJHRUJDQL]DWLRQDQGPRGHOEXLOGLQJ
Our objective is to make a prediction of stuck fermentations. Experts do not have all the domain
knowledge that is needed to build a model of the stuck fermentations’ problem (see sections 3 and
4.2). Deep knowledge is organized in a model used for a simulation purpose to predict a risk of
stuck fermentation (see section 4.4).
There is a distinction to make between contextual and contextualized knowledge. Contextualized
knowledge is the contextual knowledge that is used to derive a solution, i.e. there is a derivation
path from this knowledge to the conclusion as illustrated in Figure 4a. Indeed, there are several
layers of context that are stacked in our application, one for each main step of the wine making
before the fermentation process (i.e., viticulture and prefermentative treatments).

Stuck fermentation

Stuck fermentation
Domain knowledge
(fermentation process)

Combined
SO2
Domain knowledge
(contextual to the
fermentation process)

Added SO2

Cu in the
must

Added SO2

Chemical
treatment

State of the
grapes

Figure 4a: A known derivation path to stuck
fermentation

Combined
SO2
Cu

Cu

Cu
Chemical
treatment

Free SO2

SO2

Free SO2

Stuck fermentation

Weather

Figure 4b: Missing links

Combining
molecules

Chemical
treatment

Figure 4c: Complex links

Unfortunately, it is not always possible (and almost never in the fermentation case) to derive a path
between pieces of contextual knowledge and the goal, mainly because there is a lack of information.
This lack of information can correspond to a lack of communication between experts (see Figure
4b) or deep knowledge too complex to be well organized (see Figure 4c).
Stuck fermentation
To overcome the problem, we can first use contextual knowledge
as shallow knowledge. The incomplete path is replaced by a global
link between known pieces of knowledge and the goal, as shown in
Figure 5. For example: some enologists use the following rule : if
the vat’s temperature is higher than 30°C (for red wines), and if
Contextual knowledge to the
there is no frequent airing, this will be damageable to the yeast.
fermentation process

Second, we can weaken the conclusion to reach. Contextual
Figure 5: Heuristic knowledge knowledge thus becomes contextualized knowledge for the solving
of a weaker problem.
For example, the complexity of the fermentation process implies that it is impossible to derive or
infirm a stop due to the presence of copper in the must. Nevertheless, we know that copper is
involved in chemical reactions that have negative effects on the success of the fermentation. Thus, if
the desirable conclusion is the risk of stuck fermentation instead of the stop of the fermentation, we
can derive a path between copper and the new goal, and the knowledge about copper becomes
contextualized with regard to this new conclusion.
Relatively to the model building and knowledge organization issues, context for the problem
solving (i.e., the prediction of stuck fermentation) has to be considered at a global level. For the
reasons mentioned in previous sections, the domain knowledge is contextual to the problem to solve
and cannot be used directly. It is necessary to find a way to FRQWH[WXDOL]H this knowledge relatively
to a weaker problem (risk of stuck fermentation).

8VHRINQRZOHGJHLQWKHZLQHPRGHO
Once the knowledge is contextualized globally, it is possible to build a model (concepts at different
levels of abstraction, and relations between concepts in each level) and use it for a simulation
purpose (as seen in section 4.4). When using knowledge during a simulation, the notions of
contextual and contextualized knowledge relatively to the reasoning step are different from the
definition given above.
We have seen in section 4.4 that part of the input data is not relevant to the first steps of the
simulation, such as the prefermentative treatments; these data and the knowledge related to them are
external to the reasoning process until the prefermentative step. We have also seen that some pieces
of knowledge are very important (e.g., part of chemical relations that act on the yeast), and can be

derived from other (and distant) steps of the simulation. Each step of the simulation inherits a static
and fixed context from the previous one: the derivative paths (in previous steps) of all initial
conditions to the present step. During the simulation, there is a real process of contextualization
(although very simple in our case) as proposed by [Edmondson and Meech, 1993]. For instance, the
copper concentration is derived from steps very distant from the fermentation stage (see Figure 1).
The knowledge involved in the determination of the copper concentration (chemical treatments,
etc.) is clearly contextual to the step at which this result is used (fermentation process). In the
model, we have represented this kind of knowledge as a couple (Figure 6). At the beginning of the
fermentation step, there is a transfer of value from one element of the couple to the other.
([WHUQDO
)DFWRUV
weather

9LWLFXOWXUHVWHS
Chemical
treatment

Derived
copper amount

)HUPHQWDWLRQ VWHS
GRPDLQNQRZOHGJH

2WKHUVWHSV
Real
copper amount

Cu + SO2 => combined SO 2
free SO2 + bacteria => bacteria

Figure 6: A couple of contextual -- contextualized pieces of knowledge

A measurement of the copper concentration may sometimes be made at the fermentation step (or at
the previous step). Our purpose is not to deal with all the possibilities of validation or explanation
that the comparison between the two data enables. The interest here is that contextualized
knowledge in our model depends on the evolution of knowledge in the domain. The use of new
sensors in cellars and systematic measurements may lead to abandon the process of
contextualization of knowledge from the contextual knowledge concerned. Conversely, if more
scientific knowledge is available on biochemical relations, some external knowledge (for instance,
knowledge represented in the model but not linked with the goal, such as green cover crop) will
become contextual.
To put it in a nutshell, there is a local definition of contextual and contextualized knowledge
relatively to the step of the resolution process. The status (external, contextual, contextualized) of a
piece of knowledge is not static during the whole simulation, only at each step (for a given state of
art in the domain).
To conclude, we have to mention that, for a same model, a piece of knowledge can be contextual or
not depending on the problem to solve. For instance, once the simulation has run and given a result
(risk of stuck fermentation), the model will be used to give a measure of confidence and to test the
sensibility of the result to initial conditions and some parameters. In the new problem of the
confidence in the result, the context of each resolution step will be different from the one of the risk
of stuck-fermentation resolution.

&21&/86,21
We have shown in this paper that contextual knowledge can be essential to KBS, to a point where it
consists of the basis of the domain model. This is the case for the problem of stuck fermentations in
the wine-making domain, where no expert in the domain can be expert on the biochemical problem.
However, expert knowledge can be used as contextual information to explain a problem or to
evaluate a risk. The use of contextual knowledge during the problem solving implies a
discrimination between contextual and contextualized knowledge, and a process of
"contextualization" to change the former into the latter.
In a further work we will try to organize in the same onion model the superficial knowledge we
have gathered from the experts, and to validate the system. We think that this Contextual

Knowledge Based System allows to bypass limitations of more classical approaches, restricted to
data and knowledge in context.
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Our starting point is a formulation of modal logics, described in previous papers, defined in terms
of a hierarchy of distinct (that is, not amalgamated) metatheories. These logics, called Hierarchical
Multilanguage Belief (HMB) systems formalize the current practice in the implementation of
propositional attitudes, and in particular belief, inside complex reasoning systems. Our goal is to
define a new semantics for HMB systems, called local models semantics, which captures their
underlying intuitions. In local models semantics each (meta)theory defines a set of first order
models, called "local models''; belief is a unary predicate; and the extension of the belief predicate
is computed by enforcing constraints among sets of local models.

1 Introduction
We are interested in the representation and mechanization of propositional attitudes, and
belief in particular, inside complex reasoning programs, e.g. knowledge representation
systems, natural language understanding systems, or multiagent systems. Modal logics are the
obvious formalism for this goal, the one which has been most widely proposed and studied in
the logic and philosophical literature. However, as already discussed in detail in [12; 10],
modal logics are hardly used in the existing implemented systems. From the point of view of
implementors, the problem is that it is very hard to codify in modal logics all the needed
information (e.g. the agents' knowledge, their --- usually very different --- reasoning
capabilities, the --- usually very complicated --- interactions among them), in a way to have
efficient, easy to develop and to maintain implementations. Modal logics allow for compact
representations, where one has basically to provide the "appropriate'' axioms. This is very
elegant, and beautiful from the point of view of the logician. The drawback is that
implementors do not find in the formalism enough structure for directly representing all they
would like to represent.
Motivated by these considerations, in [12] we have defined various formal systems, called
Hierarchical Multilanguage Belief (HMB) systems. The idea underlying HMB systems is that
a modal logic can be defined in terms of a hierarchy of distinct (that is, not amalgamated)
metatheories (metalanguages). Each metatheory is formalized as a context. In [12] we have
produced equivalence results between HMB systems and the most common normal modal
logics. In [13; 7] we have produced analogous results for the most common non normal modal
logics. HMB systems can be basically seen as alternative formulations of modal logics.
However, as discussed in detail in [7] (but see also [12; 10]) and briefly hinted below, these
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systems capture and formalize the current practice in the implementation of complex systems,
and behave quite differently from the previous formulations of modal logics.
The goal of this paper is to provide a new semantics, called local models semantics. which
captures the intuitions which have motivated the definition of HMB systems, and which can
be used for providing a foundation to the mechanization of belief, as it is implemented in most
of the existing systems. Local models semantics develops and generalizes the ideas discussed
in [17; 14; 9]. The idea underlying local models semantics is that each (meta)theory defines a
set of first order models; called "local models''; that, e.g., belief is a unary predicate; and that
the extension of the belief predicate is computed by enforcing constraints among sets of local
models. The motivations for this work are representational. However, the proposed semantics
has also some nice technical properties. In particular, in this paper, we show that this
semantics scales up very naturally from non-normal to normal modal logics (in particular,
modal K), and that it allows for a straightforward treatment of bounded beliefs. Bounded
beliefs are almost always needed, or at least very useful, in the mechanization of reasoning
about beliefs.
This paper is structured as follows. In Section 2 we briefly present and motivate HMB
systems. In Section 3 we give and motivate local model semantics. Finally, in Section 4 we
hint soundness and completeness theorems and their proofs.

2 Hierarchical Multilanguage Belief systems
Let us consider the situation of a single agent a having beliefs about its own beliefs. The
extension to multiple agents is exercise. The idea underlying our formalization is
straightforward. The beliefs of a are formalized by a first order theory. The language of a
contains a distinguished predicate B such that B("A") holds if and only if a believes that it
believes A. a has a view of its own beliefs. This view basically is the mental image that a has
of itself. This view is again formalized as a first theory. To obtain the desired behavior, that is
to make a able to reason about its own beliefs, it is sufficient to "link'' deduction in the theory
of a's beliefs and deduction in the mental image that a has of itself. Depending on the kind of
link a will be a correct believer, that is, it will believe B("A") only if it will believe A in the
view that it has of itself; it will be a complete believer, that is, it will believe B("A") any time
it will believe A in the view that it has of itself; it will both complete and correct, or neither.
Beliefs of arbitrary nesting can be deduced by recursively considering mental images of
mental images, up to the necessary depth.
As from the above intuitive description we need to have: (i) multiple first order theories, and
(ii) some way to link deduction inside each of them. A Multilanguage System (ML system) is
a triple <{Li}i I, { i}i I, > where {Li}i I is a family of languages, { i}i I is a family of
sets of axioms, and is the deductive machinery. contains two kinds of inference rules:
internal rules and bridge rules. Internal rules are inference rules with premises and
conclusions in the same language, while bridge rules are inference rules with premises and
conclusions belonging to different languages. Notationally, we write inference rules, with, e.g.
a single premise, as follows:

L$
LU
L: '

L: $
EU
M'

where we write k : A to mean A and that A is a formula belonging to Lk. We also say that A is
an Lk-formula. ir is an internal rule while br is a bridge rule. We follow Prawitz as in [16] in

the notation and terminology. Derivability in an ML system MS, in symbols |-MS is defined in
[12]; roughly speaking it is a generalization of the notion of deduction in Natural Deduction
(ND) as given in [16]. The generalization amounts to using formulas tagged with the language
they belong to.
An ML system <{Li}i I, { i}i I, > univocally defines (what we call) a Multicontext system
<{Ci}i I, br>, where: L , L
EU with i the set of all and only the internal rules with
premises and conclusions in Li, and br the set of all and only the bridge rules in ; Ci= <Li,
Wi, i> is an axiomatic formal system. Each Ci (also called context, to distinguish it from the
"usual'' notion of "isolated'' formal system) formalizes the beliefs of a or of one of its views,
while the notion of deduction given above allows us to build deductions inside and across
theories1
ML systems have a lot of structure. We can use this structure to impose locally to each theory
the language, the basic knowledge, and the deductive capabilities, and also to impose how
information propagates among views. As widely discussed in the papers cited above, this
gives a lot of modularity. In this paper we are interested in defining systems which are
provably equivalent to the "standard'' formulations of modal logics. In order to achieve this,
we have to suppose that all languages are the same language L(B) defined as follows. Let L be
a propositional language containing a set P of propositional letters, the symbol for falsity ,
and closed under implication2. Then:
• /0 / {%}
• /Q1 /Q
•

/ % = Q
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/Q 

As a second simplifying hypothesis, we suppose that we have a infinitely descending chain.
This leads to the following definition of Hierarchical Multilanguage Belief (HMB) systems.
Definition 2.1 (HMB system) Let L be a propositional language. Then HMB {/L}L ,
{ L}L , ! is such that for everyL  
• /L /(%)
•

L  

•

contains the following internal rules
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and the same subset of the following bridge rules
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systems can be thought of as particular Labeled Deductive Systems (LDS's) [5,6]. In particular ML systems
are LDSs where labels are used only to keep track of the language formulae belong to, and where inference rules
can be applied only to formulae belonging to the "appropriate'' language.
2We use the standard abbreviations from propositional logic, such as A for A
, A D for A D, A D for
( A D), T for
.

L: % (" $")
5GZU . L
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ZKHUH5XSULLVDSSOLFDEOHLIDQGRQO\LIL:$GRHVQRWGHSHQGRQDQ\DVVXPSWLRQM:'
ZLWKLQGH[M L and Rdwr.i is applicable if and only if i:B("A") does not depend on
any assumption j:D with index M i
Figure1 gives a graphical representation of the structure of an HMB system. The theory
tagged with 0 is the theory of a, the theory tagged with 1 is the wiew that a has of its own
beliefs, and so on.
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Figure 1: An HMB system
From now on, we identify an HMB system with its own set of bridge rules. For instance, we
write Rup to mean the HMB system containing only the bridge rule Rup.
Note that every derivation in Rupr (Rdwr) is a derivation in Rup (Rdw). We can therefore
consider only the following combinations of bridge rules:
Rup

Rup + Rdw

Rupr

Rupr + Rdwr

Rdw

Rup + Rdwr

Rdwr

Rupr + Rdw

Let us consider theory 0 and theory 1 in figure 1, that is the theory of a and the view that a has
of its own beliefs. In formalizing different reasoning capabilities, bridgerules allow us to
obtain different kinds of believers. Rupr makes a complete as it makes it able to prove B("A")
just because it has proved A in the mental image of its own beliefs. Dually, Rdwr makes a
correct. Rupr + Rdwr makes a "ideal", that is, a believes B("A") if and only if it believes A in
the view that it has of itself. Relaxing the restrictions, from, e.g., Rdwr to Rdw, amounts to
allowing the application of bridge rules to formulas which are not theorems. This kind of
reasoning is very similar to the reasoning informally described in [15; 3] and implemented in
many applications. These considerations can be trivially generalized to consider a hierarchy of
theories of any depth.

Remark 2.1 The effect of adding Rdw to Rupr is to obtain an HMB system, called MBK,
where the theory of a is theorem equivalent with the minimal normal modal logic K [1] (see
[12]). Note that K is the smallest normal system which is meant to model omniscient agents
(see [4]).
Remark 2.2 (Bounded beliefs: syntax) HMB systems can be easily generalized to formalize
bounded beliefs. A bounded HMB system is an HMB system with I = {0,1, ..., n} where n is
the upper bound on the nesting of the belief predicate B. Notice that each Li still allows
formulas with arbitrary (but finite) depth of nesting of the belief predicate.

3 Local models semantics
Each view and the theory of a are first order theories. An "appropriate" semantics should
therefore associate to each of them a set of first order models. Bridge rules "link'' what holds
in the sets of models of the two theories they "connect''. Technically they constrain them to
agree on some appropriate sets of theorems (thus, for instance, with Rupr, if A holds in all the
models of the theory below, then B("A") must hold in all the models of the theory above). As
for the proof theory, we need to define a notion which accounts for both these facts. Let us
first consider the models of each single theory (and language).
Definition 3.1 (Local models) Let<{LL}L ,, { L}L ,, > be an HMB system. For each/Llet
a local model for Li be the classical model mi for Li. For each pair (Li, mi) let a local
satisfaction relation be the classical satisfaction relation |=cl between mi and Li
For the definition of classical model and classical satisfaction relation see [2].
Remark 3.1 For each Li, B is interpreted as a predicate. In particular the above definition says
that mi satisfies B("A") if and only if the interpretation of "A" belongs to the interpretation of
B.
Notationally, we write Mi to mean the set of all the local models for Li and Modi to mean the
power set of Mi (i.e. Modi = 2 0 ).
6 is the set of infinite sequences {<s1, ... sN, ...> | sL
L

L

L

SL and i

,

I}.

We can now relate what holds in local models.
Definition 3.2 (Compatibility Relation) A Compatibility Relation C is a relation
&

0RG
L

L

,

Notice that every sequence c = <c0, c1, ..., ck, ...> belonging to a compatibility relation C is a
sequence of sets of local models.
A model is a compatibility relation.
Definition 3.3 (Model) A model for a class {/L}L , of languages belonging to an HMB
system is a compatibility relation C satisfying
1. for every sequence c = <c0, c1, ..., ck, ...> there exists an i with ci
 for everyPL FL there exists F'

;

&such that cL {PL}

Condition 1 says that the sequence < , , ..., , ...> does not belong to the model. Condition
2 imposes the validity of the semantical counterpart of deduction theorem (see remark 3.3).
In the following we will write C to means either a compatibility relation or a model. It will
always be clear from the context whether C is to be interpreted as a compatibility relation or
as a model.
Figure 2 shows a simple model, where bullets are local models and lines draw the sequences
<c0, c1, ..., ck, ...> belonging to a compatibility relation. The set tagged with 0 is the set of
models of a, the set tagged with 1 is the set of models representing the view that a has of its

own beliefs, and so on. This structure reflects the structure of figure 1: sets of local models
correspond to theories and the relations among sets of local models correspond to bridge rules.

0

1

2

Figure 2: A model for an HMB system
The basic semantic relations of satisfaction of a formula in a model, validity and consequence
relation are defined as follows:
Definition 3.4 (Satisfaction relation) Let C be a model and i:A a formula. The satisfaction
relation |= between C and i:A is defined inductively on the local satisfaction relation as
follows:
C |= i:A if and only if for every c

C, c |= i:A

where c |= i:A if and only if for every mi ci, mi |=cl A
Remark 3.2 Notice that in the definition of satisfaction we define what it means for a model
C to satisfy a tagged formula i:A and not what it means for C to satisfy A. This takes seriously
the idea of having multiple languages.
Definition 3.5 (Validity) A formula i:A is valid, in symbols |= i:A, if and only if every model
C satisfies i:A.
Defining the consequence relation presents a more subtle problem. It is necessary to take into
account that the consequence relation may involve formulas belonging to different languages.
For this purpose we use the compatibility relation. The idea is that a formula i:A is a
consequence of a set of formulae if and only if it is satisfied (at the appropriate level) by
every set of local models ci that is compatible with all the set of local models cj satisfying .
Formally:
Definition 3.6 (Consequence relation) A formula i:A is a consequence of a set of formulas 
in symbols G |= i:A, if and only if for every model C every sequence c in C satisfies

if c |=

(1)

then c |= i:A

where c |= means that c |= j:D for every formula j:D in 
Let us consider the following example of consequence relation.
Example 3.1 Suppose we want to verify whether 0:A is a consequence of 1:B("A"), i.e.
whether 1:B("A")|= 0:A, in the class of models containing the two models depicted in figure 3.
We must verify whether condition (1) holds in the two models of the class. The model on the
left satisfies (1) because every sequence satisfies 0:A (and then (1) is trivially true). The model
on the right does not satisfy 1:B("A")|= 0:A because there exists a sequence (thicker line in
figure 3) satisfying 1:B("A") and 0: A.
Notice that example 3.1 shows how the compatibility relation allows to propagate
consequences (in this case 0:A from 1:B("A")) across different theories.
A
A

A
A

A

B("A")
B("A")

0

A

B("A")
B("A")

1

2

Figure 3: An example of consequence relation

Remark 3.3 It is easy to show that the semantical counterpart of the deduction theorem
(i.e ,M:' |= L:$ if and only if |= L:' $ ) follows from condition 1 in definition 3.3 of
model and definition 3.6 of consequence relation.
In order to define the classes of models for HMB defined in section 2 we introduce the
following notation. Let be a set of /L+1-formulas. We write %(" ") to mean the set of /iformulas %("A") such that $ belongs to . Let be a set of /L-formulas. We write %-1(" ") to
mean the set of /L+1-formulas $ such that %("A") belongs to .
Let & be a model. We write (FL) to mean the set of /L-formulas satisfied by FL (formally
(FL) is the set of /L-formulas $ such that for every mL FL. PL |=FO $). We write V (FL) to
mean the set of /L+1-formulas satisfied by every sequence F 0 , F1 ,..., F N ,... in & such that cL is

contained into FL (formally V (FL) is the set of /L+1-formulas $ such that for every c in & if
FL then $ is in ( cL +1)). Dually, V (FL) is the set of /L-1-formulas satisfied by every
cL
sequence in & such that cL is contained into FL (formally V (FL) is the set of /L-1-formulas $
& if cL FL then $
( cL 1)).
such that for every c
Definition3.7 (HMB-model) A model& is an
i. Rup-model if and only if for every F & it holds%(" ( FL)")  ( FL1)
ii. Rupr-model if and only if for every F & it holds%("V (FL)")  ( FL)
iii. Rdw-model if and only if for every F

& it holds%-1(" ( FL1)") ( FL)
iv. Rdwr-model if and only if for every F &LWKROGV%-1("V (FL)")  ( FL)

For any subset HMB of {Rup,Rupr,Rdw,Rdwr}, a model &is an HMB-model, if and only if
it
is
D
-model for any HMB
Remark 3.4 Notice how we construct the models of combinations of rules (e.g. Rup + Rdwr)
simply by taking the intersection of the models of the constituent rules (e.g. Rup and Rdwr).
Remark 3.5 As from remark 2.1, Rup + Rdwr defines an agent a theorem equivalent to modal
K. This semantics naturally allows for a uniform treatment of non normal and normal logics
([7] shows how various non normal modal logics can be captured as appropriate
combinations, and restrictions, of the reflections rules introduced above).
Notice that every Rupr-model is an Rup-model and every Rdwr-model is an Rdw-model. We
need therefore to consider only the following HMB-models:
Rup-model

Rup + Rdw-model

Rupr-model

Rupr + Rdwr-model

Rdw-model

Rup + Rdwr-model

Rdwr-model

Rupr + Rdw-model

Remark 3.6 (Bounded beliefs: semantics) The semantics for a bounded HMB system is
constructed by changing all the definitions of this section to consider , = {0, 1, ..., Q}. Thus,
for instance, a model is a compatibility relation & {0RG0 0RG1, ... 0RGQ}.
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In [8] we have proved that the the HMB systems of definition 2.1 are sound and complete
with respect to the classes of HMB models of definition 3.7.
Theorem 4.1 (soundness and completeness) Let HMB be a subset of {Rup, Rdw, Rupr,
Rdwr}. |-HMB i:A if and only if |= i:A holds for every HMB-model.

This theorem states that the syntactical notions of derivability and theoremhood in an HMB
system are equivalent to semantical notions of consequence relation and validity in the
corresponding class of HMB-models. Both proofs follow the schema of soundness and
completeness theorems for first order logic. In addition we must take into account that
derivability and consequence relations may involve formulas belonging to different languages.
The proof of soundness is done by induction on the structure of the derivation. First we prove
soundness for propositional rules ( I, E, and ) using condition 2. of definition 3.3 of
model (see remark 3.3). Then we we show that conditions i-iv of definition 3.7 of HMBmodel impose soundness of the corresponding bridge rules.
As with the usual canonical model proofs of completeness for first order logic in [8] we show
that if i:A is not derivable from in an HMB system, then then there exists a (canonical)
HMB-model Ccsuch that Cc satisfies and Cc does not satisfy i:A. The proof of completeness
contains the following steps:
1. we generalize, in a natural way, the basic concepts of consistency and maximal
consistency (see[2]) for a set of formulas of different languages, and we introduce the
notions of k-consistency and maximal-k-consistency. We say that is k-consistent if
k: is not derivable from . We say that is maximal-k-consistent if it is k-consistent
and the only k-consistent set of formulas containing is itself.
2 we generalize the Lindenbaum's theorem (Lemma 1.2.9 in [2]) by showing that for any
'.
k-consistent set of formulas there exists a maximal-k-consistent set ' with
Moreover ' has some nice property similar to the properties of maximal consistent sets
in proving completeness for propositional logic.
3 We define the canonical model Cc as a compatibility relation over sets of (local) models
satisfying '. Cc is an HMB-model (i.e. the compatibility relation satisfies conditions of
definition 3.7), and for every Lk-formula D, Cc satisfies k:D if and only if k:D belongs
to '. This allow us to prove that Cc satisfies and does not satisfy i:A.
Remark 4.1 (Bounded beliefs: soundness and completeness) The hypothesis that I =
does not play any role in booth the proofs of soundness and completeness. Then the same
proofs hold when I={1, 2,..., n}.

5 Conclusions
In this paper we have provided a new semantics for modal logics which captures the intuitions
underlying the implementation of propositional attitudes, and belief in particular, inside
complex reasoning systems. In the current practice, agents' beliefs and their views about their
own or others' beliefs are implemented as belief sets, i.e. as distinct sets of beliefs. Whether an
agent has a certain belief is computed by testing whether an "appropriate'' formula is a
theorem of an "appropriate'' belief set, and by "appropriately'' propagating this result across
belief sets.
These ideas had been already formalized proof-theoretically in the notion of HMB system.
This paper provides a semantics which captures the ideas underlying the definition of HMB
systems (and, therefore, the current practice in the implementation of belief). Two are the
main intuitions underlying the proposed semantics.

•

Each first order theory in an HMB system (formalizing a belief set together with the
inferential capabilities used to derive consequences from it) defines a set of first order
models.

•

The propagation of consequences across theories imposes constraints, captured inside
(global) compatibility relations, among the (local) models associated to each theory.
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